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Summary

Internet-enabled technologies have created unprecedented opportunities for sharing
experiences with virtually anyone worldwide. Within this context, online health
communities serve as platforms for the exchange of information and advice, thereby
facilitating the sharing of patient expertise. This expertise, acquired from managing
personal health issues in daily life, is often reflected in valuable insights such as
disease management strategies. However, locating these strategies and other forms
of patient expertise in online health communities poses a significant challenge for
their members, primarily due to two key reasons. First, the continuous influx of
user-generated content can bury valuable knowledge previously constructed through
social interaction. Second, the information search tools available on these platforms
could unintentionally exacerbate the very problem they are designed to address.

This doctoral dissertation investigates user-centered approaches for recommending
patient expertise within online health communities, aiming to alleviate the burden
of explicit query formulation and directly address the challenge of finding relevant
information amidst vast volumes of online discussions. The dissertation’s core
objective was addressed through an incremental and iterative research process.
Specifically, findings from earlier studies informed the direction of subsequent
research. Furthermore, we adopted a research-through-design approach, where
design activities were central to knowledge generation.

Chapter 2 presents the first contribution of this dissertation. Specifically, we investi-
gate how individuals with cardiovascular disease conceptualize sharing personal
health information with their peers. Our findings underscore that individuals pri-
marily value learning from each other’s experiences, rather than their physiological
data.

Chapter 3 reports on a usability evaluation of a low-fidelity mobile application
prototype, investigating how we may design to facilitate locating peers and learning
self-care ideas from them in online health communities. Our findings reveal the
central role of the lifestyle profile in locating and choosing peers. In light of this, we
argue that because individuals with this condition seek to lead normal lives, the
most helpful suggestions in this quest may come from peers with similar habits and
activity levels—attributes that operationalize lifestyle.

Building upon these findings, Chapter 4 further examines the influence of lifestyle,
alongside demographic and clinical profiles, through user-controllable peer recom-
mendations. We conducted a user-centered evaluation of a web-deployed application
for a simulated online health community, which recommended potential connections
with varying levels of user control.



A second direction emerging from the research in Chapter 3 focused on the collection
of everyday self-care strategies and the provision of personalized recommendations
for these strategies. Chapter 5 presents this research direction, beginning with a
crowdsourcing study on self-care strategies that individuals with cardiovascular
disease employ in their daily lives. Using the data collected from this study, we then
simulated an online health community and implemented a collaborative filtering
recommender system. This chapter, therefore, also reports on a user-centered
evaluation of recommendations for everyday self-care, specifically comparing the
user experience with personalized versus non-personalized recommendations.

By systematically investigating the user experience through an iterative and in-
cremental research process, this dissertation proposes practical considerations for
designing user-centered recommender systems that facilitate locating individual
experts and the community’s aggregate expertise.
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4 1 Introduction

1.1 Motivation

Living with chronic illness often leads individuals to acquire unique knowledge
about managing their health in everyday life (Castro et al., 2019). This experiential
knowledge, also referred to as patient expertise, is reflected in, for example, practical
know-how and coping techniques (Hartzler and Pratt, 2011). Crucially, as individuals
facing similar health situations share their illness experiences in peer support groups,
they learn approaches to managing their health and enhance their understanding of
their illness (Campbell et al., 2004, as cited in Hartzler and Pratt, 2011).

Internet-enabled technologies have opened up new opportunities for sharing ex-
periences with virtually anyone worldwide. Within this context, online health
communities foster spaces to exchange information and advice, ultimately facilitat-
ing the sharing of patient expertise (Gatos et al., 2021; Hartzler and Pratt, 2011).

Online health communities are, in essence, discussion forums where people engage in
discussions on a myriad of topics. Thus, these platforms enable knowledge-building
processes such as collective sense-making (e.g., Mamykina et al., 2015a). However,
the continuous influx of user-generated content can make it challenging to retrieve
valuable knowledge previously constructed through social interaction (Young and
Miller, 2019).

Consequently, locating patient expertise in online health communities poses a
challenge, particularly for new or less engaged members (Mamykina et al., 2015a).
This challenge is exacerbated by a lack of adequate search tools to help individuals
find information effectively. To illustrate, these platforms often rely on keyword-
based searches for information and community members (Levonian et al., 2025). Yet,
individuals may not know what keywords to use (Pang et al., 2015). Furthermore, the
seeker may be uncertain about what or whom to seek, making the search particularly
complex (see White and Roth, 2009; Wildemuth and Freund, 2012).

This doctoral dissertation investigates user-centered approaches for recommending
patient expertise within online health communities, aiming to alleviate the bur-
den of explicit query formulation. Our motivation stems from the need to design
alternatives to traditional search interfaces. This involves devising new methods
for archiving, indexing, and recommending patient expertise (Gui et al., 2017). We
deliberately opted for a recommendation-based approach, as its potential benefits
—such as tailoring recommendations to individual user needs and directly address-
ing the challenge of finding relevant information amidst vast volumes of online
discussions— were presumed to be more readily apparent to users than those of
solely archiving- or indexing-based approaches. Nevertheless, it is important to
note that our recommendation approach relied on existing archiving and indexing
methods.

In the remainder of this chapter, we first introduce our design approach for recom-
mending patient expertise and describe the target population we designed for. Next,
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we list our research objectives and elaborate on the approach we adopted to address
them. Finally, we conclude by outlining the dissertation’s structure and summarizing
its constituent chapters.

1.2 A Top-Down Design Approach for Recommending
Patient Expertise

Figure 1.1 illustrates our top-down design approach for recommending patient
expertise. We broke down this core concept into two distinct forms: singular expertise
and the community’s expertise. Singular expertise refers to the expertise held by
an individual community member. We designed peer recommendation systems to
facilitate locating such experts. In contrast, the community’s expertise is formed by
aggregating and synthesizing multiple opinions and experiences, in the form of
ratings or assessments. For this, we designed collaborative filtering recommendation
systems.

ONLINE HEALTH COMMUNITIES

Patient Expertise

Collaborative Filtering
Recommendations

Peer Recommendations

Community’s Expertise

Singular Expertise

Figure 1.1 : A top-down design approach for recommending patient expertise within online health
communities

Collaborative filtering in recommendation systems inspired our design approach.
This method, widely used by popular e-commerce and streaming platforms, derives
recommendations for the target user from other like-minded users (Aggarwal,
2016). This like-mindedness is often reflected in shared patterns of interaction. For
example, like-minded users have engaged with the same movies, songs, or purchased
items. Recommendations are, therefore, inferences about an individual’s tastes or
preferences based on what people like them have consumed or liked before.

The context of recommending patient expertise presents several particularities
compared to typical use cases of collaborative filtering. The first concerns what to
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recommend, as patient expertise can take multiple forms, such as disease manage-
ment strategies and social support (Hartzler and Pratt, 2011). We address this critical
topic of inquiry in Chapter 3.

The second particularity involves identifying like-minded users. Instead of relying
on traditional interaction patterns, we leveraged individuals’ personal attributes
to calculate user similarity. This non-traditional approach is implemented in our
peer recommendation system to suggest peers who are most similar in terms
of demographic, clinical, and lifestyle factors. The selection of these attributes
was informed by the well-documented preference of users within online health
communities to connect with peers of the same gender who have similar lifestyles
(Cerón-Guzmán et al., 2025; Fang and Zhu, 2022; Hartzler et al., 2016a). Consequently,
we assumed that the experiences of such similar users would be more relevant to
the target user than those of dissimilar users.

Following the traditional approach in collaborative filtering, we aggregated and
synthesized the most similar users’ experiences, as reflected in their ratings or
assessments. This process formed the community’s expertise, from which we derived
recommendations for the target user.

1.3 Target Population: People with Cardiovascular
Disease

In this dissertation, we designed for people with cardiovascular disease for several
reasons. Firstly, this research was conducted within the context of the NWO (Neder-
landse Organisatie voor Wetenschappelĳk Onderzoek; Dutch Research Council)-funded
STRAP project, which aimed to detect early deterioration in heart disease. Secondly,
the growing emphasis on community-level support for cardiovascular self-care
(Riegel et al., 2017) presents a clear opportunity to design knowledge-acquisition
processes that foster appropriate self-care among individuals. Thirdly, despite its
prevalence and complexity, cardiovascular disease has received limited attention
in Human-Computer Interaction (HCI) research on online health communities
(see Gatos et al., 2021). Therefore, given this condition’s inherent complexities and
idiosyncrasies, we sought to uncover people’s specific needs for peer support from
an HCI perspective.

Below, we describe cardiovascular disease and its self-care, an aspect we repeatedly
discuss throughout this dissertation.
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Cardiovascular Disease

Cardiovascular disease (CVD) is an umbrella term for conditions affecting the heart
or blood vessels (World Health Organization, N.D.). To illustrate, the buildup of fat
on the inner walls of the coronary arteries —an abnormality known as atherosclerosis
(National Health Service, 2023)— can cause a decrease in the flow of oxygen-rich
blood to the heart. Consequently, if the heart muscle does not receive enough oxygen
and nutrients to function, an individual is diagnosed with coronary artery disease
(National Health Service, 2020).

Situations in which the blood supply to the heart is severely reduced or blocked
often precede a heart attack, a major adverse cardiovascular event known medically
as myocardial infarction (Cleveland Clinic, 2022). When the lack of blood is chronic,
the myocardium weakens, thereby leading to heart failure (National Health Service,
2020; WebMD, 2022). The latter denotes the inability of the heart to pump the
oxygen-rich blood the body needs (National Health Service, 2022).

Figures from the World Health Organization show that CVD is the leading cause of
death in the world, with 17.9 million deaths per year (World Health Organization,
N.D.). In addition to the loss of human life, the cost of CVD is in the order of
hundreds of billions of US dollars in the United States alone. More specifically, the
expenses of caring for 28.6 million cardiovascular patients amount to $407.3 billion,
of which $9 billion (2.2%) is allocated to treat coronary artery disease and $30.7
billion (7.5%) to treat heart failure (Tsao et al., 2023). Notably, the financial cost does
not always correlate with disease prevalence. For every individual over 20 years old
with heart failure in the United States, there are three with coronary artery disease
(Tsao et al., 2023).

Although CVD is irreversible, interventions that enhance self-care through promoting
a healthy lifestyle have been linked to improvements in clinical outcomes (Riegel et al.,
2017). Nevertheless, there is still a belief among patients and healthcare providers that
pharmacological interventions are more effective than engaging in regular physical
activity, quitting smoking, and following a healthy diet, among other cardiovascular
health behaviors (Riegel et al., 2017). To counter this misconception, it is necessary
to emphasize self-care in the current healthcare system so that individuals assume
greater responsibility for their own health (Riegel et al., 2017).

Self-care is a naturalistic decision-making process that individuals engage in to
maintain their physical and emotional health and manage their disease (Riegel
et al., 2017). Practicing adequate self-care involves adhering to cardiovascular health
behaviors, such as those mentioned above, learning about one’s disease, and following
medical guidelines for treatment. This process also involves self-monitoring to detect
early signs and symptoms of complications or worsening of the disease. Building
upon this, self-management outlines how to act when signs and symptoms occur
(Riegel et al., 2017).
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1.4 Research Objectives

This dissertation investigates user-centered approaches for recommending patient
expertise within online health communities. It aims to alleviate the burden of explicit
query formulation and address the challenge of finding relevant information amidst
vast volumes of online discussions. The dissertation’s core objective was addressed
through an incremental and iterative research process. Specifically, findings from one
research study informed subsequent research, reflecting an incremental progression.
Furthermore, we iteratively revisited specific aspects of our design approach, refining
our recommendation systems and investigating new facets with each iteration.

Below, we list the research questions addressed by the dissertation’s constituent
studies.

RQ1 How do people with cardiovascular disease conceptualize sharing personal
health data with peers?

RQ2 How may we design to facilitate locating peers and learning self-care ideas
from them in online health communities?

RQ3 How do user-controllable peer recommendations, based on demographic,
clinical, and lifestyle factors, influence user experience?

RQ3a How does the user experience differ from recommendations based
solely on clinical similarity, with and without user control?

RQ4 How do users’ perceptions of everyday self-care recommendations differ when
they are derived from similar community members (personalized) versus the
same set of strategies for everyone (non-personalized)?

1.5 Research Approach

Our research process was grounded in the tradition of research through design
(Zimmerman et al., 2007), where typical design activities —such as framing a prob-
lem, iteratively developing prototypes, and reflecting on them to gain insights—
were central to generating new knowledge. Our design artifacts, which ranged from
low-fidelity prototypes to a functional web-deployed application, embodied different
research hypotheses. Through usability evaluations and controlled experiments with
these artifacts, we yielded user-centered insights (often in the form of practical im-
plications) that informed the HCI community and guided our subsequent iterations.
In line with Gaver (2012), these insights should not be understood as a prescriptive
standard for researchers and practitioners, but rather as our vision of a possible
future.
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We adopted a number of methodological choices and research methods that in-
fluenced the course of the dissertation. The most relevant of these are detailed
below.

Proxy Population Our target population was people with cardiovascular disease.
However, for several reasons, direct access to this population proved infeasible (refer
to the concluding Chapter 6 for a more detailed explanation). We therefore resorted
to recruiting participants outside of medical institutions, thus using a proxy or
surrogate population. In the constituent studies of this dissertation, we recruited
convenience samples of people with a self-reported diagnosis of coronary artery
disease or heart failure, two common types of cardiovascular disease (Tsao et al.,
2023). Although this approach provided a wider reach and was more practical, it did
not allow us to definitively confirm that all participants met the intended eligibility
criteria.

Qualitative Survey We designed a predominantly qualitative survey for our
study in Chapter 2 to explore attitudes toward disclosing one’s own data and
exploring others’ data. Drawing on Braun et al. (2021), this method offers several
advantages: it can provide rich and complex datasets on people’s experiences,
perspectives, and practices; and its practicality —in terms of online delivery and self-
administration— allows for hearing diverse voices from geographically dispersed
populations. Moreover, when designed for anonymity, online surveys can encourage
the disclosure of sensitive information and increase participation.

Usability Evaluation Chapter 3 reports on a usability evaluation of a low-fidelity
mobile application prototype. In this formative evaluation, we conducted a cognitive
walkthrough (Wharton et al., 1994) with concurrent think-aloud (Wright and Monk,
1991). This combination of methods allowed us to not only identify usability issues,
but also to understand whether participants’ mental models aligned with the
design.

Controlled Experiments Based on feedback from the usability evaluation, we
refined our design and built a functional application with recommendation features
for a simulated community. Chapter 4 and Chapter 5 describe the controlled
experiments we ran to evaluate the user experience with peer recommendations
and recommendations for daily self-care, respectively. In these experiments, we
manipulated an independent variable (e.g., the recommendation algorithm, user
control) and measured the effect on dependent variables (e.g., perceived quality of
recommendations, perceived system effectiveness). This approach allowed us to
methodically test our research hypotheses and gain new insights into the design of
online health communities.
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Crowdsourcing For all studies in this dissertation, we used Prolific (prolific.com,
accessed on 10 September 2025) to recruit convenience samples of people with
a self-reported diagnosis of cardiovascular disease. This platform’s rich filtering
criteria allowed us to reach our target audience. In addition to recruitment, we also
used this crowdsourcing approach in Chapter 5 to create a dataset of everyday
self-care strategies. This dataset served two purposes: to simulate an online health
community and evaluate our recommendation features in a more ecologically valid
setting; and to provide the data for the recommender systems we implemented.

1.6 Dissertation Outline

This dissertation is structured into four core chapters, each addressing one or more of
the above research questions and exploring different aspects of the design approach
depicted in Figure 1.1. Except for the concluding chapter, the subsequent chapters are
near-verbatim reproductions of peer-reviewed publications or manuscripts under
peer review.

1.6.1 Chapter 2

Patient Expertise

Collaborative Filtering
Recommendations

Peer Recommendations

Community’s Expertise

Singular Expertise

Figure 1.2 : Focus of Chapter 2

Individuals turn to their peers when confronted with gaps in their understanding of
their health status. They share personal health information to make sense of their
situation, a behavior well-documented in the literature. However, how individuals
with chronic conditions feel about disclosing their health information and exploring
that of their peers remains understudied. Chapter 2 reports on a predominantly
qualitative survey designed to investigate how people with cardiovascular disease
conceptualize sharing personal health information with their peers (RQ1). Our
findings highlight the significant value individuals attribute to learning from each
other’s experiences to enhance their self-care. Notably, they may prioritize the
experiences of peers facing similar health situations.

https://www.prolific.com/
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1.6.2 Chapter 3

Patient Expertise

Collaborative Filtering
Recommendations

Peer Recommendations

Community’s Expertise

Singular Expertise

Figure 1.3 : Focus of Chapter 3

Online health communities typically do not facilitate exploratory search, where
users may be unsure what or whom to seek. Furthermore, we lack an understanding
of what people with cardiovascular disease want to learn from their peers about
self-care (encompassing self-maintenance, self-monitoring, and self-management of
health).

In light of this, we investigated how we may design to facilitate locating peers and
learning self-care ideas from them in online health communities (RQ2). For this
purpose, we created a low-fidelity prototype mimicking a mobile application for an
existing community. The prototype recommended community members as potential
connections and suggested self-care ideas based on what those members had tried.
Chapter 3 reports on a user-centered qualitative evaluation of this prototype with
people with cardiovascular disease and clinicians.

1.6.3 Chapter 4

Patient Expertise

Collaborative Filtering
Recommendations

Peer Recommendations

Community’s Expertise

Singular Expertise

Figure 1.4 : Focus of Chapter 4

Chapter 4 reports on a user-centered evaluation of a web-deployed application that
recommended members within a simulated community to connect with. This user
study was motivated by the limited empirical evidence guiding the design of peer
recommendation systems from a user perspective. Specifically, we compared the
impact of user-controllable versus non-controllable peer recommendations on the
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user experience (RQ3a). In addition, we explored whether users preferred to control
a wide range of similarities, beyond purely clinical factors, in the recommendation
generation (RQ3).

1.6.4 Chapter 5

Patient Expertise

Collaborative Filtering
Recommendations

Peer Recommendations

Community’s Expertise

Singular Expertise

Figure 1.5 : Focus of Chapter 5

People with chronic illnesses may turn to their peers for advice as they aspire to lead
a normal life. Repositories of self-care strategies, in which individuals contribute
their own experiences, can help realize this aspiration for normality. Nevertheless,
these repositories often present the same strategies to everyone, without considering
the idiosyncrasies and complexities of each situation. This one-size-fits-all approach
poses a significant limitation that can hinder the user experience. Specifically, users
are left to navigate and identify the most relevant strategies on their own.

We propose a new approach to address this limitation: personalized recommenda-
tions for everyday self-care. This proposal involves deriving recommendations for the
target user based on the experiences shared by similar community members. Chapter
5 first describes a crowdsourcing study on self-care strategies that help individuals
with cardiovascular disease cope with personal health issues in daily life. Using
data from this study, we simulated an online health community and implemented
a collaborative filtering recommender system. This chapter, therefore, also reports
on a user-centered evaluation of recommendations for everyday self-care, specif-
ically comparing the user experience with personalized versus non-personalized
recommendations (RQ4).
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2 Conceptualizing Peer Data
Sharing

As individuals deal with cardiovascular disease, they should routinely self-
monitor and be aware of the associated complications and the corresponding
course of action. Engaging in these self-care behaviors is conducive to gaining
knowledge of health status. Even so, knowledge of the self may be insufficient
in making sense of chronic conditions.

In constructing a new normal after health-related life disruptions, indi-
viduals often turn to peers and share personal health information. Although
health information-sharing behavior is well-documented, the attitudes of
individuals with chronic conditions toward disclosing personal health data
and exploring those of their peers remain underexplored. We surveyed 39
individuals with self-reported cardiovascular disease to understand how they
conceptualize sharing personal health data with their peers. By analyzing
qualitative survey data thematically, we found that respondents expressed
themselves as uncertain about the benefits of interacting with peers in such
a manner. At the same time, they recognized an opportunity to learn new
ideas to enhance their self-care through mutual data sharing. We also report
participants’ analytical orientation toward peer data sharing and elaborate on
what sharing a range of personal health data could mean. In light of the existing
literature, this chapter unpacks the notion of sharing in a different population
and with more nuance, particularly by distinguishing between disclosing one’s
data and exploring others’.
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2.1 Introduction

2.1.1 Background

Individuals with cardiovascular disease (CVD), and their informal caregivers, are
primarily responsible for their self-care. Patient encounters, or interactions between
individuals and healthcare providers, have been estimated to add up to only 10 hours
per year on average (Riegel et al., 2017). Under these circumstances, individuals need
to engage in health maintenance, monitoring, and management activities —the core
elements of self-care (Riegel et al., 2017)— to exercise control over their own health.
Notably, gaining knowledge of health status is an essential individual-level self-care
behavior. In order for knowing their health status to be beneficial, individuals are to
self-monitor routinely and be aware of risks of complications and the corresponding
course of action (Riegel et al., 2017).

Nonetheless, the clinical literature has reported that individuals with heart failure,
a CVD condition, lacked skills in response to symptoms (Riegel et al., 2017). The
time between the onset of worsening disease and healthcare utilization for them was
often in the order of days, where immediate action would have been beneficial. The
information science literature, for its part, show that knowledge of the self could be
insufficient in making sense of symptoms, their triggers, and treatments of chronic
conditions (O’Kane et al., 2016).

As individuals deal with chronic conditions, they turn to their peers (others facing
similar health issues) to validate their personal experiences (O’Kane et al., 2016).
Thus, the experiences of similar others often shape individuals’ notions of “normal” —
meaning socially constructing a sense of order amidst the chaos (Penrod et al., 2012, as
cited in Genuis and Bronstein, 2017). In constructing a new normal after health-related
life disruptions, individuals devote a great deal of effort to information behaviors
(Genuis and Bronstein, 2017), including sharing personal health information —from
physiological data to self-care strategies, challenges, and experiences (e.g., Vaala
et al., 2018).

The literature has addressed health information-sharing behavior by adopting
predominantly quantitative approaches to research (e.g., Frost et al., 2014; Vaala et al.,
2018; Zhang et al., 2018). In contrast, works grounded in qualitative orientations (e.g.,
Bussone et al., 2020; Zhu et al., 2016) are somewhat scarce (Simpson et al., 2021).
The contexts for this sharing are between patients and healthcare providers (e.g.,
Zhu et al., 2016) and among peers (e.g., Bussone et al., 2020; Frost et al., 2014; Vaala
et al., 2018; Zhang et al., 2018), to name a few. Sometimes, sharing personal health
information is discussed under similar terms, such as “disclosure” (e.g., Zhang
et al., 2018). At the expense of oversimplification, the existing research has primarily
focused on what health information individuals are likely to share and what factors
influence their willingness to do so. In motivating their work, scholars point out
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presumable benefits that engaging in data sharing yields for individuals. Among
them are increased social support (e.g., Frost et al., 2014; Simpson et al., 2021; Vaala
et al., 2018) and enhancing self-care decision making (e.g., Simpson et al., 2021).

However, how individuals with chronic conditions actually feel about sharing their
health data with their peers is underexplored (Bussone et al., 2020). Indeed, a recent
narrative review called for more qualitative research on this topic (Simpson et al.,
2021). For this reason, we argue that investigating individuals’ attitudes toward
disclosing personal health data to peers and exploring those of others in similar
positions emerges as an exciting topic of inquiry.

To our knowledge, Bussone et al. (2020) is the only earlier work that, adopting a
qualitative orientation, focuses on the sharing of personal health data among peers.
Bussone et al. explored the trust, identity, privacy, and security concerns individuals
with the Human Immunodeficiency Virus (HIV) had in data sharing. In doing so,
they drew design considerations to facilitate sharing personal health data in online
health communities, including giving individuals control over what and with whom
to share and encouraging appropriate, objective, and balanced data sharing. Still, a
broader perspective on how individuals conceptualize the sharing itself, rather than
particular considerations for doing so, is lacking. Moreover, hearing the voices of the
“non-aligned” could enrich this perspective, in contrast to the sample in Bussone
et al.’s (2020) work, which was composed solely of individuals interested in sharing
their health data with their peers.

2.1.2 Objective

The contribution of this chapter is to provide an understanding of how individuals
with CVD conceptualize sharing personal health data with their peers. We identify
and develop three patterns of meaning around this sort of data sharing, together
with what it could mean to share a range of personal health data. Additionally, we
suggest two design opportunities for collaborative health technology through the
sharing of personal health data among peers.

2.2 Methods

2.2.1 Study Design

This research study was grounded in a convergent mixed methods design (Creswell
and Clark, 2017). Figure 2.1 depicts the flow of the quantitative and qualitative
strands and the procedures for mixing them. In this design, we simultaneously
collected quantitative (ratings, numeric-like) and qualitative (text) data through
a predominantly qualitative survey (Braun et al., 2021). The survey contained a
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number of open-ended questions to elicit attitudes toward disclosing one’s data and
exploring others’, along with rating activities to learn what pieces of their personal
health data participants were likely to share with their peers. We then analyzed
both datasets separately, but with the help of the qualitative data, we elaborated on
what the quantitative results could mean. Here too, we compared and contrasted
the qualitative themes with descriptive statistics.

QUAL Data Collection:
Open-ended questionnaire

(Section 2.2.3)

quan Data Collection:
Rating activities (card sorting)

(Section 2.2.3)

quan Data Analysis:
Descriptive statistics

(Sections 2.2.5 and 2.3.4)

QUAL Data Analysis:
Thematic analysis

(Sections 2.2.5 and 2.3.1 – 2.3.3)

Point of Interface (Merging):
- Supplement the quantitative
dataset with the qualitative
dataset
- Compare and contrast
qualitative themes with
descriptive statistics

(Section 2.3.4)

Interpretation:
- Summarize the principal
findings
- Situate the principal findings
relative to the existing
literature
- Highlight design
opportunities

(Section 2.4)

Figure 2.1 : Diagram of the convergent design of the study presented herein, following the notation
system for drawing diagrams of design (Creswell and Clark, 2017). The quantitative data collection
and analysis appear at the top of the figure, while the qualitative aspects appear at the bottom. We
implemented the quantitative and qualitative strands simultaneously but placed greater emphasis on the
latter within the study, as indicated by using lowercase (“quan”) and uppercase (“QUAL”) letters. This
figure also shows the merging of the two strands and the overall interpretation.

The primary objective of this research is to understand how individuals with CVD
conceptualize sharing personal health data with peers —which is why we placed
greater emphasis on the qualitative strand within the study. However, gauging how
participants’ conceptualization(s) were reflected in the data items they chose to
share, we believed, would lead us to points of convergence and divergence between
participant views and ratings, which in turn would enhance our understanding
of the topic of inquiry. This explains our choice of a convergent mixed methods
design.

In this study, we not only used qualitative data collection and analysis techniques
but also implemented them within a qualitative paradigm. Hence, we grounded
our qualitative research design in a “Big Q” approach (Braun and Clarke, 2013;
Willig, 2013). In “small q” qualitative research, the researcher addresses positivist-
empiricist research concerns such as impartial and unbiased knowledge and inter-
rater reliability. In contrast, a distinctive element of “Big Q” qualitative research is
the recognition of the researcher’s subjectivity in the research process, treating it no
longer as a weakness but as a strength (Braun and Clarke, 2013; Willig, 2013). Thus,
we acknowledge that we were not neutral in searching for patterns in the qualitative
data and that our involvement and partiality shaped the qualitative results.
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2.2.2 Participants

This research study followed a self-selection recruitment strategy. Hence, participants,
aged 18 or older and fluent in English, were individuals who self-reported having
been diagnosed with CVD by a medical doctor, particularly with coronary artery
disease (CAD) or heart failure (HF). We chose to recruit individuals with CAD or
HF since they are to engage in self-monitoring routinely and are to (gain knowledge
to) be aware of symptoms of worsening disease and the corresponding course of
action (Riegel et al., 2017).

In total, we reached out to 63 potential participants through Prolific. Five of the
potentially eligible participants did not consent to participate, 14 did not meet the
eligibility criteria, four dropped out, and one did not follow the study instructions.
Therefore, our final sample consisted of 39 participants who completed the survey
and whose responses constitute the dataset this chapter analyzes. We validated
participants’ prescreening response (self-reported diagnosis of CAD or HF) at the
beginning of the survey. For this reason, those who provided conflicting information
were excluded from the survey.

Among the final sample, 46.2% (18) and 51.3% (20) of participants identified as female
and male, respectively; one as non-binary. More than half (21, 53.8%) were aged 45
years or older. Geographically speaking, they resided mostly in the United Kingdom
(10, 25.64%), South Africa (8, 20.51%), Poland (7, 17.95%), Portugal (4, 10.26%), and
the United States (3, 7.69%). With regard to their health condition, approximately
equal numbers reported living with CAD (19, 48.7%) or HF (20, 51.3%). Likewise,
69.2% (27) of participants stated they were diagnosed with CVD five years ago or
more, 20.5% (8) between two and five years ago, and 10.3% (4) between one and two
years ago. We paid each participant 8.77 GBP, the equivalent in January 2022 of the
Dutch hourly minimum wage.

We used Prolific to recruit participants on the grounds of recent empirical evidence
and the practicality of the platform for this research study. Peer et al. (2022) show
that Prolific could provide high-quality data relative to participants’ attention,
comprehension, and honesty. Their research also challenge reputation (approval
rating, or the number of accepted submissions divided by the participant’s total) as
sufficient for data quality since its contribution seems negligible compared to not
applying it. The latter had practical implications in our research, especially in light of
the related literature. Chandler and Paolacci (2017) show that non-naïve participants
—that is, those who are able, with relative ease, to recognize and respond to common
research tasks, such as attention checks (Peer et al., 2022)— could impact data quality
negatively. Since it appears reasonable to infer that highly reputed participants might
be less naïve (Peer et al., 2022), we decided not to filter by reputation. Instead, we
applied prescreening filters to select participants who self-reported CAD or HF and
were fluent in English.
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2.2.3 Materials

We designed a survey to gather attitudes toward disclosing one’s own data and
exploring others’ data.

Two groups of three participants each pilot-tested the survey. Piloting led to a range
of refinements, including rephrasing question wording, eliminating questions judged
indistinguishable from the others or not relevant to the research question, moving
demographic questions to the end of the survey, and making most open-ended
questions optional.

The final survey contained 30 items. Nevertheless, not all participants were asked
the same questions, nor were they required to answer in all cases. To illustrate,
having first provided them with our meaning of personal health data (“data about
your health status you collect, track, or monitor for yourself . . . at home or in other
everyday settings”), we asked participants whether they had collected such data
in the past three months. When answering “yes,” follow-up questions revolved
around frequency, devices they had used, and optionally describing their experience.
When “no,” participants were asked, but not required, for their reasons. By thus
using survey logic and making most open-ended questions optional (11 out of 14),
we sought to counteract participant disengagement and fatigue. As for the other
16 items, 13 were closed-ended questions, one was a rating activity, and two were
attention checks.

We organized the survey into five sections: health condition (four items); self-
monitoring (eight); sensemaking in CVD (five); sharing personal health data with
peers (10); and demographic information (three). The co-constructing stories participa-
tory design technique (Buskermolen and Terken, 2012) guided the survey design.
This technique involves two phases to link memories in related contexts to the design
concept. Therefore, to elicit experiences relevant to the subject of interest, participants
were first asked about collecting personal health data. Following the theoretical
framework of sensemaking in chronic disease self-management (Mamykina et al.,
2015b), we subsequently asked them about previous gaps in their understanding of
disease-specific situations, how they analytically engaged with such situations, and
whether personal health data triggered and enabled their sensemaking.

Buskermolen and Terken (2012) suggest that after having evoked relevant past
experiences, participants will be better prepared to provide in-depth feedback and
suggestions around the design concept. Nevertheless, the designer first introduces the
concept in an envisioned context through a fictional story. In light of this, participants
were presented with a vignette (hypothetical scenario) wherein a fictional character
with CAD installed a mobile application (app) to record behaviors and health
measurements. Through this app, the character engaged in peer data sharing to
contextualize his health status. We explained our notion of peer and data sharing
as follows: “[Your peers are people] living with cardiovascular disease and similar
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illness experiences. . . . In this exchange, you can choose what pieces of your personal
health data and who to share with, as can your peers with you.” Other practical
aspects were also explained (e.g., who could use the app, data security, and who
the app providers were). Only then did we gather attitudes toward disclosing data
about oneself and exploring those of others, and engaging in discussions with peers
about each other’s data.

Lastly, we borrowed inspiration from the card sorting method (Tankala and Sherwin,
2024) and Bussone et al.’s (2020) work to gauge how participants’ conceptualization(s)
reflected in the pieces of personal health data they were likely or unlikely to share
with their peers. Specifically, participants were tasked with sorting a range of data
items into five scale-like categories, from 1 (“very unlikely”) to 5 (“very likely”).
Here, we distinguished three types of data (as in Bussone et al., 2020): medical (e.g.,
diagnosis, medication, and blood pressure), lifestyle (e.g., physical activity, body
weight, and diet), and personal (e.g., name, age, and gender).

2.2.4 Procedure

We informed participants that the survey would last about one hour. Since most of
the questions were open-ended, we also indicated they were required to elaborate on
their views. Upon clicking the survey link, potentially eligible participants learned
about the motivation and procedures of the research through the Subject Information
Sheet. We suggested that they consented to participate after sufficient reflection. If
they agreed to participate and confirmed that they had CAD or HF, we directed them
to complete the survey. The survey’s average completion time was 47.45 minutes
(𝑆𝐷 = 25.19).

We used Qualtrics XM (qualtrics.com, accessed on 21 May 2025) survey software
to collect participant responses anonymously. To prevent multiple submissions, we
placed a cookie in the participant’s browser to flag survey takers through the survey
security options, especially since several hundreds of Prolific users had self-reported
CAD and HF. Under this circumstance, we could not rule out any chance of selecting
the same participant multiple times. (During data cleaning, we removed the two
submissions from the only participant who managed to circumvent this security
option.)

Only after obtaining approval for the research study from the local Ethical Review
Board of the Department of Industrial Design, Eindhoven University of Technology,
did we recruit participants (reference code: ERB2021ID99).

https://www.qualtrics.com/
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2.2.5 Analysis

This chapter analyzes qualitative data following a “Big Q” approach (Braun and
Clarke, 2013; Willig, 2013) to understand participant-defined meaning around sharing
personal health data with peers. We used thematic analysis (TA) to identify and
interpret patterns of meaning (Braun and Clarke, 2006; Clarke and Braun, 2014).
Our approach to TA was inductive, developing codes and themes from the data. We
started familiarizing ourselves with the dataset by reading and re-reading it several
times. Then, our coding focused on semantic (descriptive) and latent (interpretative)
features of the data content. In coding and subsequently developing themes, we
aimed to capture participants’ accounts to the best of our ability while acknowledging
that our involvement and partiality shaped the outcome of TA. More specifically,
we adopted an experiential orientation within an epistemologically constructivist
framework to address the research question (Braun and Clarke, 2013; Byrne, 2022;
Clarke and Braun, 2014; Willig, 2013).

After recursively refining codes, we moved on to generating initial themes by
clustering codes around a central organizing concept. In this phase, thematic
maps proved useful. The doctoral candidate carried out all the coding and initial
theme generation. His supervisory team engaged in subsequent phases of further
developing, reviewing, and finishing themes through discussion and revision to
the manuscript. This engagement with the data was built upon Braun and Clarke’s
theoretically flexible TA (Braun and Clarke, 2006; Clarke and Braun, 2014), which
we chose to inform our analysis since it aims to explore meaning and recognizes
the researcher’s subjectivity in the process. Therefore, here we do not report on
measures of quality such as inter-rater reliability or coding agreement, which stem
from “small q” orientations and are incoherent with reflexive TA (Braun and Clarke,
2021).

With regards to participants’ ratings (quantitative data), we first linearly transformed
them into the range 0–100 using min–max normalization, thereby achieving a more
intelligible and standard representation of how likely or unlikely participants were to
share a range of pieces of personal health data with peers. Where a participant rated
a data item as “1—very unlikely” to share, we transformed it into 0; conversely, where
they rated it as “5—very likely,” we transformed it into 100. Then, we calculated mean
ratings for data items and supplemented descriptive statistics with participants’
reasons for their choice.
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2.3 Results

2.3.1 Theme I: “Not Sure Sharing Does Anything Extra for Me”

In elaborating their view on sharing data with peers, responses reflected somewhat
a mental calculation by which participants situated the potential benefits of such
sharing relative to existing sources of self-care support. To illustrate, the quote that
describes the present theme shows that one respondent (P02, male, 55–64) could
not see any added value in interacting with peers in that way. What sufficed for
self-care was knowing he had the data to help himself deal with his condition or,
“unless it’s really serious,” mentioning it to the “cardiologist on [the] next visit.”
The mental calculation we refer to is similar to the privacy calculus perspective
(Dinev and Hart, 2006, as cited in Frost et al., 2014). Frost et al. (2014) adopted this
perspective to understand how users approached information sharing in an online
cancer community. Their results suggest that the study sample was pragmatic in
choosing what pieces of personal health data to share and who with. Our participants
often expressed themselves pragmatically, too.

A prominent source of self-care support was the self. Specifically, participants with a
high sense of self-efficacy (Bandura, 1977, as cited in Warner and French, 2020) felt
that it was unnecessary to interact with peers through data sharing, either because
of presumable mastery of illness experiences or preference for dealing with their
condition on their own.

“I usually prefer to manage [things] myself. [It’s] my problem and I
have the solution. . . . [I] don’t look anywhere else for info —it’s all a
bit personal for me. Nor do I need any contact with other sufferers. . . .
When I go to see the medical team, I want them to tell me all the detail
they have; the rest of the time I prefer to try to put it to the back of my
mind and just deal with my own condition on my own.” (P02)

“On the whole for me presonally [sic] I have lived with the condition for
quite a few years and don’t feel it neccessary [sic] to interact in that way
[sharing data with peers].” (P30, male, 55–64.)

P02 and P30, and many others, also agreed on trust in medical professionals —the
most frequent external source of self-care support noted by participants. However,
not in all cases did opinion formation result from the mental calculation participants
seemed to do. Sometimes, they did not value looking at their peers’ data. For example:
“I don’t think peer data would help me. I would rather consult a professional” (P01,
female, 65–74). The idea contained in these simple but eloquent words was often
central to participant discourse. Thus, respondents appeared to give less value to
peer data, as the data —in the form of statistics or raw numbers— would make sense
only to whom they belong.
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“I’m not sure how I would make use of a peers data. I’m not sure beyond
knowing we have the same condition if it is helpful or not to know their
numbers . . . if stats would really help others or not since we all have
different baselines, I suppose at a certain point though any symptom
can become an ‘alarm’ symptom so it’s good to be informed of those
numbers (for example like a fever or heart rate that is dangerously high),
of course I don’t go to the hospital even when my heart rate is above 190
though I am sure for some that [it] is a rate that would send them to seek
emergency medical care. So I find it should be up to [the] individual or
the individuals doctors when to seek or not to seek medical care.” (P25,
female, 35–44.)

A few others went beyond this notion of little value and argued that peer data do
more harm than good. This detriment, participants noted, could be in the form of
new anxieties or even catastrophic outcomes. For instance, first expressing herself
as skeptical about sharing her data with strangers, P20 (female, 25–34) went on to
remark:

“I am also a little afraid of my peers data because maybe my data doesn’t
fit theirs to [sic] well which might lead to thoughts that my data is off.
Even though it probably fits my body etc. . . . I might excange [sic] data
with a person who is close to my attributes. But again —I am not entirely
certain I would use this app function at all as it [sharing data with peers]
might get me more worried about my own condition in comparison than
without.” (P20)

It was not only that knowing data from others could introduce anxieties for some,
but also that peers “can mislead each other.” The participant authoring these words
(P34, female, 55–64) grounded her distrust on the idiosyncrasies of each condition
(O’Kane et al., 2016): “No two diseases are the same, no two life situations are the
same. Each case is unique.” Next, she warned of a worst-case scenario for peer advice,
noting that if one “were to give advice and the advice was bad, [someone] could
die.”

While the above and a couple of other participants showed themselves averse to
peer advice on the grounds of catastrophic outcomes and the idiosyncrasies of each
condition, another positioned her perspective in light of contemporary debates. Still,
she suggested that (discovering) others’ inclinations in such discussions would tell
her who might be trustworthy.

“It is difficult to find peers whose advice you can take on [sic] face value.
. . . Thinking about this and the polarisation of society into left and right
politics; vaxxers and anti-vaxxers; homeopathy or allopathic medicine,
one might want an optional profile page where you can indicate some of
your ‘beliefs’/occupation/education level so I know if I can trust you.
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This has become important recently. . . . If someone is an anti-vaxxer, I
do not want to take advice from them.” (P03, female, 65–74.)

So far, we have related that participants appeared to construct meaning around the
subject of interest either by situating data sharing relative to existing sources of
CVD self-care support or by weighing potential, mainly disadvantageous outcomes.
Consequently, some expressed uncertain benefits of interacting with peers in that
way. Here seems reasonable to think that the more uncertain participants felt about
the benefits, the more reluctant they could be to share personal health data with
peers. Under this premise, we clustered three notions of reluctance shared by several
others into a subtheme within uncertain benefits.

The first notion did not see “any valid reason for sharing data with anyone outside
the medical profession” (P30). “Also I am sceptic —who would know that the other
person . . . is medically versed enough to understand . . . data form [sic] others”
(P20). Next to the utility of personal health data in the hands of peers was a sense of
discomfort or aversion to exposing one’s data to strangers. For instance, P34 noted:
“I don’t like to share my health information, I don’t like to share anything about
myself. Nobody else’s business.” While ascribing this aversion to data sensitivity
might be plausible, some studies suggested that individuals seem to downplay such
sensitivity and instead “care most about the specific purpose for using their health
information” (Krahe et al., 2019). Additionally, the recipient of the data would be of
secondary importance. Consistent with this body of literature, some participants
expressed flexibility about reconsidering their reluctance as long as they knew how
peers would use their personal health data: “It depends on who has access to the
data, and how they will use it” (P28, male, 55–64). Nevertheless, P34 was adamant:
“I don’t change my mind for any reason.”

Closely related to aversion toward disclosing personal health data to strangers was
unauthorized third-party access to one’s data. For example, despite indicating that
sharing data with peers is “great to understand that you are not alone in situatons
[sic] like that, and that there’s a [sic] plenty of people like you”, P07 (non-binary,
18–24) flatly refused to do so for fear of data breaches. The third and final notion
of reluctance thus revolved around data security. Even though we suggested that
participants could choose what to share, how, and with whom and that there would
be compliance and data protection officers, the same participant rounded off their
argument this way: “for hackers it’s not a big deal to steal this data.”

Overall, responses we clustered into this theme suggest that uncertain benefits could
often make participants reluctant to share personal health data with peers. However,
not in all cases did respondents ascribe reluctance to uncertain benefits.
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2.3.2 Theme II: “Comparing Apples With Apples and Not With
Pears”: Affordances and Drivers of Connecting With Similar
Others

As individuals deal with life-disrupting, health-related challenges, further exacer-
bated by each condition’s idiosyncrasies and complexities, they expend great effort
in information-seeking behavior to validate personal experiences (O’Kane et al.,
2016). A salient type of information individuals seek out is peer experiences. Indeed,
some scholars have suggested that the experience of others facing similar health
challenges shapes individuals’ notions of normal —thereby conceptualizing normal
as socially constructed (Genuis and Bronstein, 2017). However, early in the process,
individuals need to address how to find others in similar situations.

Central to participant discourse was often the assertion that sharing personal health
data serves to connect individuals with others who have similar health issues. The
second theme thus clustered comments that revolved around connecting with similar
others and captured affordances and their drivers. For example: “I like that it [data
sharing] helps them [peers] realize that they are not alone and someone out there is
also going through the same thing” (P13, female, 25–34).

One of the most prominent affordances participants frequently referred to was that
of social comparison. This comparison operated to serve several purposes. The first
of these was as a source of vicarious experiences.

“I think sharing health information can be really helpful. . . . On the one
hand, it motivates me when I compare the results of others [with mine],
and on the other hand, others can be motivated by me. This is important
as a good fun, but it also has the character of taking care of your health.
. . . Maybe it would help someone and motivate someone to act when
they saw that my health data was improving.” (P17, male, 25–34.)

When speaking about social comparison, participants overwhelmingly stated wanting
to compare themselves with similar peers, with no particular account other than
the similarity itself, occasionally with those who were better off but never worse off.
Although notions of similarity could vary slightly from participant to participant,
most conceptualized a similar other as someone who, along with the distinctive
quality of CVD diagnosis, was in the same age range and of the same gender.
This inclination toward demographic similarity might indicate that participants
envisioned smaller, highly homophilic communities where each can feel more
comfortable, and interactions can, in turn, be more rewarding and effective (Cornwell
and Schafer, 2016; Ma et al., 2015, as cited in Qiao et al., 2021). In this regard, one
participant commented:

“I like sharing personal health data with peers because . . . other people
may have similar experiences so I can fell [sic] less alone. I don’t like it
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when people who have no idea on this subject advise other people or
give their opinion.” (P05, female, 18–24.)

Other similarity criteria were body weight and disease symptoms, with greater and
lesser frequency, respectively.

“I like the idea of comparing my data with peers who are similar to me
(comparing apples with apples). . . . The peers whose personal health
data interest me are females in the same age bracket and of similar body
weight or BMI [body mass index] —not [the] time since diagnosis. It
helps to contextualise and compare with people in the same scenario
—compare apples with apples and not with pears.” (P03)

“Age, weight, height and sex for comparison purposes. I would hope
such an app would possibly have [the] anonymous messaging capability,
to allow for other requests to be made (e.g., “I notice you’ve had a steady
decline in your weight over the last 2 months. How have you managed
that?”).” (P27, male, 65–74.)

Most participants were inclined to compare themselves with peers of just similar
demographic attributes (e.g., “I would be particularly interested in sharing with
individuals of a similar demographic as me . . . I could ‘benchmark’ my information
[against theirs]” —P29, male, 65–74). Yet a few commented they would do so with
“people who have overcome these hard changes” (P22, female, 45–54). In other words,
when upward, the social comparison would be with people “who already have an
answer to the problem” (P23, female, 55–64).

If one considers the limited value some participants attached to peer data (as reported
in the first theme), how could social comparison yield benefits at all? One possible
answer pertains to the data granularity at which individuals could compare with
similar others. To illustrate, P25 initially hesitated at the utility of (fine-grained)
peer data, e.g., heart rate. Later, she stated that contextualizing symptoms, arguably
coarse-grained data, might help individuals realize underdiagnoses.

“Perhaps it would be helpful for them [peers] to see in case they too
are experiencing similar symptoms and have not yet been diagnosed
by a doctor or they have a doctor not taking them seriously and only
diagnosing them with anxiety (which [was] what I personally experi-
enced for years until a doctor took me seriously), so maybe seeing and
comparing the [symptoms] could help them get diagnosed and get help
more quickly.” (P25)

Another possible answer to address the potential benefits of social comparison is
the driver of comparing oneself with others. Here, we posit that epistemic curiosity
(Litman, 2012) could influence participants’ willingness to share personal health
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data with peers in general and, in particular, compare themselves with similar
others. While such curiosity might also be situational, respondents with presumable
higher epistemic curiosity seemed to conceptualize this sort of data sharing as
an opportunity to learn new ideas that would enhance CVD self-care. Epistemic
curiosity has been argued (Mussel, 2010) to be related to, but not equivalent to,
constructs such as the need for cognition (Cacioppo and Petty, 1982), intellectual
engagement (Goff and Ackerman, 1992), and openness to experience (Digman,
1990).

“[Sharing data with peers] would be good to know what other people
in a similar situation are doing [and] how they are being effected [sic]
by the things they do and monitor. . . . It is often good to ask and talk
to people who have similar problems. Sometimes they can offer good
advice which you hadn’t thought of.” (P31, male, 75 or older.)

“What I like about sharing information with people with this condition is
that they can find out how that person is being treated or what follow-up
is being given.” (P14, male, 18–24.)

“I like the thought of having information from others that have heart
issues. . . . I think this info would be valuable and help me with new
ideas to better live and treat the disease.” (P22)

Not out of enthusiasm for discovering ways to enhance self-care, participants
would be less cautious. On the contrary, they demonstrated an awareness of the
idiosyncrasies of each condition and of keeping physicians informed before trying
something new. Participant accounts also reflected a sense of responsibility to convey
this awareness to peers. For example:

“While I (we) know not everyone responds to the same treatment, it
is nice to know about things I have not yet tried. For example, a lot of
people with POTS [postural orthostatic tachycardia syndrome] drink
something called liquid IV, I never knew about the product until I saw
information about it from my mutuals on Tiktok. I did try it but did not
like the taste, so stuck with the propel electrolyte water for my daily
hydration needs, which I have shared with other mutuals on private
facebook support groups and Tiktok. . . . I would advise they [peers] ask
their doctor first before trying anything whether it be a product or pt
[physical therapy] exercise.” (P25)

While the detrimental value of peer data and a sense of distrust toward similar
others were at the opposite end, and close was the thought that such data would
make sense only to whom they belong, the positioning that everyone’s experience
holds knowledge was at the other end of the spectrum. For example: “[Sharing
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personal health data] can be helpfull [sic] because they [peers] can learn from our
own experience” (P10, female, 25–34); “any age group can benefit from a range of
experience from a variety of others” (P33, female, 55–64); and, “I would feel that
everyone’s experience would hold some type of knowledge” (P22). This experiential
knowledge would be especially relevant for the newly diagnosed. “I think knowing
what products I use to manage my conditions could be extremely helpful to my
peers, especially for those who are newly diagnosed and don’t know about different
products that could help them” (P25). Hence, the appraisal of the experience of
similar others is a third possible answer to address how social comparison could
yield benefits, a question arising from the fact that participants gave limited value to
peer data. This approach might be equally applicable to understanding the perceived
benefits of sharing personal health data among peers.

Next to social comparison was social support, another prominent affordance of
connecting with similar others. By potentially forming smaller, highly homophilic
networks, participants pointed out a range of benefits of peer support: from “just
talking to” individuals who “get it”, P24 (male, 18–24) and P25 noted, respectively,
to exchanging suggestions, advice, and experiential knowledge, especially relevant
in between health-care seeking. As P23 remarked, this support can be emotional and
informational: “If I had someone elses [sic] data that went through the same thing, it
could have helped immensly [sic]. It could have relieve [sic] my stress levels, and I
would have known what to do almost immediately, instead of having to wait to find
out from my doctor when I visited her a few weeks later”. In P31’s words, talking
about heart disease gains importance in a situation where “it is so easy to become
lazy and despondent.” However, P23 alluded to the early difficulty in information
seeking of finding similar others: “if I knew where to find them [peers].”

Like her, several participants referred to emotional relief from knowing others (who)
are going through similar situations. Thus, hoping to feel emotionally relieved might
drive individuals to connect with peers through data sharing. Additionally, we were
inclined to think about emotional relief as an affordance of connecting with similar
others. In a similar manner, Genuis and Bronstein (2017) position this emotional
relief as coming from socially constructing a sense of normal. Examples of related
remarks include:

“I like the idea of sharing this data, because with that and seeing other
ppl [sic] like me I wouldn’t feel like I’m ‘worse’, ‘different’ etc. . . . I feel
like reading about other people [sic] problems would make me feel more
normal, like im [sic] not the only one.” (P24)

“I believe I would have stressed less knowing others were experiencing
this [too]. I wouldn’t have felt so alone in my fear.” (P22)
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“I think it seems very positive to share, to know and tell the things
that happen with me are normal and reassure me or other in similar
conditions.” (P21, female, 55–64.)

The last driver of connecting with similar others was a sense of altruism. Even though
sharing personal health data could not yield benefits for them, some participants
remarked they would still do so in the hope of helping someone. For instance:

“Overall, I think it can be a good thing to share data with peers. By doing
this, I feel that the overall health of people can improve, although it may
not make much difference at an individual level, particularly if you are
already confident about what weight and BP [blood pressure] should
apply to you.” (P29)

“I would not mind disclosing my personal health data to whom ever [sic]
wants to know what I have and what I did to help me. If it can help only
1 person, it would be great.” (P23)

“I would share all my data in hopes to help someone.” (P22)

To sum up, we reported that participants conceptualized sharing personal health
data with peers as an enabler of connecting with similar others, along with a
range of affordances and drivers. Among the affordances, social comparison and
social support were prominent. Epistemic curiosity and altruism could instead
drive willingness to engage in peer data sharing. Last, we positioned that (feeling)
emotional relief might be simultaneously a driver and an affordance of forming
smaller, highly homophilic networks through data sharing.

2.3.3 Theme III: “I Take All Advice From My Peers With a Pinch of
Salt”: Or How to Analytically Engage in Data Sharing With
Peers

The last theme captured participants’ analytical orientation toward sharing personal
health data with peers. The constituent parts of this orientation, or the ways in which
research participants expressed themselves about it, suggest that our participants
were aware of the difference between holding experiential knowledge and being
medically versed and of not treating peer data as a regimen to which to adhere.

The differentiation between individuals’ experience and medical advice was the
first element of the analytical orientation. When asked if they would advise peers,
participants often responded they would, limiting themselves strictly to personal
experience. For instance: “I will only advise from my personal experience but would
encourage my peers to seek medical advice from their doctor” (P32, male, 55–64);
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and, “if my peers would ask for advice, I would just inform them about my case and
not advise them” (P06, female, 45–54). This first constituent part could morph into
what P14 called “data as a reference but not as a guideline’.’

One size does not fit all. The assertion that what works for one may not work for
another was also central to participants’ analytical orientation. For example: “I would
advice [sic] them if they [peers] asked for help, but I will tell them that [what] helped
me . . . might not be the right thing for them, and that they should seek medical
advice as well” (P23); and, “advice from my peers is trustable only to a certain extent
because what works for them may not benefit me” (P32).

The other element had to do with double-checking with reliable sources any peer
advice or, generally speaking, ideas that seemed to enhance CVD self-care at first
glance.

“I believe that the information that other people give about their condition
could be helpful, however, it would not be reliable for a person to base
himself on this, since there has to be a professional in the area.” (P14)

“I would listen to them and then assess if the advice seems valid, and
then I [would] confirm the advice with my dr. or even other peers.” (P23)

Even though most participants expressed in one way or another their analytical
orientation, a handful of them was less aware, including P18: “[Asking for advice] is
not [a] bad idea because it will allow clarification with no confusion. . . . I do trust
the advice my peers give me most of the times”.

2.3.4 Conceptualization(s) Expressed Through Rating Activities

Upon understanding participant-defined meaning around the subject of interest,
we moved on to quantitative data to analyze how respondents expressed their
conceptualization(s) through rating activities. However, before reporting the results,
we make it clear how to take them.

When introducing sharing personal health data with peers, we told participants
they could choose what items to share, how (e.g., anonymously), and with whom.
During rating activities, we portrayed something slightly different, though. We asked
participants what pieces of personal (health) data they were likely or unlikely to share
but did not make clear if this hypothetical sharing was with the whole community
or only with selected members thereof. A handful of them expressed themselves on
this point. For instance: “I would be comfortable self-disclosing my personal data
only with people I know, or maybe with someone I don’t know, but before, I would
like to create a relationship” (P06); and, “it would be cool to have [an] option for
someone to ‘request’ my data when I wouldn’t have the ‘everyone’ option. You know,
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deciding if some stranger can see my data, just to feel [a] complete control” (P24).
This inconsistency in survey design limited quantitative data analysis. Therefore,
our orientation toward participant ratings was moderate: when participants were
likely or unlikely to share any data item, they did so with the whole community.

While it seems reasonable to think that the more sensitive individuals perceive a
data item to be, the less likely they are to share it (Bussone et al., 2020; Ma et al.,
2016), empirical evidence suggests that the expected benefits may outweigh the risks
in deciding whether to disclose personal data (Trepte et al., 2020). Furthermore,
individuals care most about how others use their health information, while the
sensitivity of the data is less important (Krahe et al., 2019). In light of this, we turned
our focus to respondents’ reasons for rating a piece of personal health information
as likely or unlikely to be shared with peers, rather than ascribing participant choice
to the sensitivity of the data. Thus, our account of participant ratings addressed
mostly individual data items we could draw a purpose for at the descriptive or
interpretative level of the data content.

Figure 2.2 depicts gender-disaggregated mean ratings for individual data items.
Following an evidence-based lexicon (Wintle et al., 2019; see also Ho et al., 2015) aimed
at bridging the gap between the intended and received meaning of probabilities,
we set a rating of 60 as the threshold for saying that participants were likely to
share a given piece of personal (health) data. Under this logic, our results show that
respondents would choose not to disclose much health information to peers in an
eventual data sharing scenario: they were likely to share only 10 out of 25 data items
(40%).

Among the data items that participants were likely to share were age and gender.
Participants often noted that both types of personal data enable one to relate to
another and form smaller, highly homophilic networks, as reported above. But how
might it be explained that if a similar other has to have the distinctive quality of
CVD diagnosis, the mean rating for this type of medical data was only barely higher
than 60 (the threshold) and considerably lower than that for age or gender? One
reason is that, in the fictional story with which we introduced the design concept, we
told participants that the app made suggestions to follow similar others. Therefore,
they could think that sharing their diagnosis was of secondary importance in this
context of data sharing. One participant even picked up this app’s social feature and
remarked:

“The app most propably [sic] have [sic] a database for all the people
using [it], the app itself sort [sic] different kinds of stuff together, and
decides which group have [sic] the same problems. It then suggests that
the differrent [sic] people could get in touch via the app. If both parties
agee [sic], the app can put you in contact with each other, or you can chat
annonomously [sic] with each other.” (P23)
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Figure 2.2 : Gender-disaggregated mean ratings of participants’ willingness to share individual (a)
personal, (b) medical, and (c) lifestyle data items. Here, 0 indicates very unlikely to share, while 100
indicates the exact opposite, i.e., very likely.

It caught our attention that the mean rating for physical activity was relatively
high (around 70), as there were few references to this item in participant responses.
However, two comments could give a clue to the meaning of sharing this type of
lifestyle data. When speaking of individuals who were similar to them, P03 and
P35 (female, 55–64) used the expression “couch potato.” The former to describe
herself (“I am a couch potato;” so her peers) and the latter to distance herself from
it. “My peers would be people that are active at any age with a pacemaker. . . . Not
a couch potato. . . . Not the one that sits at home worrying about his heart” (P35).
Hence, since physical activity enables individuals to relate to others, there would be
a reason to think it was another similarity criterion shared by many, largely covertly
but brought to light through rating activities. The fact that it serves to compare one
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with another (e.g., who took more steps yesterday?) could also explain its relatively
high rating.

Participants being likely to share heart rate and smoking data also piqued our
interest. Firstly, because of the inconsistency between the lesser mutual value that
participants attached to sharing this type of medical data and the rating they gave to it.
To contextualize and help ourselves explain, we analyze P25, whose responses portray
such inconsistency. In a nutshell, she initially stated that data such as heart rate
make sense only to whom they belong to or to the individual’s treating physician, as
everyone has their baseline for symptoms. Nevertheless, she subsequently answered
she would be very likely to share this data item with peers. In elaborating on her
choice, P25 expressed that she was very likely to share “symptoms, conditions, [and]
treatments [she had tried] both that have and have not worked/helped.” In this
context, we posit that sharing one’s heart rate (numerical data) might help make
sense of symptoms (categorical data), a level at which it would be easier to relate to
and compare with another.

Secondly, it might be the case that participants chose to disclose their smoking status
(e.g., never, former, or current) because by doing so, they would learn “techniques to
quit smoking” in return (P22), perhaps, however, at the expense of being judged: “I
would mind sharing if I drank or smoked. I feel I might judge them as to why they
are in the shape they are due to their bad habits” (P35).

As to gender differences in participant ratings, our results show that male participants
were likely to share alcohol use, body weight, medication and adherence, and date
of diagnosis, in contrast to female ones. Women were likely to self-disclose their
diagnosis to the whole community, whereas their counterparts were not. As none
of the participants elaborated on the purpose of (not) sharing these data items, we
could not explain any gender difference.

On the whole, we found that participants would be likely to share data items
provided that items enable one to relate to another and, in turn, social comparison.
For example: “Age, smoker or not, diet, use of medicaments, weight, physical activity.
I would ask for this data to know if my condition is similiar [sic] and how they are
trying to attend their disease” (P14); “it would be of interest to me pieces of fata [sic]
that I can realte [sic] to” (P10); “their blood pressure data and the diet they have
chosen to go for to better themselves and if it actually is working for them. That way I
get to cross reference with mine” (P13); and, “diagnosis, BP [blood pressure], height,
weight, diet, medication, exercise —all for the purpose of comparison with my own
situation and for seeking ideas to help improve my own health” (P29). Conversely,
participants would be unlikely to share anything that makes them “feel stalk [sic] on
[sic] every aspect of life” (P07) or, generally speaking, is irrelevant to the context of
data sharing. Hence, we argue that a sense of pragmatism led participants to choose
what pieces of personal health data they were likely to share with peers.
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Mean ratings suggested that participants were unlikely to share most pieces of
their personal (health) data. However, we could not capture any potential variance
in sharing preference potentially attributable to the granularity or data level of
detail. Nor how different it would be to share if there was a link (or relationship)
among peers. Even so, we propose enabling individuals to choose what to share
in each situation individually. For the rest, it still is open how to gauge participant
conceptualization taking into account data granularity and adaptable data-sharing
preferences.

2.4 Discussion

2.4.1 Principal Findings

We designed a survey to gather attitudes toward sharing personal health data with
peers in individuals who reported they had been diagnosed with CVD. Following
the reflexive thematic analysis method, we identified and developed three patterns
of meaning (themes). First, our findings revealed that participants formed their
opinion on peer data sharing by situating it relative to existing sources of self-care
support or by weighing potential, mainly disadvantageous outcomes. Accordingly,
we found that for some, interacting with peers in such a manner yields uncertain
benefits and is unnecessary, especially when there is a high sense of self-efficacy.
Not knowing how to use peer data or how practical it would be to learn about each
other’s “numbers” contributed to participants’ feelings of uncertainty. In relation
to this point, participants added that peer data make sense only to whom the data
belong or to the individual’s treating physician. Another factor that contributed
to feeling uncertain about (the benefits of) data sharing was the utility of personal
health data in the hands of peers. “Who knows if peers are medically versed enough
to understand these data?”

Second, we narrated that while the lesser or even detrimental value of peer data
and a sense of distrust toward similar others were at one end of the spectrum, the
position that everyone’s experience holds knowledge was at the opposite end. This
positioning led participants to the notion that sharing personal health data with peers
constitutes an opportunity to learn new ideas that would enhance CVD self-care,
primarily through social comparison. Most participants were inclined to compare
themselves with peers of just similar demographic attributes, particularly age and
gender. Still, a few remarked they would do so with those “who already have an
answer to the problem.” However, to share data in general and, in particular, compare
themselves with others, individuals first have to connect with those facing similar
health issues. Hence, in a context where individuals need to address how to find
similar others —especially since the experience of others often shapes individuals’
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notion of normal (Genuis and Bronstein, 2017)— data sharing could serve to connect
sufferers with one another.

Third, we broke down the analytical orientation participants adopted toward sharing
personal health data with peers. In a nutshell, respondents differentiated between
holding experiential knowledge and being medically versed. Next was the assertion
that what works for one may not work for another. The other element of the
orientation involved double-checking with reliable sources any peer advice or, in
general, ideas that seemed promising to enhance CVD self-care.

Our quantitative data analysis showed that participants were likely to share 10 types
of personal health data with peers, including age, gender, diagnosis, heart rate,
medication, symptoms, and physical activity. However, in perspective, we found
that respondents would choose not to share much information about themselves,
since the 10 data items represented 40% of the 25 we asked them to rate. As for
the purpose, they would be likely to share data items provided that items enable
one to relate to another and, in turn, social comparison. Conversely, they would be
unlikely to share anything irrelevant to the context of data sharing. For the rest, we
did not capture any variance in sharing preference potentially attributable to data
granularity or flexible data-sharing settings.

2.4.2 Comparison With Prior Work

The body of literature dealing with the sharing of personal health data among peers
is limited, and so is our understanding (Bussone et al., 2020; Vaala et al., 2018). The
nature and purpose of this sharing, or what it involves and what it does not, are
still blurred. It is perhaps for this reason that we found that the literature used the
term itself to refer to a range of similar activities (Simpson et al., 2021). To illustrate,
when the sharing is one-way, it could denote disclosure or even donation. In this
study, participants were sometimes reluctant to interact with peers through data
sharing since they did not know how others would use or benefit from their data.
Therefore, it seems plausible to think they conceptualized the subject of interest
unidirectionally.

When the sharing is two-way, it could denote an exchange of assets. Bussone et al.
(2020) position it in such a manner. “Sharing data is best thought of as an exchange
between individual community members, based around a common purpose, such as
a question like how to better self-manage health” (p. 17). Like them, we consider that
the sharing of personal health data among peers might prove beneficial for chronic
disease self-care by serving as a means of developing a shared understanding of
health-related issues. However, our notion is slightly different from that of Bussone
and colleagues. We are inclined to think that data sharing can take several forms.
More specifically, it can be one- or two-way according to the purpose it serves within
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the overarching one. To help ourselves explain our notion, we borrow inspiration
from the journey mapping concept.

The literature has reported how individuals dealing with life-disrupting, health-
related challenges expend great effort in information-seeking behavior to validate
personal experiences (Genuis and Bronstein, 2017; O’Kane et al., 2016). Since the
experience of fellow sufferers is a source of information that individuals often seek,
they need to address how to find peers early in the journey. In this context, we
position that one-way data-sharing serves to connect sufferers with one another.
Here health technology could make recommendations of similar others, considering
criteria by which individuals relate most to each other, e.g., age and gender, or
other adaptable preferences. That is, it would play an intermediary role, albeit with
limitations. To illustrate, the effectiveness of intermediating among peers would be
contingent upon the number and variety of participating individuals. Nonetheless,
we think that a potential line of future work is how to design to facilitate locating
others with relevant experiences and lowering the threshold of sharing these. For
example, sharing experiences can be decoupled from sharing physiological data.

Upon helping connect one with another, a prominent affordance of data sharing,
as expressed by participants, is that of social comparison. Our findings suggest
that epistemic curiosity could lead individuals to compare themselves with peers,
as participants recognized in mutual data sharing an opportunity to learn ideas
that would enhance CVD self-care. Hence, another line of future work is how to
design for social comparison enabled by peer data sharing so that the comparison is
conducive to gaining insights into new ways of enhancing self-care.

As for the contributions of this research to the literature, we found that feeling that
data sharing yields uncertain benefits is a barrier to interacting with peers in such
a manner. While a recent narrative review (Simpson et al., 2021) identified trust,
identity, privacy, and security concerns as barriers to the sharing of personal health
data across multiple settings, including but not limited to peers, it assumed that
data sharing is beneficial per se. On the contrary, our findings show that participants
were far from taking this for granted.

When taking together all the rich and complex participant accounts, this study
offers a new perspective on the sharing of personal health data among peers. This
perspective is especially relevant in a context where the literature is scarce in general
and, in particular, in qualitative research (Simpson et al., 2021). To illustrate, the
studies by Frost et al. (2014) and Vaala et al. (2018) (the former not included in
the narrative review, in contrast to the latter), have reported, albeit sometimes
inconsistently, what health information individuals with cancer and type 1 diabetes
mellitus, respectively, were likely to share with peers. They also reported what
factors influence individuals’ willingness to share, in what direction, and to what
extent. Our study adds to these works by elaborating on how individuals with CVD
conceptualize peer data sharing, thus extending to a different population/pathology



38 2 Conceptualizing Peer Data Sharing

and taking a qualitative orientation to unpack the concept from the participant’s
perspective.

To our knowledge, Bussone et al. (2020) is the only earlier study that, like ours,
investigates the sharing of personal health data among peers. Theirs addresses a
different population, namely individuals with HIV interested in interacting with
peers in such a manner. By exploring informants’ meanings of trust, identity, privacy,
and security in sharing data with peers, and what considerations they made to engage
in this sharing, Bussone et al. drew design recommendations to foster responsible
data sharing. Among the recommendations were giving participants complete
control over what to share and for how long, ensuring that community members
meet eligibility criteria, and encouraging community norms such as mutual respect
and appropriate data sharing. While these design recommendations remain relevant,
we found that embracing the voices of the “non-aligned” rather than discouraging
health technology design made it more robust, thus providing a critical perspective
that even challenged our beliefs. Besides that, our study examines the notion of
sharing with more nuance, particularly by distinguishing between disclosing one’s
and exploring others’ data.

2.4.3 Limitations

After reporting and contextualizing the findings, we make it clear how to take them,
though not extensively in the first place. A limitation of the self-selection recruitment
strategy is that we cannot be sure that respondents correctly reported their match to
the eligibility criteria. Future studies with direct recruitment from a known patient
population might help overcome this limitation.

Along with the fact that we turned to a proxy population, there is reason to believe
that the study sample consisted of individuals with Internet literacy higher than
the average. Among the skills this literacy refers to is adopting protective measures
against, for example, inappropriate disclosure of personal or sensitive information
(privacy risks) and unauthorized third-party access to one’s digital assets (security
risks) (Saito, 2015). In this study, some participants stated that they would not engage
in peer data sharing, even despite its benefits, since personal health data would
never be secure in the digital realm.

On the other hand, we drew upon the survey method’s practicalities of online
delivery and self-administration. Therefore, a salient strength of our study was
reaching out to a geographically dispersed population, thereby hearing diverse
voices and potentially enriching our understanding of the subject of interest. At the
same time, we acknowledge a lack of cultural variation since all participants were
from the Western Hemisphere and none, for example, from the Far East.
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2.5 Conclusion

As individuals with CVD are to engage in self-monitoring routinely and are to (gain
knowledge to) be aware of worsening disease symptoms and the corresponding
course of action, our positioning is that this sharing might serve as a means of
developing a shared understanding of health-related issues. However, when situating
the research findings relative to the existing literature, we found that both designers
and end-users lacked, in turn, a shared understanding of the subject of interest. To
illustrate, we showed that participants sometimes expressed uncertain benefits of
interacting with peers in such a manner, in contrast to a recent narrative review that
assumed data sharing is beneficial per se. Moreover, we suggested that peer data
sharing can take several forms and thus serve different purposes, from connecting
individuals with others in similar positions to helping them learn new ideas that
would enhance CVD self-care. Overall, the rich and complex participant accounts
presented herein offer a new perspective on how individuals with CVD conceptualize
disclosing personal health data to peers and exploring those of others facing similar
health challenges.

2.6 Reflection on Research Directions

The broader context of this dissertation helped shape our initial research direction. By
leveraging self-tracking technologies —such as blood pressure monitors, weighing
scales, and smartwatches— the STRAP project aimed to detect early deterioration
in heart disease. Given that these devices generate vast amounts of personal health
data, we set out to explore attitudes toward the social sharing of this data among
peers in non-clinical settings.

The findings of our investigation influenced subsequent research in two key ways.
First, we chose not to pursue peer data sharing as a line of inquiry in this dissertation,
primarily because participants were uncertain about its benefits. Second, while
participants were hesitant to share raw data, they valued learning from others’ lived
experiences. Recognizing that not all peer experiences are equally relevant to an
individual’s specific situation, Chapter 3 investigates how we may design systems to
facilitate locating comparable peers and gaining new insights into self-care.
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3 Designing for Peer Discovery
and Learning Self-Care Ideas

Users of online health communities have difficulty finding others with similar
health experiences. They are often asked to use keywords when searching for
their peers, but it is not uncommon for them not to know the right terms. This
becomes particularly complex when unsure what or whom they are looking
for. Moreover, the richness of patient perspectives is lost in the volume of
discussion threads.

In this chapter, we investigate how to design to facilitate locating peers and
learning self-care ideas from them. We created a prototype mimicking a mobile
application for an online health community. The application recommended
other community members to connect with and suggested self-care ideas
based on what they had tried. Following a user-centered qualitative evaluation,
we herein explore the perceptions of ten individuals with cardiovascular
disease and three clinicians regarding the prototype. Our findings reveal the
preponderance of the lifestyle profile in locating peers. In light of this, we argue
that the most helpful suggestions in individuals’ quest to lead a normal life may
come from peers most similar to them in terms of habits and activity level. We
translate the research findings into design recommendations.
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3.1 Introduction

Expert by experience. In health-related contexts, this term designates an individual
who has acquired expertise in coping with a particular disease from direct experience
(Castro et al., 2019). Such experiential knowledge is gradually built upon dealing
with illness in everyday life, accessing healthcare services, fulfilling roles at home, at
work, and in the community, and relating to peers (Castro et al., 2019). Authors such
as Hartzler and Pratt (2011) call this type of knowledge “patient expertise,” a term
we adopt in this dissertation.

Since it encompasses know-how and coping strategies, patient expertise is arguably
better placed than clinical sources to meet certain information needs (Hartzler and
Pratt, 2011). Indeed, patient-expertise sharing in peer-support settings has been
linked to benefits in chronic disease self-care, including enhanced coping skills and
understanding of one’s illness (Campbell et al., 2004, as cited in Hartzler and Pratt,
2011).

Nowadays, anyone on the Internet can share their lived experiences and explore
those of others. In particular, online health communities facilitate opportunities to
learn about one’s condition (Hartzler and Pratt, 2011; Nunes et al., 2015), engage
in collective sense-making activities (e.g., Huh and Ackerman, 2012; Mamykina
et al., 2015a; Young and Miller, 2019), and obtain and provide various types of social
support (e.g., Gui et al., 2017).

Nevertheless, two challenges warrant attention when it comes to facilitating the
sharing of patient expertise in online health communities.

The first challenge concerns locating others with similar health experiences. Members
of online health communities are often asked to use keywords when searching for
their peers, yet it is not uncommon for them not to know what terms to use (Pang
et al., 2015). To top it all off, the search becomes particularly complex when the
seeker is unclear about what or whom they are looking for (see White and Roth,
2009; Wildemuth and Freund, 2012).

Not only is searching by keywords a frustrating experience when trying to locate
supportive peers (Pretorius et al., 2020), but unmet information needs are one of the
reasons why users withdraw from online health communities (Gatos et al., 2021).

The second challenge pertains to the prominence of and accessibility to patient
expertise. The richness of consensus and dissensus among users and the diversity of
patient perspectives are often lost in the volume of discussion threads (Mamykina
et al., 2015a). Therefore, there is a need to explore alternatives for archiving, indexing,
and recommending patient expertise so that users can readily find the information
they seek (Gatos et al., 2021; Gui et al., 2017; Hartzler and Pratt, 2011; Young and
Miller, 2019).
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In view of the above, we set out to investigate how we may design to facilitate
locating peers and learning self-care ideas from them in online health communities.
We created a low-fidelity prototype mimicking a mobile application and recreating
salient features of an existing community. In particular, the application recommended
other community members to connect with and suggested self-care ideas based on
what they had tried. Following a user-centered qualitative evaluation, we explore
what ten individuals with cardiovascular disease and three clinicians with experience
treating this group of heart or blood vessel conditions thought of the prototype.

Our findings reveal the preponderance of the lifestyle profile in choosing peers. In
light of this, we argue that, as individuals seek to lead as normal a life as possible,
the most helpful suggestions in their quest may come from peers most similar to
them in terms of habits and activity level. We conclude this chapter with design
implications derived from the study findings.

3.2 Background

3.2.1 Facilitating Peer Connections

Peer matching often connects individuals with similar experiences to help them
support each other’s health journeys. For example, in mentoring programs, a
newcomer is usually matched with a seasoned member as long as they share a
diagnosis and are contemporaries (Long et al., 2012, as cited in Hartzler et al., 2016a).
In e-health contexts, individuals have expressed a preference for the prospective
mentor’s posts due to the interpersonal cues embedded therein (Hartzler et al.,
2016a). Since what is meant by “optimal match” varies from one person to another,
authors such as Fang and Zhu (2022) and Hartzler et al. (2016a) suggest allowing
individuals to adapt matchmaking to their needs and wishes.

In online mental health communities, peer matching enables support-seeking and
support-providing processes. Yet the way in which the seeker is matched with the
provider is rather rudimentary, such as on a first-come, first-served basis (Fang and
Zhu, 2022). In contrast, individuals would find it more useful if they were matched
on the basis of experience level and demographic attributes (Fang and Zhu, 2022).

When individuals are confronted with gaps in their understanding of their health
status, they turn to their peers to make sense of their own situation (Genuis and
Bronstein, 2017; O’Kane et al., 2016). In this context, the sense-maker devotes a great
deal of effort —both cognitive and behavioral (see Athukorala et al., 2016; Wildemuth
and Freund, 2012)— to information search tasks to validate their experiences (Genuis
and Bronstein, 2017). Thus, information retrieval systems enable locating peers in
the digital realm.
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Typically, these systems require users to enter keywords when searching for their
peers (e.g., see Figure 3.1b). But more than a few times, individuals do not know what
keywords to use, perhaps because they are unfamiliar with medical terminology
(Pang et al., 2015). On top of that, the seeker may be uncertain about what they are
looking for, let alone how to go about it (see White and Roth, 2009; Wildemuth and
Freund, 2012). More specifically, when it involves uncertainty, its goal is amorphous,
and there is no specific answer to it —as is often the case with health information
searches (Pang et al., 2015)—, peer finding could be better conceptualized as an
exploratory search task (Wildemuth and Freund, 2012). In this dissertation, we adopt
such conceptualization.

Individuals employ the so-called “broadcasting” strategy to overcome the limitations
of information retrieval systems (Hartzler and Pratt, 2011). For example, “Has
anybody else got any ideas about what I can do?”. As one might expect, this strategy
is effective as long as those who meet the search criteria notice and respond to
the call. Incidentally, unanswered questions or unhelpful responses may anticipate
withdrawal from online health communities (Gatos et al., 2021).

Recently, Levonian et al. (2025) proposed that recommendations could facilitate
locating peers without the individual having to articulate their information needs
into a query statement. In line with this, we think peer recommendations —an
instance of social matching systems— can support individuals in exploratory search
tasks. Yet how to design peer recommendations is an open question that warrants
attention from researchers and industry practitioners, as it is well-known that human
factors play a prominent role in accepting technology (De Croon et al., 2021; He
et al., 2016). What is more, peer recommendations are an underexplored topic in the
health recommender systems literature (see De Croon et al., 2021).

All things considered, two issues remain underexplored in the context of peer
matching within online health communities. The first pertains to the target population.
Significant attention has been given to cancer patients (e.g., Hartzler et al., 2016a;
Levonian et al., 2025), single-caregiver mothers (e.g., Saksono et al., 2023), and
mental health support seekers and providers (e.g., Fang and Zhu, 2022). However,
the specific needs for peer support of individuals with cardiovascular disease (CVD),
due to the challenges associated with managing this condition, have been largely
unaddressed.

The second issue concerns research-induced expectations. For example, whether to
choose a peer mentor (e.g., Hartzler et al., 2016a) or a mental health support provider
(e.g., Fang and Zhu, 2022) or to facilitate behavioral modeling (e.g., Saksono et al.,
2023), each other’s roles were clear. However, a lack of formal roles or expectations
is common in peer relationships (Simoni et al., 2011, as cited in Levonian et al.,
2025). This somewhat aligns with our conceptualization of peer finding in that the
individual may be unsure of what or whom they are looking for or what they expect
to achieve.
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Given the above, we seek to understand what individuals with CVD value in
exploratory peer search and why. For this purpose, we designed user-controllable
peer recommendations, whereby the individual tailors recommendations to their
notion of likeness. Our approach is informed by prior research highlighting the
interplay between this exercise of control and user satisfaction (He et al., 2016).

With the notion of likeness, we pursue a two-fold purpose. First, it is the measure
of “fit” by which our design matches peers with each other (see Levonian et al.,
2025). Second, it seeks to operationalize homophily, a concept that denotes the
predisposition of individuals to relate to others based on commonalities such as
shared experiences, personality, and interests (McPherson et al., 2001, as cited in
Hartzler et al., 2016a).

We identified seven attributes widely used in peer matching or about which individ-
uals have expressed a preference (see Levonian et al., 2025). We then grouped the
attributes into three distinct categories, as described below.

Demographic profile. Matching peers based on gender and race positively influences
the intention to engage in healthy behaviors, such as physical activity (Saksono et al.,
2023). Along with gender, age is another demographic attribute widely used in peer
matching. For example, support seekers prefer peers who are contemporaries to
avoid generational gaps potentially hindering support provision (Fang and Zhu,
2022). In this work, an individual’s gender and age comprise their demographic
profile.

Clinical profile. The more similar their health experiences, the more likely individuals
are to adopt each other’s advice offered in peer support settings (Wang et al., 2008,
as cited in Hartzler et al., 2016a). While individuals seek out peers with shared
health conditions, a common diagnosis is not a prerequisite for peer communication
(Levonian et al., 2025). In this work, diagnosed conditions, experienced symptoms,
and prescribed treatments constitute the individual’s clinical profile.

Lifestyle profile. The fact that individuals share similar lifestyles can make their
mutual support more helpful (Dunn et al., 1999, as cited in Hartzler and Pratt,
2011). And yet, work on peer matching has paid little attention to attributes that
describe individuals’ way of living (see Levonian et al., 2025). In this regard, Bussone
et al. (2020) and Cerón-Guzmán et al. (2022) suggest that individuals are likely to
share their activity level and smoking status with their peers within online health
communities. Hence, we propose to leverage these two attributes to match peers
based on them.

3.2.2 On the Prominence of and Accessibility to Patient Expertise

Hartzler et al. (2016b) provide an illustrative example of how to make patient
expertise prominent in online health communities. Specifically, they explore the
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enrichment of user profiles by including topics about which members have shown
themselves knowledgeable. Although this is intended to bring out the individual’s
experiential knowledge, its contribution to the accessibility to patient expertise may
be limited, as the information seeker still has to navigate around the community and
jump from one user profile to another.

In contrast, collaborative filtering recommender systems may have the potential to
aggregate and synthesize patient expertise in the form of ratings or assessments,
thus helping users to share and benefit from each other’s opinions and experiences
(Hartzler and Pratt, 2011). Broadly speaking, collaborative filtering recommender
systems cluster users based on a measure of similarity to offer recommendations
from like-minded people (Aggarwal, 2016). Yet, how to operationalize such systems
in the context at hand is a question worth asking. What follows is our take on this.

The first concerns the purpose. With collaborative filtering recommender systems, we
seek to facilitate the learning of self-care ideas from peers by aggregating individual
treatment evaluations —an instance of patient-reported outcomes and, in our view,
a way to operationalize patient expertise (Huh and Ackerman, 2012; Weldring and
Smith, 2013). Self-care ideas encompass practical know-how and coping strategies
(Hartzler and Pratt, 2011).

The second pertains to what to recommend. In the context of living with diabetes,
self-care ideas learned from peers include strategies for keeping blood glucose levels
at bay (e.g., Huh and Ackerman, 2012). When it comes to cardiovascular disease, it
is not well-known what individuals want to learn about self-care from their peers.
That is why we set out to explore this question in the present study.

While individuals with CVD are enthusiastic about learning self-care ideas from their
peers, they are also aware of each condition’s complexities and idiosyncrasies and
the need to validate with healthcare providers the appropriateness of any ideas for
their situation (Cerón-Guzmán et al., 2022). This awareness brings up the imperative
to reflect on the extent to which design seeks to foster the individual’s autonomy
in self-care (Nunes et al., 2015). We therefore decided to involve clinicians in this
study and thus gain further insights into designing to facilitate learning self-care
ideas from peers.

The third aspect of operationalizing collaborative filtering recommender systems
has to do with forming groups of similar users. In this sense, a phrase with which
one may already be familiar across e-commerce or streaming platforms is worth
quoting: “People who bought/watched this also bought/watched...” Just as this
simple sentence alludes to the origin of the recommendation, it can also trigger a
cognitive heuristic about the distinctive value of the suggestion (Liao et al., 2022).

Collaborative filtering often clusters users based on commonalities, such as movies
watched or items purchased (Aggarwal, 2016). In this way, it makes inferences as to
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an individual’s tastes based on what like-minded people have liked or consumed
before.

More interestingly, according to Liao et al. (2022), collaborative filtering elicits a
bandwagon perception in users —the notion that if others have found something
good, one should also find it good (Sundar, 2008, as cited in Liao et al., 2022).
Notably, the elicitation of the bandwagon heuristic may explain why individuals
trust collaborative filtering more than other types of filtering in recommender
systems (Liao et al., 2022).

In summary, this chapter proposes to derive recommendations on self-care from
others in similar health situations. We believe that, to the extent that individuals
perceive an optimal match between their health experiences and those of their peers,
they will find the recommendations most relevant and applicable to their situation.

3.2.3 PatientsLikeMe

Launched in 2006, PatientsLikeMe (patientslikeme.com, accessed on 23 May 2025)
is a for-profit online health community of more than 850,000 members with over
2,800 conditions (PatientsLikeMe, N.D.). Its members can track their body weight,
mood, and lab results there. Further, they can list the diseases they suffer from, the
symptoms they experience, and the treatments they are taking. Of particular interest
is a mechanism that, as we suggested earlier, operationalizes patient expertise:
treatment evaluation (see Figure 3.1a).

As of 2011, PatientsLikeMe evolved from hosting “vertical,” disease-specific com-
munities to becoming a “generalized” platform, where members can track multiple
conditions through generic user- and community-level features (Wicks et al., 2018).
In terms of social features, this community allows one to locate other members
through a keyword search system (see Figure 3.1b), follow them to subscribe to their
updates, and interact with them through private chats or public discussion forums.
No less important are the community treatment reports, which aggregate individual
treatment evaluations (see Figure 3.1c).

We chose to prototype after PatientsLikeMe because of its information architecture
and existing social and user-level features, which we found inspiring when designing
our prototype. Hence, the prototype described below should be understood as a
hypothetical new iteration of an existing technology (Nunes et al., 2015). Of particular
note is that the present research study was conducted without collaboration from
PatientsLikeMe.

https://www.patientslikeme.com
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(a) (b) (c)

Figure 3.1 : The PatientsLikeMe interface (screenshots taken on 05 January 2024). (a) Multidimensional,
yet subjective, evaluation of treatment (i.e., Aspirin). (b) Search for community members by keywords
across criteria such as condition, treatment, and symptom. (c) Community treatment reports are filtered
by condition (i.e., coronary artery disease) and sorted by frequency.

3.3 Research Prototype: A Mobile Application for an
Online Health Community

The prototype consists of interactive wireframes created in Balsamiq (balsamiq.com,
accessed on 23 May 2025), which users can click on to navigate between. With
each wireframe, we recreated a screen of a mobile application for an online health
community with a low-fidelity look and feel. The fact that the prototype’s look
and feel were low-fidelity was deliberate. Typically, this level of fidelity allows for
provisional and incomplete artifacts to be communicated such that users can feel
less constrained in voicing criticism and suggesting changes.

We organized the prototype into four sections. The user profile section is where the
individual can self-disclose demographic information, such as gender identity and
age, and lifestyle information, including activity level, smoking status, and health
and personal interests. To allow for non-disclosure, they can choose “prefer not
to say” from the response options. Health conditions, symptoms, and treatments
supplement this section. The individual can also evaluate each treatment according
to its perceived effectiveness, side effects, burden, and affordability.

https://balsamiq.com/
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(a) (b)

Figure 3.2 : Peer recommendations. (a) The individual is first asked to rate, using a Likert-type scale,
how important it is that their peers are like them in demographic, clinical, and lifestyle profiles. (b) Then,
the prototype makes recommendations and explains each “on-demand.”

Research on data sharing in online peer-support settings emphasizes a consent model
in which the individual chooses which data to share and with whom (Bussone et al.,
2020; Cerón-Guzmán et al., 2022). The consent model should be flexible enough
to support an ongoing decision-making process. In line with these insights, the
individual can use the features provided in the privacy control section to manage
which data will be visible and to whom it will be visible. They can adjust their
data-sharing preferences to make individual data items visible only to themselves,
their followers, or all community members. In addition, the individual can decide
how others find and connect with them.

There are two sequential flows when it comes to peer recommendations. Initially,
the prototype makes no recommendations but asks about one’s notion of likeness. It
breaks likeness down into demographic, clinical, and lifestyle profiles. With a brief
description of their scope, it asks to rate, using a Likert-type scale, the importance of
peers being like oneself in each profile (see Figure 3.2a). The purpose of this feature
is two-fold. First, it allows for user control over recommendation generation. Second,
it should help alleviate the cold start problem, i.e., not knowing what to recommend
to newcomers (Aggarwal, 2016).
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Our approach to controllability in peer recommendations is inspired by the similarity
functions formulated by Jiang and Yang (2017) and Narducci et al. (2017). These
functions, which resemble a weighted average, are given n pairs of vectors, for
example, to represent demographic, clinical, and lifestyle profiles, and n different
weights. Then, they calculate the similarity between each pair of vectors (one vector
per person or user), using cosine similarity or the Jaccard similarity index. Finally,
the functions multiply each resulting similarity by the weight assigned to the
corresponding pair of vectors and sum up all the weighted similarities to measure
the overall likeness between two individuals.

We broke down the concept of likeness or similarity into three profiles: demographic,
clinical, and lifestyle. To assign weights to each of these, we involve the individual by
asking them how important it is that their peers are like them in each profile. We used
a slider widget in early iterations, common in designing interactive recommender
systems (He et al., 2016), to capture profile weights. Yet we decided on a Likert-type
scale since we found it more intelligible to serve the intended purpose.

In the second flow, the prototype makes peer recommendations and provides an
explanation of each (see Figure 3.2b): it calculates an overall likeness between
the individual and the recommended peer —according to the former’s notion of
likeness— and breaks it down into demographic, clinical, and lifestyle similarities; it
also lists attributes common to both. In doing so, we intend to enhance the user’s
perceived understandability of recommendations.

The learning section comprises a main screen and a detail (treatment) screen. The
former shows an aggregate-level report of treatments taken or used by others in
similar situations (see Figure 3.3a).

Once the individual distinguishes relevant content, the detail screen shows the
treatment’s purposes and side effects, as reported by other members. It also lists
individual evaluations and related treatments, for example, that meet criteria of high
affordability and little or no burden (see Figure 3.3b).

Drawing upon the principles that what works for one may not work for another
(Cerón-Guzmán et al., 2022; O’Kane et al., 2016) and, equally important, that not all
self-care technologies should be used in complete autonomy (Nunes et al., 2015), the
prototype invites dialogue with healthcare providers about the appropriateness of
treatment for one’s situation through a discussion list (see Figure 3.3c).
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(a) (b) (c)

Figure 3.3 : Learning section. (a) Aggregate-level report of treatments taken or used by peers. (b) Page
of treatment and others related to it that, for example, meet high affordability and low burden criteria. (c)
Dialogue to inform about the appropriateness of the treatment for one’s situation and to invite discussion
with healthcare providers about it.

3.4 Methods

The local Ethical Review Board of the Department of Industrial Design at the
Eindhoven University of Technology approved the research study presented herein
(reference code: ERB2022ID114). All participants gave informed consent before any
data were collected. With the exception of the clinicians, they received a compensation
of 30 GBP each for time devoted to the study.

3.4.1 Participants

We recruited ten individuals who self-reported CVD through Prolific. Participants
were English-speaking, 18 years or older, and diagnosed with coronary artery disease
or heart failure, two common types of CVD (Tsao et al., 2023). We purposively
recruited them based on diagnosis, sex, and age range to cover a broad spectrum of
perspectives.
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The sample was gender balanced: half of the participants were male, and half were
female. The youngest was 40, and the oldest was 76 (𝑀 = 57.7, 𝑆𝐷 = 12.9). All
participants identified themselves as white. Seven had bachelor’s degrees, and the
others (three) had a high school diploma or equivalent. In terms of diagnoses,
there were equal numbers of cases of coronary artery disease and heart failure.
Multicomorbidity was prevalent in our study’s participants, with seven reporting
living with multiple chronic conditions. In this regard, not in all cases did CVD
correspond to the participant’s primary condition (the one that caused the most
problems or discomfort). Table 3.1 describes each participant’s demographics.

Table 3.1 : Participants’ demographics

ID Gender Age

P01 M 58
P02 F 65
P03 M 47
P04 M 76
P05 M 72
P06 F 67
P07 M 43
P08 F 46
P09 F 40
P10 F 63

F: Female. M: Male.

Three clinicians from two major hospitals in the Netherlands participated in this study.
Two were cardiologists with a Ph.D. and six to over 20 years of clinical experience.
The other clinician was a doctoral candidate and cardiologist in training.

3.4.2 Data Collection

Data collection with individuals with CVD occurred at two points in time: a pre-
evaluation survey and the prototype evaluation. With clinicians, the prototype
evaluation was the only data collection moment.

Pre-Evaluation Survey

Potential participants were directed to Qualtrics, where we administered a survey
that informed them of the study procedures and then asked for their consent to
participate. Since we wanted them to reflect on their situation when testing the
research prototype, we asked participants to provide us with their health data to
personalize it prior to the evaluation. Thus, in the survey, they listed their diagnoses,
symptoms, and treatments.

Participants were asked to specify their primary condition if they reported living
with multiple conditions. With regard to treatments, we made it clear that, by this
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term, we meant all the various ways that helped them cope with their condition(s),
including, but not limited to, medications, exercise, and lifestyle modifications. We
asked participants to indicate the purpose of each treatment and whether a physician
prescribed it.

In the survey, we also asked about lifestyle. More specifically, participants responded
to how active they were on a typical day and whether they were smokers. Lifestyle-
related questions also covered personal and health interests.

Last, we asked participants for their gender identity, age, and highest level of
education. They also selected time slots to conduct the prototype evaluation at their
convenience. In this respect, we asked participants to join the subsequent session
from a laptop or desktop. The mean time to complete the survey was 17.84 minutes
(𝑆𝐷 = 12.71).

Prototype Evaluation

Participants joined the prototype evaluation session via Microsoft Teams. To set
clear expectations, we informed them that we were going to present them with a
prototype of a mobile health application and ask them to use it and give us feedback.
Video recording started only after the participant authorized it.

Initially, we asked participants about their past or current experiences with mobile
health applications and health communities, either online or in person.

Subsequently, they were introduced to the prototype and the evaluation procedure.
At this point, we asked participants to share their screens and sent them the link to
the prototype via the session chat. The evaluation consisted of four activities that
involved interacting with the prototype, as explained below.

First, participants were asked to evaluate a medication they had listed in the pre-
evaluation survey. Second, they were directed to find out what information they were
sharing and adjust who could follow them. Third, they were to find peers and learn
why a particular user was being recommended (see Figure 3.2a and Figure 3.2b).
Last, participants were to learn what their peers were doing in similar situations
(see Figure 3.3a) and whether “cycling/bicycle riding” was appropriate for their
situation (see Figure 3.3c).

To suggest potential matches with the participant, we directed ourselves to Patients-
LikeMe to search for users diagnosed with the same type of CVD and who had
similar symptoms or treatments. Hence, the list of recommendations could include
peers whose primary condition bore no relation to the participant’s diagnosis(es).
In this community, we also looked for treatments for one symptom the participant
experienced. The rest of the aggregate-level report (i.e., “Support Mental/Emotional
Health,” “Maintain Normal Body Weight,” and “Exercise”; see Figure 3.3a) was the
same for all participants.
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Although they could ask questions during the activities, we encouraged them to
do what they would typically do. We gave them hints about what they could do if
they got stuck. A brief, semi-structured interview followed each activity. Participants
were asked what they thought about doing the activity, what had been the easiest
or most difficult, and how the application features they had evaluated could be
helpful in their situation. We closed the session with another brief interview. The
questions revolved around what they thought about the prototype, what changes they
would make, and how using a tool like this could open up new conversations with
their healthcare providers. The sessions lasted between 1.33 and 2 hours (𝑀 = 1.7,
𝑆𝐷 = 0.19).

In contrast, the sessions with the clinicians lasted one hour. Another difference was
that we populated the prototype with data of a user persona, whom clinicians were
to assume was their patient. For the rest, we kept the structure of the prototype
evaluation, in terms of activities and follow-up questions, as intact as possible to fit it
into one hour. Nevertheless, the session facilitator did the activities, while clinicians
were encouraged to comment.

The doctoral candidate facilitated all prototype evaluation sessions.

3.4.3 Analysis

The reflexive thematic analysis method informed us in identifying and interpreting
patterns of meaning from the dataset we collected from the prototype evaluation
(Braun and Clarke, 2006; Braun and Clarke, 2013; Byrne, 2022). We began by
familiarizing ourselves with the dataset while revising transcripts of the recordings
generated by Microsoft Teams. Subsequently, we followed an inductive, bottom-
up approach to coding the dataset. At this point, we focused on describing and
interpreting participants’ and clinicians’ perspectives on locating peers, learning
self-care ideas, and our design.

After a couple of rounds of coding, we clustered codes around a central organizing
concept to form themes. This phase involved splitting, combining, and discarding
candidate themes until we had a story that helped us answer the research question.
The doctoral candidate conducted the coding and theme generation using NVivo
(lumivero.com, accessed on 27 May 2025). His supervisory team engaged in the
analysis through discussion and review of the manuscript.

3.5 Results

To guide the reader in contextualizing the results, we provide a Venn diagram that
depicts the relation between the themes below and the subjects under inquiry (see
Figure 3.4).

https://lumivero.com/products/nvivo/
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Figure 3.4 : Representation of the relation between the five themes and the two subjects under inquiry.

3.5.1 Considerations in Choosing Peers

The present theme explores underlying values that influence individuals’ choice of
peers. The control mechanisms provided in peer recommendations were helpful in
eliciting participants’ values and decision-making processes.

For the majority of our study’s participants, the demographic profile was of little
relevance. To illustrate, one participant (P01) argued that “the age criteria, the gender,
the sort of social class, [and] education wasn’t [sic] important” to him. “It was the
diagnosis.” In this regard, his conceptualization of peers may have influenced his
rating. Often, he referred to his peers as individuals who “were in the same situation,”
but at no time that they were like him. Under this assumption, we hold that one’s
notion of peers might be related to the importance one attaches to the demographic
profile: If one thinks of peers in terms of shared situations, one might downplay the
role of demographic commonalities in choosing peers, as opposed to thinking in
terms of likeness.

For its part, forming a concept of peers around likeness, or, in other words, thinking
of them as people like oneself, seems to make sense when (presumably) there is a
link between one’s medical condition and one’s age and gender.

“The demographic profile is important. . . . I don’t know enough about
gender with diabetes [the participant’s self-reported primary condition],
[or] whether there [are] dramatic differences. . . . I’m not being sexist,
but this discounts the ladies because I believe their metabolism will be
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entirely different to the male, and possibly there’s no point of comparison
there.” (P05)

“I think the demographics would be the least important for me. But
obviously, there [are] lots of conditions that are gender reliant or often
linked with age. . . . For instance, you know, if I wanted to go on and find
people going through menopause, that would be more important.” (P08)

As might be expected, participants echoed the importance of the clinical profile
when choosing peers. What is more, “it’d be a bit daft if you didn’t take the medical
condition because there was no point at all” (P01). Nevertheless, it was in the
perspectives held on this profile where we found nuances. More specifically, while
for one participant, “the clinical profile is probably the most important of all” (P05)
—in other words, for him, conditions, symptoms, and treatments were at the top of
the hierarchy of commonalities— for another, these attributes corresponded to the
basis of commonalities.

“I don’t just want the clinical thing. So, I was glad that I could look at it
and go, well, they’re in a similar position to me. But it’s not just about
clinical things. It’s about lifestyle [and] demographics. . . . I’m not sort
of meeting up with somebody . . . just because they happen to have
cardiomyopathy. It’s a little bit like when you have a baby, and, you know,
there are these antenatal classes, and you sort of look at people and
think, well, the only reason we’re in the same room is we’re all having a
baby. And I don’t want to say, well, the only reason I’m talking to this
person is they’ve got cardiomyopathy. It’s a little bit like cardiomyopathy
Tinder.” (P10)

For this participant, if “the clinical thing . . . [were] the end of everything” in the
community, she would not find it uncommon if her peers limited themselves to
sharing “terrible stories,” such as “how they sort of had a cardiac episode . . . [and]
bloody operations,” or to “pointing out what could potentially go wrong,” which
would make her realize what could happen to her and, consequently, increase her
distress.

Conversely, what participants like P10 sought in their peers related more to optimistic
and constructive perspectives. Optimistic perspectives in that the experiences of
others in similar situations could lighten the burden of uncertainty that complex
chronic conditions seem to impose on one’s shoulders.

“If they’re the people who have gone through it, maybe a bit ahead of
you, you got an idea [of] what’s coming. If possibly they’re a little bit
behind you in the process, [you] provide some reassurance to them and
say, look, I’ve had it for 15 years, [and] it’s perfectly livable to have it and
carry on as normal.” (P01)
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And constructive perspectives as for adjustments one could make to fit the condition
into the life one aspires to lead, and not the other way around, i.e., where the
condition “dictate[s] everything . . . [one is] doing in their life” (P10). On this point,
one participant made the following reflection:

“What kind of adjustments you can make so that you can carry on just
living your life? Some of that is accepting that there are things that you
can’t do anymore. But . . . there are tiny tweaks that you can make, [as]
other people will have already come across that problem before.” (P08)

Perhaps the practicality of these perspectives helps us understand why participants
associated the lifestyle profile with such preponderance in choosing peers. Namely,
we are inclined to think that the more similar one is to their peers in, for example,
habits and level of physical activity, the more useful the constructive perspectives
would be. The following excerpts illustrate the meaning that individuals with CVD
attach to the lifestyle in the context at hand.

“Activity level was the other one [that mattered to me]. I will probably
lean more towards the ones that are similar to me there in terms of body
weight, smoking, habits, [and] activity level. But that would be because
if I ride the bike, I’d wanna compare my experiences to someone who
does at least a little bit of exercise, who isn’t a couch potato. If you were a
bit of a couch potato, you might be quite happy to only speak to people
who are similar to you.” (P01)

“Activity level, I like that. You don’t wanna feel guilty talking to someone
who climbs mountains every weekend. So, that’s important to me. I want
to associate with someone who’s low activity.” (P06)

Lastly, participants’ responses reinforce the relevance of the geographic location of
peers (see Levonian et al., 2025). As shown below, P09 maintained that, given the
differences that may exist from one country to another in treatments, it would not
serve any purpose to establish new connections with peers abroad, especially if one
is interested in exchanging views and experiences on therapies.

“If you could choose the countries they come from, just so that if I talk
about the medication, I know they can get the medication that I’m talking
about because there’s nothing worse than you talking to someone, and
they can’t get the medication you’re on, and it’s really working for you.
And you feel bad that you’ve mentioned it to them because it’s not
available in their country.” (P09)
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3.5.2 Narrowing It Down in Line With One’s Preferences

The second theme reports participants’ impressions of the peer recommendation
method we designed to facilitate locating others in similar situations. For example:

“Generally, you know, if you’re searching on the Internet, it’s very broad
information. It’s too much. So, this [method] is [like] fine-tuning it to like-
minded people. . . . [Here] you’ve got like-minded people. Not millions.
I’m not assuming there’s going to be millions on the app. So, it’s going
to be more focused, useful information that I can talk to my GP [general
practitioner] about. That’s very important: usability. It makes it more
focused [and] more accessible. Often, you get very confused if you’re
trying to find it on the general Internet. So, personal recommendations
are useful.” (P06)

“[This method is] a very quick way [to find peers], rather than a lot of
sites [where] you were purely looking for people based on conversations
going on in the community, which often means you’re trawling through
pages and pages to find somebody who is on the same medication as
you or is on the same medication for the same condition as you [be]cause
a lot of medications treat 20 different things. So, being able to narrow
it down without having to go through the community pages is really
helpful.” (P08)

These first impressions, on the one hand, show how laborious it can be to locate
peers, either by using traditional search methods or by searching oneself. On the
other hand, they suggest that the proposed method seems promising in helping to
narrow down the list of potential peers to (a few) like-minded people.

In what follows, we describe how user control and presentation of outcomes
influenced how participants interacted with peer recommendations. This account of
experiences offers practical implications to guide the design of user interfaces for
peer recommendations.

On Controllability

Feedback from participants on the control mechanisms reinforces prior research
in that users may be more satisfied when they are allowed to exercise control in
generating recommendations (He et al., 2016). To illustrate, regarding what it meant
that the application (research prototype) asked him to rate how important it was
that his peers were like him in demographic, clinical, and lifestyle profiles, P05
responded that this fact showed genuine interest on the part of the application in his
preferences.
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“It shows that the app is actually considering the most beneficial stuff for
me because it’s asking what I, as an individual, consider to be important.
. . . It’s placing me as the number one matter in the app. What is important
to me is important to the app.” (P05)

Of particular interest is that expressing their notion of likeness on the application
proved straightforward for participants. It may be the case that the Likert-type scale
—perhaps more intelligible and familiar than the widely used slider (He et al., 2016)—
contributed to the perception of low cognitive load.

“It’s simple and straightforward. There are a total of seven circles, and
the fourth circle is the neutral zone. . . . Anything to the left of the fourth
circle, you’re placing little or no importance on it. Everything to the right
of the fourth circle is increasing the importance of the matter to your
good self. So, very straightforward to use. Anybody who’s ever used any
kind of form should have no problem comprehending the importance of
this aspect here.” (P05)

“I don’t think it was challenging at all. I like that you could [adjust your
preferences], and I think it was done quite easily. You don’t have to type
in. What’s it takes? You just had to select things to make sure that you
got a list of people you could follow.” (P09)

Finally, the following excerpt explains a trial-and-error approach to obtaining desired
outcomes while constructing a mental model of the peer recommendation method.

“So, just those three criteria [referring to the demographic, clinical, and
lifestyle profiles]. That’s enough there . . . to narrow down the people
you’d like to come up with when the search is finished. And you could
say not important against all of them. In fact, you probably would. If
you were playing with the app, you might click not important to all of
those three options and see what comes up. Just to try and understand
how the system works. . . . That ‘adjust likeness’ process lets you decide
how to narrow it down in line with your own preferences rather than
just look[ing] through the whole lot.” (P01)

Misleading Labeling

The primary condition on the list of recommendations (see Figure 3.2b) might
mislead users in different ways. At least, that is what we took away from observing
participants interact with the research prototype. To elaborate on this point, we start
by saying that it seemed clear to our study’s participants that the primary condition
corresponded to the “main problem” the recommended peer had put. Not the only
one. Even so, if the peer’s condition bore no relation to the participant’s diagnosis(es),
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the participant dismissed an eventual new connection because there appeared to be
nothing in common between the two.

“I noticed in the final selection there were three or two with diabetes. So,
they were pretty, I would say, outside my field of interest or requirements.
So, I was a bit surprised they came up because I did tick the condition,
and the diagnosis was very important, and diabetes is a bit of a different
track to the condition I’ve got. So, that was a little bit . . . disappointing
or a bit misleading. I don’t think there [will] be many sorts of areas of
common discussion with diabetes patients.” (P01)

This sense of disappointment, referred to by P01, concerns the notion that the
application behaved randomly. “You thought, well, this system isn’t picking the
people that are similar to me.” Had it not been for the fact that participants were
asked to find out why the first peer on the list was recommended, they would not
have further considered the recommendations.

“By the time you drop down and get a little bit more information, and
you see the common attributes, you can see that there are certainly two
or three things there that are a good match. So, you’d have to bear that
in mind and think, okay, [a] heart transplant is one thing, but the other
bit, tachycardia and ICD [implantable cardioverter-defibrillator], those
are definitely an excellent match. And that would be worth clicking
the follow button. . . . It would certainly be worth dropping down and
seeing what other information is there.” (P01)

Another adverse effect of the primary condition label on the list of recommendations
is the potentially harmful inferences the individual would make about their own
health. More specifically, a clinician postulated that if a number of peers had the
same condition in common, the individual might conclude that they also suffered
from it.

“I think it’s important to prevent people [from] think[ing], well, I found
someone with depressive disorder. Am I also depressive? Something like
that. There should be a why this person is found because otherwise, if
they get a list of 20 people, and they see five times ‘depressive disorder,’
they [could] think, . . . I have a depressive [disorder].” (C01)

Although not due to adverse effects, another clinician questioned the value of the
primary condition label since it was a way of oversimplifying the individual. “It’s
like your label is ‘heart transplant.’ . . . [But] she’s not her heart transplant, . . . she’s
probably so much more” (C03). Reducing individuals to a single diagnosis can be
problematic, especially when the diagnosis carries a social stigma, as is often the case
with mental health conditions. For example: “[There] is [one with] major depressive
disorder. I suppose it’s not very nice, but I’m not sure that I would like . . . someone
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with major depressive disorder. I want someone . . . who would be encouraging”
(P04).

Explainability Without Transparency

The explainability component contributed to the understandability of individual
recommendations (e.g., “it was quite good because it’s telling you why it has
suggested this person, why they’re like you” —P09). However, based on which
criteria the entire set of recommendations was presented or organized was unclear.
And even if their intuition suggested that recommendations were ordered by
similarity, the lack of transparency affected how participants engaged with them.

“I don’t know how it orders people on the list or who might be most
similar to you. . . . I’m looking at it, and I don’t know if this is a list of
everyone that came up, and it’s up to me to go through and work out
who’s most similar. Or if they are ordered in that these are the people
who are most similar at the top and going down the bottom. So, it doesn’t
tell me that anywhere. . . . I’m not sure whether I would need to scroll
right through them all. . . . I might be missing somebody who’s exactly
the person I wanna connect with, who’s at the bottom of the list, because
I’m ignoring that.” (P08)

Regarding the understandability of individual recommendations, participants indi-
cated that the list of common attributes was the most informative feature. So much
so that they suggested placing this list above the likeness graph (the bar chart in
Figure 3.2b), considering the former a “must” and the latter a “nice to have.”

“I think the more useful part for me was the common attributes. That’s a
really useful little snapshot of information. So, the graph is great, but
seeing why under the common attributes is much more important for
me to decide whether it’s somebody that would be good to connect with.
. . . I’ll have the common attributes higher up, and the rest of it as sort of
additional information . . . [because] I’m not sure how useful the graph
is. Whether it really tells you much about somebody.” (P08)

Perhaps the preference for the list of common attributes over the likeness graph chart
is due to the simplicity of the former in contrast to the complexity of the latter, which,
although “catchy,” was unintelligible to some. “I like the idea of the percentages,
[although I’m] not sure what percentages mean, to be honest. I would go straight to
the common attributes and read that first and probably rely on that” (P04). And yet,
it caught our attention that, despite its unintelligibility, the likeness graph greatly
influenced participants’ trust in the outcomes.
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“I love the graph. It makes it look scientific. It makes it look the opposite
of folksy. It’s looking professional. It’s looking trustworthy. . . . This is
something that I can trust . . . [because] I associate infographics with
research [or] statistically accurate information. So, this immediately
appeals to me.” (P06)

3.5.3 A Balancing Act

To receive relevant recommendations, whether about people to connect with or
about self-care ideas, users are to self-disclose highly sensitive information, such as
diagnoses, symptoms, and treatments. This puts users in the dilemma of preserving
privacy or risking data misuse. The present theme explores participants’ concerns
about this issue and their preferences for flexible privacy controls.

Participants objected to the prospect that any other user of the application could
follow them. Namely, their main privacy concern was that the application, by default,
did not require their consent for “any Tom, Dick, and Harry” —as said by P05— to
become their followers and, by this means, “have full or even partial access” to their
health data.

“This raises a whole different ball game for me because we’ve left, in my
opinion, about 30 feet in the one jump. We’ve gone from basic knowledge
to now discovering that an unknown number on the face of it has access
to a lot of my private medical stuff. I would want to know who these
people are. I don’t just want people who click on a follow button to know
stuff about me.” (P05)

A distinction must be made here. Although participants were averse to having their
profile openly public, they were willing to disclose personal health data for the peer
recommender system to suggest whom to follow. In this regard, their responses
somehow reflected a privacy calculus —or, in their own words, “a balancing act”—
and showed that they were aware of the detrimental effect of data withholding on
the quality of recommendations.

“To get the best peers, you gotta have people give an awful lot of
information about themselves to start with. So, there’s a bit of a balance
there. You need all the information out there to create [a] good search and
a good peer group, but people may be reluctant to give that information.
So, there’s a bit of a contradiction there, almost. And people will be
possibly a little bit reticent to give too much information, but that will
almost be to the detriment of the app because it would make finding
peers a little bit more difficult.” (P01)
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“It’s all gonna be down to the privacy settings people set up, isn’t it? But
maybe that’s one of the risks; if you don’t share things like your gender
or your location, then you’re gonna get [fewer] matches, and people
. . . aren’t gonna find you in the same way. And that’s just part of the
balancing act you do. . . . It’s just a balance that each individual’s gonna
have to try and work out for themselves how much they want to connect
with other people, so how much will they share.” (P08)

Once familiar with the control feature to approve who became their follower,
participants stated that only then did the consent model —whereby it was up to
them what data to share and to whom to share it— make sense. “I was quite hesitant
about the privacy aspect of the app when I first started looking at this section, but
now that I know what the controls are, I’m completely at ease with me determining
who can see what” (P05).

And it was about the audience that participants had further considerations. In
particular, they requested more flexibility to share information less uniformly so that
they could create groups with which more would be shared. For example:

“I don’t know whether there’s an option where . . . certain people can see
certain information, [or] whether you can put people in groups. Maybe
thinking purely because, you know, back in my teenage days, I might
have shared some information with my dad, but he certainly wouldn’t
have known I was smoking. . . . So, whether you had the option to make
some groups of people have more access to information than others.”
(P08)

This request is a call for even finer-grained privacy controls. And yet, participants
associated the level of sophistication of the control mechanisms already available to
them with high mental demand.

“All the stuff we’ve looked at, where you are sharing your information,
I think that was possibly a little bit complicated or would need a lot
of clicking through, or you’d want to play with it a bit to be sure you
weren’t sharing it with everybody else. That would take a little bit of
getting used to.” (P01)

“To me, that’s slightly confusing. Let me say, . . . there are too many
options. It’s confusing for someone; it’s too fine-tuned. Maybe it needs
fewer options to start with.” (P06)

Finally, another privacy consideration was that, by default, the user profile should
be restricted to the individual. Thus, only as they become more familiar with the
privacy controls and the peer community will the individual share more information
about themselves with the people of their choice.
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“At first, joining the network or . . . getting the app, you probably wanna
be fairly private and see how it works out, which is probably no different
[from] go[ing] into a support group, and until you weigh up the people
there, and you have a chat with them, you would be sort of slightly
reticent to give out too much information. Once you’ve been there a
while, and you get to know people and like people, you might be a little
bit more inclined to open up with some more information. So, it’s a very
similar process to that. You need to gain a bit of confidence.” (P01)

“I don’t know how it’s for the plan to be set up, but I always think with
things like this, it’s better if they’re set up with the maximum security
to start with, and then people build down from there. So, I would hope
that [it] would be on automatically, and then I would be able to turn it
off if I wanted to.” (P08)

3.5.4 (Un)Awareness of the Medical Situation

In designing to facilitate learning self-care ideas from peers, we assumed that
individuals were aware of their situation. For the sake of argument, by awareness of
the medical situation, we mean knowing one’s diagnosis(es) and symptoms and their
relation to one’s treatments. Nevertheless, our assumption does not hold up insofar
as it is not uncommon for individuals not to know what their medicaments are for.
Thus, the present theme intends to illustrate the (un)awareness that individuals
with CVD have of their medical situation, especially from the clinicians’ point of
view. This theme also refers to the possible implications of the medical situation’s
unawareness.

First, clinicians linked the unawareness of the medical situation to the difficulty in
distinguishing the actual cause of cardiovascular disease, considering that one single
term often groups together a number of heart abnormalities.

“The patient has to say [for] themselves: I have coronary artery disease.
So I think for some patients, it might be difficult. Coronary artery disease
might be [because they] have had a myocardial infarction. . . . But also
[if they] have only pain in the chest while exercising, that’s called stable
angina, [and] that’s also coronary artery disease. So, I think it might be a
bit difficult for patients to say for themselves what their condition is. I
just wonder how patients know they have the correct info.” (C01)

During the session, C01 insisted on the correctness of the information as his primary
concern. He maintained that the correctness would also be compromised by not
knowing the purpose of treatments. In a context where comorbidities are common in
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individuals with CVD, C01 and C03, as shown below, pointed out that the individual
often did not know what they were taking their medication for.

“People might have six or seven conditions, and it might be difficult for
them to know . . . which medication is for which disease.” (C01)

“In my experience, a lot of patients don’t know why they’re taking all
their medication. They don’t know which one is for blood clotting and
which one is for elevated blood pressure. So, they just take all the pills
and say, yes, [it has] something [to do] with my heart.” (C03)

Participants also echoed this difficulty in specifying what purpose the medication
served. In this regard, some suggested that the application should tell them (e.g.,
“[If the application] explains to me what it’s used for, then that would be great. . . . If
you put on the medicine, it tells you: . . . you are taking this for this” —P02), and
another narrated that, were it not for asking them if she needed to take even more of
the same medication, her healthcare providers would have over-prescribed it.

“I don’t want to have three different doctors all prescribing me the same
medication. And it wasn’t till I said, do I really have to take more of
them? . . . They realized that I was just taking [it] three times. I have all
the medication that I don’t know who prescribed it for me. Somebody
said, you need to take that, and people ask me why I’m taking it, and I
genuinely don’t know. So, it would be somewhere I could collect that
information and know why I am having this.” (P08)

Having explained the medical situation’s unawareness, we now list its possible
implications, although not exhaustively. The first pertains, as already mentioned, to
the correctness of the information. Here, C01 called for our design to involve clinicians
in checking the information shared and, above all, to see this as an opportunity to
raise the individual’s awareness of their situation.

“Maybe if you can come up with something that can be checked by
a physician or [that] the patient can say, well, I’ll show this to my
physician, and they can say if it’s correct. . . . It’s sort of like, why [did]
you prescribe the medication? And is it [correct] the disease I filled in? . . .
Otherwise, they [would be] walking around with incorrect information
and then advising other patients with incorrect things. . . . So I see it
as an opportunity [for] our patients to learn what they have and what
medication they take for what disease.” (C01)

The second implication concerns treatment evaluations. Since physicians prescribe
medicaments less for ailments than to prevent the worsening of heart disease, it will
not be easy for individuals to assess the effectiveness of their therapies. Perhaps
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ignorance of this distinction in the medicament’s purpose would help explain
individuals’ tendency to complain about side effects.

“[Let’s take] as an example the aspirin. Often, we [don’t] give medications
for complaints but to prevent them from getting a myocardial infarction
or worsening their heart disease. So, I think it might be pretty difficult
for patients to say if it works or not. [If] a patient has had a myocardial
infarction once, they will get aspirin lifelong.” (C01)

“I’m a bit struggling with the philosophical part of things. [On the one
hand,] you don’t feel the benefits. I mean, who’s happy about not dying
yesterday? We take it for granted. [On the other hand,] we do feel the
disadvantages of statin. So, this discrepancy makes people on themselves
have a tendency to blow up the disadvantages. . . . Patients, idealistically,
should speak our language. [For example,] I took two pills of Aspirin, so
I’m happy I didn’t run into a ward with my cardiac disease. I didn’t die; I
didn’t get infarction, [and] I didn’t get a stroke. So, that’s the discrepancy
in patients’ communication.” (C02)

3.5.5 Keeping Life as Normal as Possible

Earlier in this chapter, we raised the question of what individuals with CVD want to
learn from their peers about self-care. In the present theme, we seek to answer this
question by reporting what matters participants were interested in and what drove
their interest. We will also refer to clinicians’ considerations and the extent to which
our design was seen as conducive to gaining new insights into self-care.

To answer the question that motivates this theme, we have to start by saying that,
in describing their considerations in choosing peers, we already anticipated that
participants were seeking to fit their conditions into the life they wanted to lead. We
now add that this quest seems to be a way of constructing a new normal (Genuis
and Bronstein, 2017). At least, this is what excerpts such as the following show.

“It’s despite the condition, despite the tablets, despite the defibrillator,
I’m trying to make things as normal as possible. . . . Even with the
condition, one of the ways of approaching it, or maybe even the best way
of approaching it, is to try and introduce a degree of normality. . . . It’s
just the case of what you find gets you to that place. If you used to do a
little bit of, I don’t know, yoga or journal writing, . . . carrying on that,
with a bit of emphasis on the condition would be useful. But I probably
don’t ride as far or as fast as I used to on the bike. But I still ride, and it
still makes me feel there’s a degree of normality.” (P01)
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Therefore, this aspiration to keep life as normal as possible helps us elucidate what
individuals with CVD want to learn about self-care from their peers, especially when
the most useful suggestions for fulfilling their aspiration perhaps come from the
fellow sufferers who are the most similar to them in terms of lifestyle.

“You have to find ways to fit [things] into your life in a different way. You
know, I used to go swimming and do yoga three times a week, [and] I
can’t do that anymore. So, what can I do instead? And the only people
who’ve been able to tell me that are other people who have rheumatoid
arthritis [comorbid condition of the participant].” (P08)

“It would be quite nice to talk to somebody who has those same kinds
of barriers, because they are barriers, massive barriers to what you can
do and what you can’t do. And I suppose kind of saying to them, what
do you do? How do you get around that? How do you do anything
differently? Someone might say, well, I do clay or something. How do
you get around that? I think that’s quite important, and you don’t realize
how much it impacts your life when you get it.” (P10)

Certainly, not all participants’ interest was confined to learning “small, practical
changes.” A few were enthusiastic about discovering therapies to treat their conditions
better. Still, we believe that the interest in learning ideas about medication would
be inversely proportional to the individual’s perceived control over their medical
situation. Thus, the individual would be interested in discovering medicines not out
of curiosity but of necessity.

“There’ll be other people who . . . want to be able to go on there and
say, ‘oh God, I have these palpitations. I’ve tried Ramipril. I’ve tried this.
Nothing is happening; nothing is working. Has anybody else got any
ideas about what I can do?’ And, at some point, I might do that. That’s
not something I would ever access unless I needed to. . . . So, I would
use it if I’d got something I was really worried about, and I wanted to
kind of talk about it with people. But I wouldn’t access it just as a matter
of course, just to kind of see what’s out there, see whether anybody’s
using anything different.” (P10)

The lack of interest in this respect could also be explained by the participants’ well-
founded trust in medical professionals. Specifically, they were reluctant to consider
therapies they could learn from their peers, as they claimed that their cardiologists
knew how to treat their disease.

“I wouldn’t be too confident in saying to my cardiologist stuff I saw online
from this app or this chat group. I might ask him what he thinks; I don’t
know if it would be something I would say, have you tried this? Or have
you heard about it? Or do you think we should be doing this? Normally
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because I’ve had pretty good advice from him for the last 15 years. He
says, this is what we’re doing, and I say, great, you’re the expert; I’m
just a patient. So, I don’t know if I would create some odd conversations
between me and the cardiologist.” (P01)

As for the extent to which our design was seen as conducive to learning self-care
ideas, participants underscored the fact that the design addressed the whole self
and suggested ways to regain control over their lives.

“From sort of the mental health and emotional support standpoint, it’s
about how to still feel like you. You lose a lot of control, so I think having
apps like this give[s] you some control back over your life. . . . It does
get [the] point where I’m no longer in control of anything in my life
anymore. So, being able to find ways to get that back is huge.” (P08)

“I think it’s quite good that you could see what other people were doing
and if it was helping them. It wasn’t just focusing on the physical. It’s
focusing on the emotional and mental as well. So, how it was helping
people mentally? If the activity was helping. If not, there were other
activities that it was suggesting, like dancing, and walking and stretching.
So, it was all fun and different things you could do to help yourself. So,
it was quite good. That information would be helpful to me.” (P09)

Additionally, participants were positive, as shown below, about the aggregate-level
report of treatments since, on a single page, they could find out what their peers
were doing in their situations, which, in turn, could help them in theirs.

“I think it’s very great that you can see, okay, this [is] for swelling feet,
and there’s a prescription drug that you can ask your doctor about, and
you can see how it helped everyone else. [Also,] what you can do to get
your brain together, to get your mood swings right; [and] what type of
exercises you can do. I think it’s great because you can go into everything
and check the people’s comments and how it helped them and what
they did, and what it did for them. So yeah, I think it’s quite great.” (P02)

However, a clinician stressed that it was necessary to point out that the information
this aggregate-level report presented was not necessarily evidence-based and did
not, in all cases, correspond to physicians’ prescriptions.

“In this [app], there’s input from peers, [for example, saying that] to
treat high blood pressure, they take vitamin D. This might suggest that
you don’t need medication for blood pressure, that you can just take
vitamin D, and everything is okay. Is all this information evidence-based?
Or is there a notification that there’s no evidence for it, that someone
suggested that it’s good to take the vitamin D? . . . I think it’s important
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that you show that it’s not prescribed and that there’s no evidence it’s
the right therapy to treat something like elevated blood pressure.” (C03)

At this point, the feedback from participants and clinicians on the mechanism we
devised to keep the latter in the loop is worth mentioning (see Figure 3.3c). They
both elaborated on the imperative need to validate with health professionals the
appropriateness of any self-care idea before trying anything. In particular, clinicians
stressed how important it was to warn individuals not to do too much on their own.
Participants also echoed this warning in that self-care ideas from peers should not
be seen as an alternative to medical advice but as something that would eventually
supplement it.

“I think that’s a very important step because, for instance, not for every
patient with heart disease, it’s good to go cycling. So, they cannot always
estimate [for] themselves if it’s safe. So, I think that’s a very important
step. Just saying, well, it might be interesting for you, but ask your
physician first before doing something.” (C01)

“I do like that’s got this disclaimer about if you change the treatment,
and you want to go on a different treatment, talk to your doctor. . . . I
wouldn’t want them [peers] to use an app and think that’s an alternative
to medical advice because it’s not. It’s just an additional tool you can use
to help yourself, I think. So, I thought that that was quite helpful.” (P09)

3.6 Discussion

Here, we examine the main takeaways from the present research study and the
implications for designing to facilitate locating peers and learning self-care ideas from
them in online health communities. We limited ourselves to recruiting individuals
with CVD and clinicians with experience treating this group of heart or blood vessel
conditions. Still, the implications discussed below are arguably transferable to design
for other communities.

3.6.1 From the Preponderance of Lifestyle to the Little Relevance of
Demographics: Making Sense of Considerations in Locating
Peers

The present research study revealed the preponderance that individuals with CVD
attach to lifestyle when locating and choosing peers. In contrast, our findings showed
little relevance of demographics in this same regard. As expected, we found that the
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clinical profile was important, albeit with nuances in terms of its meaning for peer
interaction.

Our findings seemingly contradict those of prior works. In the context of peer
mentoring programs in online health communities, Hartzler et al. (2016a) report that
mentees sought their mentors to be same-gender contemporaries. Fang and Zhu’s
(2022) work adds further evidence of the relevance of demographics. Namely, theirs
informs that support-seekers and support providers saw age as crucial for optimal
matching due to generational matters.

A common denominator in Fang and Zhu (2022) and Hartzler et al. (2016a) is the
predefined roles in peer interactions. In both of these works, it was clear what
the roles were, and so were the expectations. That said, our findings regarding
considerations that individuals with CVD have in locating and choosing peers are to
be framed within a context of exploratory search, where the seeker is unclear about
what they are looking for, let alone what they expect to achieve (see Wildemuth and
Freund, 2012). Hence, unlike mentor-mentee or seeker-provider relationships, we
argue that roles are non-existent or, at best, ill-defined in exploratory peer search
(Levonian et al., 2025).

Although the context of our research study informs how to interpret the findings
and, incidentally, dissuades us from assuming that there is mixed evidence about
the importance of demographics, it does not explain why participants felt that peers’
age and gender were of little relevance.

In this study, individuals with CVD rated the demographic profile as not at all
important, as they were uncertain how heart or blood vessel conditions were related
to age or gender. To illustrate, one participant argued that demographics were only
relevant when it came to locating menopausal women. It is worth mentioning here
that comorbidities could have influenced participants’ ratings. For example, another
participant discounted female peers since he thought diabetes could be sex-linked.

We now move on to discussing the findings on the clinical profile. Not surprisingly,
there was participant consensus on the importance of diagnoses, symptoms, and
treatments, as we tasked them with locating others in a health situation similar to
their own as part of the prototype evaluation. Where we found nuance, though, was
in what the clinical profile meant for peer interactions. Specifically, participants were
reluctant to have everything in the community revolve around medical issues, as
they might be distressed to learn how their situation could worsen from the lived
experiences of peers. This allows us to draw a parallel with what Nunes et al. (2015)
found about the duality of awareness-raising. On the one hand, it could enhance
one’s understanding of illness and coping skills. On the other hand, it could have
detrimental effects, such as feeling anxious or thinking that an adverse health event
could happen to oneself, too.
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We also found that participants sought perspectives on the adjustments they could
make to fit their condition into the life they wanted to lead. Arguably, this quest
helps explain lifestyle’s role in locating peers. More specifically, it appears that the
more similar one is to their peers in terms of activity level and habits, the more
helpful the perspectives they offer will be. Yet, preference for lifestyle in the context
of peer support interventions is not unknown (see Levonian et al., 2025). Indeed,
matching peers with similar lifestyles contributes to greater perceived usefulness
of the support they provide to each other (see Hartzler and Pratt, 2011). To our
knowledge, what was little known was the presumable role of lifestyle in locating
peers.

Design Implications. We recommend matching peers by leveraging attributes that
describe individuals’ lifestyles, such as their activity level on a typical day and
smoking status. Given the variability in the value individuals place on characteristics
when locating and choosing peers, our second recommendation is to allow the
individual to adapt the matchmaking, or peer recommendations, to their needs and
wishes, flexibility that other authors have already advocated (e.g., Fang and Zhu,
2022; Hartzler et al., 2016a).

3.6.2 Design for Peer Recommendations

Participants were enthusiastic about the design for peer recommendations proposed
in this chapter. In short, they emphasized that the design enabled them to narrow
down the list of peers to a few like-minded people with little effort. Nevertheless,
there is room for improvement in the presentation of recommendations, such that
individual recommendations are intelligible and the whole set transparent.

Because the design asked them about the importance of their peers being like them
in terms of demographics, lifestyle, and clinical profile, participants maintained that
there was genuine interest in their preferences. These perspectives on exercising
control in peer recommendations reinforce the recommender system literature in
that user control and satisfaction move in tandem (He et al., 2016). Yet the fact that
the recommender system provides control mechanisms could carry adverse effects:
the more fine-grained the control, the higher the cognitive load (see Andjelkovic
et al., 2016). Hence, how much control to provide to users without demanding a
great deal of effort is a question that researchers and practitioners should address in
designing interactive recommender systems.

In this study, engaging with the control mechanisms and thus expressing their
notion of likeness was straightforward for participants. We believe this is due to
grouping the various attributes —by which to match peers to each other— into
three profiles and asking, using a Likert-type scale, the importance of each profile in
locating peers. Certainly, our hypothesis should be further tested with the help of
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standard assessment instruments, such as the NASA-TLX (Task Load Index) (Hart
and Staveland, 1988).

Design Implications. We recommend asking users to rate the importance of groups
of attributes rather than individual characteristics when matching them to each other.
This involves grouping attributes such as age and gender into demographics, diseases,
symptoms, and treatments into clinical profiles, and activity level and smoking
status into lifestyle. Furthermore, users should be allowed to set their preferences for
each group of attributes using a Likert-type scale. Figure 3.2a illustrates our design
recommendations.

As for the presentation of outcomes or, interchangeably, recommendations, we found
that the peer’s primary condition on the list of recommendations was misleading in
that if it bore no relation to the participant’s illness(es), they discounted eventually
connecting themselves to the recommended peer because there appeared to be
nothing in common between the two. To top it all off, the perceived absence of
commonality caused the impression that recommendations were randomly generated.
Furthermore, the clinicians suggested that we could not rule out the possibility of
individuals making potentially harmful inferences about their health from their
peers’ primary condition.

The next point we want to touch upon is the explainability of individual recom-
mendations. The list of common attributes was the feature that best contributed to
the understandability of each recommendation. In contrast, it caught our attention
that, despite its unintelligibility, the likeness graph (the bar chart in Figure 3.2b)
appealed to participants and, more importantly, greatly influenced their trust toward
individual recommendations. This finding further proves that individuals may prefer
a visualization they do not comprehend (Reading Turchioe et al., 2020). Indeed,
subjective preferences do not always correspond to objective comprehension of
visualizations, but they seem driven by factors such as aesthetics (Reading Turchioe
et al., 2020). In this study, one of the main reasons for endorsing the likeness graph
was that it gave the design a scientific, professional, and trustworthy look and feel.

The (lack of) transparency of the whole set of recommendations also warrants our
attention. Our findings showed that uncertainty about the sorting criteria affected
participants’ engagement with the recommendations.

Design Implications. Because the peer’s primary condition arguably does more
harm than good, we recommend removing it from the list of recommendations.
Our subsequent recommendation concerns the explainability of individual recom-
mendations. Specifically, we suggest making the list of common attributes more
prominent and exploring the potential of visual analogies to explain how similar
the individual and the recommended peer are, given that graph illiteracy is highly
prevalent (see Reading Turchioe et al., 2020). Last, we recommend quantifying and
showing, alongside the recommended peer’s (user)name, age, and gender, the degree
of matching between them and the individual, either numerically (e.g., from 1 to 10)
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or with a unidimensional scale from low to high, as this measure could help make
the whole set of recommendations transparent.

To conclude, we address the individual’s privacy. The participants’ main concern in
this regard was that any community member would become their follower, owing to
the sensitivity of personal health data.

Design Implications. We suggest a default setting where users must approve all con-
nection requests. This ensures that other community members cannot automatically
follow a user and access their personal health data. However, a user’s profile should
still be able to appear in the peer recommendations provided to the community.
In this regard, we recommend a toggle-like privacy control feature, enabled by
default, that allows users to choose whether their profile is discoverable within the
community.

3.6.3 Everyday Self-Care Strategies

Our findings showed the aspiration of individuals with CVD to lead as normal a life
as possible. In light of this, we argued that participants sought suggestions from
their peers to realize their aspirations and that the more similar they were to each
other in lifestyle, the more helpful the suggestions would be.

Often, participants drew parallels between their non-illness normal and their
breakdown of normal (Genuis and Bronstein, 2017). For example, how they used to
exercise and the fact that they could no longer do it in the same way. Discontinuities
in their daily life led participants to wonder what they could do instead or how to
do it differently. In this context, patient-expertise sharing can help the sense-maker
meet their information needs and thus construct a new normal after health-related
life disruptions (Genuis and Bronstein, 2017; Hartzler and Pratt, 2011).

It is well known that sources of patient expertise concern, to a large extent, personal
matters, such as family, work, and interpersonal relationships (Hartzler and Pratt,
2011). In this regard, participants highlighted that the design to facilitate learning self-
care ideas from peers addressed the whole self and suggested ways to regain control
over (everyday) life. Equally important was that the suggestions were presented on
one single screen, making patients’ aggregate expertise readily accessible.

In view of the above, we believe that design should attend to the everyday self-care
strategies each member can contribute to the community. Recently, Kuosmanen
et al. (2023) created a web repository of Parkinson’s disease self-care techniques
by leveraging the crowd’s wisdom. Their work offers insights into how design can
facilitate knowledge-acquisition processes in online peer support settings.

Design Implications. We propose a new entity, Everyday Self-Care Strategies,
to encompass any methods, techniques, or practices that individuals within the
community employ to manage personal health challenges in their daily lives. For
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example, community members could be asked about their approaches to staying
physically active, maintaining emotional well-being, engaging in leisure activities,
and nurturing and strengthening social connections. Kuosmanen et al.’s (2023)
categorization of self-care techniques, which includes physical activity, well-being,
leisure and hobbies, nutrition, and social interaction, can provide a framework for
gathering and organizing community input on these everyday self-care strategies.
Our subsequent recommendations pertain to the presentation of information. At
the individual level, we recommend that strategies have the same prominence as
diagnoses, symptoms, and treatments. At the community level, the aggregation of
strategies that community members have contributed and evaluated, for example,
based on their effectiveness, affordability, difficulty, and familiarity (Kuosmanen
et al., 2023), could be presented through the typical user interface of streaming
platforms, as shown in Figure 3.3a.

Symptoms and medications to treat them follow in our discussion. We found that
interest in this regard seems contingent upon the individual’s perceived control
over their medical situation. More specifically, the individual would be interested in
learning medication ideas from their peers not out of curiosity but out of necessity. In
any case, participants were reluctant to consider therapeutic medical treatments that
peers could suggest, as their cardiologists knew best how to treat their condition.

There would not be much to add in the sense that participants preferred clinician
expertise over patient expertise when it came to medications were it not for some
subtleties of meaning that caught our attention. We observed how participants
wanted to behave as good patients who recognized the clinician’s expert status. For
example, one participant remarked that he abided by his cardiologist’s instructions
because the cardiologist was the expert, whereas he was just the patient. In this
regard, Galasiński et al. (2023) describe how beliefs that patients should stay passive
and let clinicians make decisions for them exacerbate the power imbalance in the
patient-physician relationship.

Evidence-based medicine can be another source of epistemic injustice (Galasiński
et al., 2023). This approach, rooted in positivism, prioritizes evidence gathered from
quantitatively controlled trials in healthcare decision-making. However, without
due attention to individuals’ experiences, priorities, and preferences, it may risk
overlooking knowledge that only the sufferer can contribute. To illustrate, one clini-
cian questioned the design’s alleged failure to note that self-care recommendations
(see Figure 3.3a) were not necessarily evidence-based, nor did they correspond to
medical prescriptions.

Finally, we found that the clinicians’ main concern was the correctness of the infor-
mation due to the individual’s unawareness of their medical situation. Specifically,
our findings showed that individuals with CVD do not always distinguish their
condition’s etiology or know what their medications are for, perhaps due to the
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complexities of their situation, such as comorbidities. In Huh and Pratt’s (2014) work,
clinicians refer to such a lack of context in the patient’s history as misinformation.

Design Implications. We discourage making recommendations about medications
that might help the individual cope with their situation. Our findings showed how
uninterested participants were in this regard. Moreover, the richness of patient
expertise lies in the knowledge of a more personal than clinical nature (Hartzler and
Pratt, 2011). Even so, we recommend the mechanism we devised to keep clinicians in
the loop, as shown in Figure 3.3c, consisting of a high-emphasis button —with a
catchy text label such as “Can this help you?”— that triggers a dialog box inviting
discussion with healthcare providers about the appropriateness of any self-care
ideas through a discussion list.

3.6.4 Limitations

There is a duality in the fact that the prototype was low fidelity. While it could make
participants feel less constrained in expressing criticism and suggesting changes, it
could also limit the transferability of the research findings. First, the participants
in our study were unfamiliar with low-fidelity prototypes, so assistance from the
facilitator was necessary for the early activities of the prototype evaluation. This
assistance decreased as participants moved on to later activities, and their interaction
with the prototype became increasingly smooth.

Second, as we wanted the participant to reflect on their situation, we asked them to
provide us with their health data so that we could personalize the prototype before
the evaluation. Therefore, it remains to be seen what issues users might encounter
when interacting with the prototype from scratch, for example, when inputting their
demographic and lifestyle information, diagnosis(es), symptoms, treatments, and
strategies. One challenge we know they might face in earlier phases is specifying
what their medications are for.

The evaluation of the prototype warrants our attention, too. It should be expressly
noted that the findings of the present research study come from a brief online evalua-
tion. Alongside this is the source of the recommendations participants engaged with.
In this regard, we acknowledge that the findings on peer recommendations could be
influenced by our “Wizard of Oz” setup, wherein we searched PatientsLikeMe and
served the results to participants.

We recruited participants based on diagnosis, sex, and age to cover a broad spectrum
of perspectives. Nevertheless, this purposive sampling strategy has a number of
limitations. Since participants self-reported having been diagnosed with coronary
artery disease or heart failure, we cannot ascertain whether they met the eligibility
criteria. In this regard, empirical evidence suggests that Prolific’s participants score
high on honesty tests (Peer et al., 2022). Moreover, we validated consistency by asking
potential participants whether they had been diagnosed with CVD by a doctor at
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the beginning of the pre-evaluation survey. Although highly subjective, hearing
them reflect on their situation while evaluating the prototype made us believe that
participants were familiar with CVD.

Other limitations pertain to the gender and ethnicity of participants. Specifically,
none self-identified with a gender other than male or female, nor was there any
ethnicity other than white. These limitations then speak of the lack of representation
of minorities and ethnic diversity.

3.7 Conclusion

We set out to investigate how we may design to facilitate locating peers and learning
self-care ideas from them in online health communities. To this end, we built a
prototype and evaluated it with individuals suffering from CVD and clinicians with
experience treating this group of heart or blood vessel conditions. Our findings
revealed the preponderance of the lifestyle profile in locating and choosing peers.
The fact that participants sought how to fit their condition(s) into the life they wanted
to lead may help elucidate the role of lifestyle. Specifically, we argued that the more
similar individuals are to their peers in terms of habits and activity level, the more
helpful the suggestions they receive will be. However, we noted that these findings
should be understood in the context of exploratory peer search.

3.8 Reflection on Research Directions

The findings described in this chapter informed subsequent research in two primary
ways. First, our results indicate that individuals prioritize lifestyle characteristics
when locating and choosing peers. However, it remained unclear whether recom-
mending connections based on these ‘way of life’ attributes would improve the user
experience of peer recommendation systems. Consequently, Chapter 4 examines the
influence of lifestyle, alongside demographic and clinical characteristics, through
the implementation of user-controllable peer recommendations.

Second, our findings suggest that peer-shared disease management strategies can
help individuals realize their aspiration for normality. Building upon this, Chapter
5 introduces recommendations for everyday self-care and investigates whether
adapting these recommendations to each individual’s specific situation results in a
more positive user experience than non-personalized recommendations.
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4 User-Controllable Peer
Recommendations

Peer recommendation systems help users find others with similar health situa-
tions in online health communities. However, a systematic investigation of the
user experience with these systems is lacking, leaving a gap in empirical evidence
to guide user-centered design. To address this gap, we ran a within-subjects
online study (𝑁 = 39) in which participants evaluated a web application for a
simulated online health community. The application recommended potential
connections using varying levels of user control over similarity factors. We
found that allowing users to control a broad set of similarity factors —including
demographic (age, gender), clinical (conditions, symptoms, treatments), and
lifestyle (smoking status, activity level)— was associated with higher partic-
ipants’ perceptions of recommendation quality. This association was linked
to higher trust and, in turn, higher perceived effectiveness. We conclude that
peer recommendation systems may benefit from allowing users to weigh these
factors when seeking connections.
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4.1 Introduction

Locating peers in online health communities poses a significant challenge for
members. First, users often must search for or filter other members using keywords,
yet they may struggle to choose the right terms (Pang et al., 2015). Second, users
may not have a clear idea of what or whom they are looking for, which makes the
search task particularly complex (see Athukorala et al., 2016; Wildemuth and Freund,
2012).

In the face of these challenges, community members adopt several strategies. One such
method is “broadcasting,” where a user announces who they are looking for in a new
thread (Hartzler and Pratt, 2011). However, the effectiveness of broadcasting hinges
on whether those who meet the criteria notice and respond to the announcement.

Peer recommendation systems offer an alternative to traditional keyword search:
they suggest potentially relevant peers without requiring users to formulate precise
queries (Levonian et al., 2025). These social-matching systems recommend people
based on a fit measure (Guy, 2015; Levonian et al., 2025). In many online health
communities, fit is driven primarily by clinical similarity —shared conditions,
symptoms, and treatments (e.g., Jiang and Yang, 2017; Narducci et al., 2017; Zaman
and Li, 2014). Yet factors beyond clinical aspects, such as shared experiences,
personality, and interests, can also shape whether a match is fruitful (Hartzler and
Pratt, 2011; Hartzler et al., 2016a).

Prior work on peer support preferences suggests people often value matches with
same-gender contemporaries and peers who share lifestyles (Cerón-Guzmán et al.,
2025; Fang and Zhu, 2022; Hartzler et al., 2016a). Because preferences vary across
individuals and contexts, several researchers have proposed giving users control
over the generation of recommendations so they can adapt matches to their needs
(Fang and Zhu, 2022; Hartzler et al., 2016a). But the effects of such user-controllable
peer recommendations on the user experience remain unclear. We cannot assume
users will (a) know how to control recommendations effectively, (b) appreciate the
effort required, or (c) experience net benefits rather than a burden. Nor is it clear
whether broadening similarity criteria beyond clinical factors will improve the user
experience.

These gaps led us to the following research questions:

▶ How do user-controllable peer recommendations, based on demographic,
clinical, and lifestyle factors, influence the user experience?

▶ How does the user experience differ from recommendations based solely on
clinical similarity, with and without user control?

To answer these questions, we created a mobile application that mimicked key
features of online health communities and ran a within-subjects evaluation with 39
participants. Each participant used three versions of the app: (1) a non-controllable
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baseline that recommended peers based solely on clinical similarity; (2) a controllable
version that let users adjust weights on individual clinical factors; and (3) a broader
controllable version that additionally exposed demographic and lifestyle factors for
weighing.

The primary contribution of this chapter is a systematic investigation of the user
experience with peer recommendations. We show that allowing users to tailor
recommendations to their preferences —by weighing the importance of demographic,
clinical, and lifestyle factors in matchmaking— is associated with a more positive
overall user experience. Notably, when controllable factors are highly interrelated,
providing fine-grained control may reduce the benefits of user control. Based
on these findings, we offer practical design implications for user-centered peer
recommendation systems.

4.2 Background

4.2.1 Locating Patient Expertise in Online Health Communities

People who have navigated similar health situations are well-positioned to offer
advice: their direct involvement in managing personal health issues makes them
experts by experience (Castro et al., 2019). This experiential knowledge —often called
“patient expertise”— takes many forms, including coping strategies and practical
know-how (Hartzler and Pratt, 2011). Importantly, sharing patient expertise in peer
support contexts is associated with benefits such as greater understanding of illness
and enhanced coping skills (Hartzler and Pratt, 2011; Mamykina et al., 2015a; Nunes
et al., 2015; Young and Miller, 2019).

Online health communities are a prominent setting for exchanging this expertise
(Huh and Ackerman, 2012). As these communities grow and diversify, however,
locating supportive peers becomes harder. Forging fruitful connections often requires
multiple interactions because not every piece of advice matches an individual’s
specific needs (Hartzler et al., 2016a; Levonian et al., 2025). Current mechanisms
for finding comparable peers primarily rely on keyword search, which has two
significant limitations. First, users may not know the right keywords to express their
needs, perhaps due to limited medical literacy (Pang et al., 2015). Second, users may
be unsure what or whom they are looking for, making it challenging to translate an
information need into effective queries (see Athukorala et al., 2016; Wildemuth and
Freund, 2012).

Work to help people locate peers in online health communities generally follows two
approaches (Gatos et al., 2021). One enriches user profiles by surfacing interests and
expertise inferred from community posts (e.g., Hartzler et al., 2016b), but this still
requires users to translate needs into queries. The other uses algorithmic matching
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to recommend potentially relevant peers. Our research aligns with this latter line. In
what follows, we review people’s considerations about algorithmic peer matching,
highlight limitations in the literature, and identify the gap this chapter addresses.

4.2.2 Designing for Algorithmic Peer Matching

A growing body of work offers design-relevant insight into algorithmic peer matching.
For example, Hartzler et al. (2016a) examined which profile elements cancer patients
and informal caregivers valued when choosing peer mentors. They found that sample
messages from mentor candidates were most useful —these messages revealed
personality traits on which to judge mentor-mentee affinity— while demographics
ranked second. Because what matters varies by person, Hartzler et al. recommend
designing flexible peer-matching systems that let users set preferences for different
matching criteria.

Fang and Zhu (2022) explored algorithmic matching in online mental health commu-
nities, where matchmaking is often rudimentary (e.g., first-come, first-served). They
report that users prefer matches that account for their own demographic attributes
and those of peers. Since individuals’ preferences are neither uniform nor immutable,
Fang and Zhu recommend allowing users to set and adjust their preferences when
choosing peer support providers.

Work with cardiovascular patients reveals a different pattern: these individuals
placed less weight on demographic and more on clinical and lifestyle similarities.
Cerón-Guzmán et al. (2025) offer three explanations. First, participants were unsure
whether cardiovascular disease was linked to age or sex. Second, the context of
peer matching may play a role. In the studies by Fang and Zhu (2022) and Hartzler
et al. (2016a), roles were explicit (mentor/mentee or support seeker/provider). In
contrast, Cerón-Guzmán et al. framed their research in the context of exploratory
peer search, in which seekers may not know what or whom they seek, and roles are
either non-existent or ill-defined. Third, people often want advice that helps them fit
their health condition(s) into the life they want to lead; thus, lifestyle similarity (e.g.,
in terms of habits and activity levels) can make peer advice more relevant.

These works guided how we operationalized user similarity in our peer recom-
mendation system. We used seven attributes grouped into three categories to
facilitate user control: demographic, clinical, and lifestyle (Cerón-Guzmán et al.,
2025). Demographic attributes are observable personal characteristics such as age
and gender; prior work shows age- and gender-matching can influence engagement
and perceived fit (e.g., Fang and Zhu, 2022; Saksono et al., 2023). In our study, a
person’s demographic profile comprised age and gender. Clinical attributes capture
diagnoses, symptoms, and treatments; when individuals perceive comparable health
experiences, they tend to be more receptive to peer advice (Wang et al., 2008, as
cited in Hartzler et al., 2016a). Lifestyle attributes describe a person’s way of life;
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similar lifestyles can make peer support feel more applicable (Dunn et al., 1999,
as cited in Hartzler and Pratt, 2011). We used activity level and smoking status to
represent lifestyle, as users are likely to share these attributes with peers in online
health communities (Bussone et al., 2020; Cerón-Guzmán et al., 2022).

Few HCI studies have implemented and formally evaluated functional peer matching
systems. In fact, the literature reporting on the effects of such systems in online health
communities remains sparse (De Croon et al., 2021). An exception is Levonian et al.
(2025), who ran a 12-week field study in which participants received weekly peer
recommendations by email: participants clicked about 5% of recommendations and
periodically revisited the recommended peer’s blog to follow their health trajectories.
While this study documents behavioral engagement with recommendations, it does
not examine the user experience of the recommendations themselves.

Taken together, these gaps motivate our work. We still lack systematic, user-centered
evidence about how different matching algorithms and varying levels of user control
affect the user experience. Consequently, designers risk building systems that do not
resonate with users. To address this gap, we built a functional peer recommendation
system and evaluated it with 39 participants from a user-centered perspective. Below,
we describe the framework that grounded our evaluation.

4.2.3 User-Centered Evaluation of Recommendation Systems

User-centered evaluations of recommendation systems in contexts beyond online
health communities, such as music recommendations, have highlighted the influence
of various design elements on user experience. For example, it is well known that
greater user control leads to greater user satisfaction (He et al., 2016). However,
with the sophistication of user control comes an increased cognitive load (Jin et al.,
2018). Therefore, designers of interactive recommender systems need to find a way
to resolve this trade-off between user control and ease of use.

Users trust recommendations they understand (Knĳnenburg and Willemsen, 2015).
However, explaining the rationale behind each recommendation can lead to infor-
mation overload. Therefore, users should be allowed to choose whether or not to
see the explanations (Millecamp et al., 2019). Although personalized explanations
may be more appealing, generic explanations seem more effective in achieving their
purpose (Knĳnenburg and Willemsen, 2015).

Crucially, a direct causal link between objective system aspects (OSAs) and user
experience (EXP) is not always present (Knĳnenburg et al., 2012). For clarity, OSAs
are the aspects of the system under evaluation, such as algorithms, interaction
mechanisms (e.g., user feedback), and presentation mechanisms (e.g., UI layout
of recommendations). The experimental conditions of our study represent these
OSAs. User perceptions of OSAs are called subjective system aspects (SSAs). In
this work, SSAs are operationalized through constructs such as perceived quality,
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perceived diversity, and perceived understandability. The multifaceted EXP is, in
turn, operationalized by perceived system effectiveness and perceived trust. These
five constructs (three SSAs and two EXP measures) are commonly used in the
HCI literature on recommendation systems (e.g., Jin et al., 2018; Knĳnenburg et al.,
2012; Pu et al., 2011). This chapter follows Knĳnenburg et al.’s notation in their
user-centered evaluation framework (Knĳnenburg et al., 2012).

Subjective system aspects (SSAs) often mediate the effect of objective system aspects
(OSAs) on user experience (EXP) (Knĳnenburg and Willemsen, 2015). For example,
an algorithm (an OSA) can enhance user satisfaction by providing recommendations
that are perceived as more accurate or diverse (SSAs). Thus, the subjective aspects
help explain how and why the objective aspects influence the user experience
(𝑂𝑆𝐴 → 𝑆𝑆𝐴 → 𝐸𝑋𝑃). Knĳnenburg et al. (2012) proposed this in their framework,
and we applied it to examine the user experience with peer recommendations in
online health communities.

4.3 Peer Recommendation System

This section discusses our design of a peer recommendation system to address
the research questions. We explain how users interact with the system and what
information they see. Then, we describe our algorithm for calculating the similarity
between community members’ demographic, clinical, and lifestyle factors.

4.3.1 User Interface and Interaction Flow

First, the app does not make any recommendations. Instead, it asks users to set their
preferences using a Likert-type scale. If the app offers recommendations based on
clinical similarity, users weigh how important it is that their peers are like them in
terms of conditions, symptoms, and treatments. Or, if the app considers demographic,
clinical, and lifestyle factors to generate recommendations, users rate the importance
of each factor in finding similar individuals.

The app then shows the five peers with the highest similarity score (see Figure 4.1a).
Below the list of recommendations, a button allows users to load the next five most
similar peers. This may be repeated until 20 recommendations have been loaded. A
button above the list of recommendations allows users to adjust their preferences.
By clicking on it, they can update the importance of each matching criterion (see
Figure 4.1b). If the app does not allow user control, the “Adjust preferences” button
is disabled, and equal importance is assigned to all matching criteria.

The explanation of each recommendation uses a combination of text and visualization.
It includes a score out of ten and a similarity category. Previous research suggests
that individuals comprehend scores on a scale of one to ten (Garcia-Retamero and
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(a) (b)

Figure 4.1 : User interface of peer recommendations. (a) The app screen after the user has set their
preferences, and where the explanation of the first recommendation is expanded. (b) Adjustment of
preferences for generating recommendations. The purple-filled button near the upper right corner in
Figure 4.1a triggers this screen.

Cokely, 2017, as cited in Reading Turchioe et al., 2020). To facilitate understanding of
the score, we categorize it as low (less than four), moderate (four to seven), or high
(eight or more). We also show the similarity category next to the peer’s username,
age, and gender. This might increase the transparency of all recommendations
(Cerón-Guzmán et al., 2025). Finally, we list the attributes common to the user and
the recommended peer.

Number line graphs help better comprehend longitudinal changes in patient-reported
outcomes compared to text-only visualizations (Reading Turchioe et al., 2020).
Drawing on this insight, we improved the explanation with a number line. Thus, it
includes a linear scale with colored categories and a single numerical point. Figure
4.1a shows the expanded explanation of the first recommendation.

4.3.2 Recommendation Algorithm

We used word embeddings to compute the similarity between individuals in terms
of conditions, symptoms, and treatments. Word embeddings are low-dimensional
machine-readable representations that encode semantic meaning and relationships
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between words (Goldberg, 2017; Kalyan et al., 2022). Of particular note is that words
of similar meaning often have nearly identical embeddings. Hence, one can draw
analogies. For example, man is to the king as woman is to the queen; or, in vector
mathematics, 𝑥king − 𝑥man + 𝑥woman ≈ 𝑥queen (Mikolov et al., 2013b). Here, 𝑥𝑖 denotes
the embedding of the word 𝑖.

The meaning of a single word can vary depending on the context. However, early
word embedding techniques, such as “word2vec” (Mikolov et al., 2013a), were
context-insensitive and thus could not resolve polysemy (Kalyan et al., 2022). More
recent and advanced techniques are built on self-attention (Vaswani et al., 2017) to
capture long-range dependencies and relationships between words. Among them is
PubMedBERT, a large language model trained from scratch on millions of PubMed
abstracts and full articles (Gu et al., 2021). PubMedBERT has pushed the state of the
art in several biomedical applications (Gu et al., 2021).

In this work, we used PubMedBERT’s 768-dimensional pooled outputs as word
embeddings to measure clinical similarity between individuals. More specifically, we
generated embeddings for each condition, symptom, and treatment and calculated
the cosine of the angle between each pair of same-type embeddings.

It should be noted that we calculated the similarities between a pair of individuals’
conditions, symptoms, and treatments separately and then combined them linearly.
Formally,

clinsim(𝑝, 𝑝′) =
𝑤cond · condsim(𝑝, 𝑝′) + 𝑤symp · sympsim(𝑝, 𝑝′) + 𝑤treat · treatsim(𝑝, 𝑝′)

𝑤cond + 𝑤symp + 𝑤treat

If the app offers user control and generates recommendations based solely on clinical
similarity, how much each score contributes to the overall similarity is up to the
individual. 𝑤cond, 𝑤symp, and 𝑤treat take values between 0 (not at all important) and
4 (extremely important). Otherwise, the weights are all given the exact value of 1.
Individual scores are calculated as follows:

𝑥sim(𝑝, 𝑝′) = 1
𝑚 × 𝑛

𝑚∑
𝑖=1

𝑛∑
𝑗=1

cos
(
®𝑝𝑥𝑖 , ®𝑝 ′

𝑥 𝑗

)
For 𝑥 ∈ {cond, symp, treat}, the similarity 𝑥sim between user 𝑝 and user 𝑝′ is
calculated as the arithmetic mean of all cosine similarities obtained by comparing
each vector from 𝑝 with each corresponding vector from 𝑝′. The subscript 𝑥𝑖 in ®𝑝𝑥𝑖
refers to the i-th condition, symptom, or treatment —depending on 𝑥— associated
with user 𝑝. The vector ®𝑝𝑥𝑖 represents the embedding of that particular condition,
symptom, or treatment.
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If the app considers demographic, clinical, and lifestyle factors in generating rec-
ommendations, the overall similarity between two individuals is calculated as
follows:

overallsim(𝑝, 𝑝′) = 𝑤demo · demosim(𝑝, 𝑝′) + 𝑤clin · clinsim(𝑝, 𝑝′) + 𝑤life · lifesim(𝑝, 𝑝′)
𝑤demo + 𝑤clin + 𝑤life

𝑤demo, 𝑤clin, and 𝑤life are weights assigned by the user. Demographic similarity
considers the individual’s age and gender; lifestyle similarity accounts for their
smoking status (i.e., smoker or non-smoker) and activity level (i.e., sedentary or
lightly, moderately, or very active). All attributes except age are categorical. Thus, a
score of 1 is assigned to identical genders, smoking statuses, or activity levels between
two individuals; otherwise, the score will be 0. The age similarity is calculated as
follows:

agesim(𝑝age , 𝑝
′
age) = 1 −

∥𝑝age − 𝑝 ′
age∥

max(𝑝age , 𝑝
′
age)

4.4 Methods

The local Ethical Review Board of the Department of Industrial Design at the
Eindhoven University of Technology approved the research study presented herein
(reference code: ERB2024ID115). All participants provided informed consent and
were compensated 30 GBP each for their time.

4.4.1 Experimental Design

We conducted a user study to understand individuals’ subjective experiences with
peer recommendations. The study followed a repeated measures design, in which
participants interacted with three versions of a recommendation system, each
representing an experimental condition. The first version (“BASE”) served as a
baseline, recommending peers based solely on clinical similarity. The second version
(“BASE_CONT”) extended the baseline by allowing users to rate the importance of
conditions, symptoms, and treatments in generating recommendations. The third
version (“HETG_CONT”) provided user control and generated recommendations
based on demographic, clinical, and lifestyle factors.
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4.4.2 Participants

We purposively recruited a sample of individuals with cardiovascular disease via
the Prolific participant pool. We included English-speaking adults with a self-
reported diagnosis of coronary artery disease or heart failure, two prevalent forms
of cardiovascular disease (Tsao et al., 2023). To ensure a diverse sample, participants
were recruited based on sex, age range, and specific diagnosis.

An a priori power analysis for a repeated-measures ANOVA (within-subjects) was
performed using G*Power (Faul et al., 2007; Prajapati et al., 2010) to estimate sample
size. Based on an alpha of .05 (𝛼 = .05), 80% power (1 − 𝛽 = 0.8), a medium effect
size (Cohen’s 𝑓 = 0.25), three measurements (the three system versions), an assumed
correlation among repeated measures of 0.3, and nonsphericity correction (𝜖) of
1, a minimum of 38 participants was required. We note that this calculation was
intended solely to guide recruitment and does not serve as a formal power analysis
for structural equation modeling (see Limitations).

4.4.3 Community Dataset

We utilized the dataset from the survey study described in Chapter 5 to simulate a
community. The study surveyed 25 individuals about their daily self-care strategies
for managing their illness(es). They reported details on their conditions, symptoms,
and treatments, as well as demographic and lifestyle information, including gender,
age, smoking status, and activity level.

Participants in the survey study were recruited through Prolific and met the eligibility
criteria detailed in Section 4.4.2. The sample consisted of 13 females and 12 males,
with an average age of 60.5 years (𝑆𝐷 = 8.6). All participants provided informed
consent. Notably, these individuals were excluded from the user study described in
this chapter.

We used the collected data, excluding the self-care strategies, to simulate user
profiles and generate peer recommendations. Although the simulated community
consisted of 25 members, the app recommended connections with up to 20 of them,
as explained in Section 4.3.1.

4.4.4 Research Apparatus

We developed a mobile app that mimicked salient features of online health commu-
nities.‗ The web-deployed app, built upon React Native (reactnative.dev, accessed

‗ The app’s source code and statistical data analyses are available at github.com/jacerong-phd/peer-
recommendations.

https://reactnative.dev/
https://github.com/jacerong-phd/peer-recommendations
https://github.com/jacerong-phd/peer-recommendations
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on 27 May 2025), consumed a REST API to retrieve user data and provide peer
recommendations.

The app comprised three main screens. The home screen displayed a typical feed to
keep users updated with other community members’ activities or updates.

The user profile screen showed demographic information, such as gender identity
and age, and lifestyle information, including activity level, smoking status, and
personal and health interests. Diagnosed conditions, experienced symptoms, and
prescribed treatments complemented the user profile. This screen also showed the
user’s location and number of connections. The individual could send a connect
request to the user they were visiting.

The Connect screen presented peer recommendations. When user control was
enabled, the app made no recommendations at first. Instead, it asked users to
set the importance of the matching criteria. Only then did the app provide peer
recommendations ranked by similarity, with on-demand explanations available.
Figure 4.1a depicts the Connect screen.

4.4.5 Procedure

We recruited potential participants from Prolific, inviting them to test a new mobile
app. From Prolific, they were directed to an online survey where we informed them
of the study and obtained their consent. We then double-checked a pre-screening
question: whether they had a diagnosis of coronary artery disease or heart failure.
Participants whose responses did not match their prescreening responses were
excluded. Those who confirmed the diagnosis were then asked to provide their
gender, age, and details about their conditions, symptoms, treatments, and lifestyle.
We used these data to create user profiles within the simulated community. Finally,
participants selected a convenient time slot for a one-on-one online usability test.

Participants joined the usability testing sessions via Microsoft Teams, all of which
were facilitated by the doctoral candidate. At the beginning of each session, we
informed them that they would be using an app for an online health community
and providing feedback. They were told that this process would involve completing
short surveys. Participants were then asked to evaluate a treatment they had listed
in the survey. This activity served as a hands-on tutorial to help them familiarize
themselves with the app.

After the tutorial, the participants were asked to send connection requests to eight
community members of their choice. Upon completion, they filled out a survey
to collect feedback on the app’s peer recommendation feature. We repeated the
same procedure twice so that participants interacted with the two user-controllable
versions and the baseline. We randomized the sequence in which participants were
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presented with the app versions to counteract potential order effects. Section 4.9
(Appendix) describes the user tasks.

4.4.6 Measurements

We used constructs adapted to the context to gauge how user-controllable peer
recommendations influenced participant perceptions. Specifically, we collected
feedback on perceived recommendation quality, perceived recommendation diversity,
perceived recommendation understandability, perceived system effectiveness, and
perceived trust (Knĳnenburg et al., 2012; Pu et al., 2011). There were 17 questionnaire
items measured on a five-point Likert scale from “strongly disagree” to “strongly
agree”. Table 4.1 lists the items of each construct.

4.5 Results

4.5.1 Participant Characteristics

A total of 39 individuals participated in the user study. The participants were evenly
distributed by gender: 20 males and 19 females. Their age ranged from 37 to 78 years
(𝑀 = 57.6, 𝑆𝐷 = 10.4). They were from the United Kingdom (20), the United States
(14), South Africa (4), and Portugal (1). Their educational background varied, with 24
holding a higher education degree and 15 having a high school diploma or less.

4.5.2 Structural Equation Modeling

We conducted structural equation modeling (SEM) to provide a holistic account of
the user experience. Unlike traditional mean-comparison tests (e.g., ANOVA), SEM
treats latent constructs as components of a cohesive system rather than independent
outcomes; it allows us to examine inter-construct relationships (including mediated
paths) while accounting for measurement error. Our analysis proceeded in two
steps: first, we assessed the convergent validity and empirical distinctiveness of
each construct using confirmatory factor analysis (CFA); and second, we fitted
the experimental conditions and resulting constructs into a structural model to
investigate multivariate relationships.

For clarity, the questionnaire items listed in Table 4.1 are referred to as observed
variables or indicators in SEM terminology. These indicators measure underlying
constructs, also known as latent variables or factors.
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Measurement Model

Through CFA, we evaluated the reflective measurement model—that is, the relation-
ships between latent constructs and their respective indicators (Hair et al., 2017).
To account for the non-independence of repeated observations, all CFA and SEM
analyses were run in lavaan (version 0.6-19; Rosseel, 2012), using robust maximum
likelihood (MLR) estimation with participant clustering. This approach addresses po-
tential non-normality of Likert-type data and produces cluster-robust standard errors
that adjust for within-participant dependence (Muthén and Muthén, 1998–2017).

To mitigate risks associated with the limited sample size, we adopted a parsimonious
modeling strategy involving stepwise CFA and indicator pruning. During data
processing, we transformed Likert responses into numerical scores from -2 (“strongly
disagree”) to 2 (“strongly agree”). Consequently, we treated the indicators as
approximately continuous (see Li, 2021).

We began by analyzing each latent variable separately to minimize the risk of
model overfitting and non-convergence. Thus, we discarded the perceived diversity
construct because one of its indicators had a standardized factor loading below 0.4,
which left the construct with two indicators. However, there should be at least three
indicators per factor (Hair et al., 2017; Knĳnenburg and Willemsen, 2015). The other
four constructs had indicators with standardized factor loadings of 0.5 or higher. In
addition, their average variance extracted (AVE) values were above 0.5, and their
composite reliability (CR) scores were greater than 0.7. The fact that the constructs
met the three criteria, namely standardized factor loadings, AVE, and CR above
the suggested thresholds, allowed us to establish their convergent validity (Cheung
et al., 2024; Hair et al., 2017; Knĳnenburg and Willemsen, 2015).

We then moved on to pairwise comparisons for discriminant validity. Specifically, for
each pair of factors, we evaluated their empirical distinctiveness using two model
comparison approaches: the constrained model and the merged construct approach
(Cheung et al., 2024; Rönkkö and Cho, 2022). In the first approach, we compared an
unconstrained two-factor model against another two-factor, yet constrained, model
in which the correlation between factors was fixed to one. In the second approach,
we compared the same unconstrained two-factor model with a single-factor model
in which the indicators of both factors were merged. The chi-square differences
between the unconstrained and constrained models and between the unconstrained
models and the models that merged two factors into one were statistically significant.
Hence, we established the discriminant validity between factors.

Finally, we defined a joint measurement model with four factors and 14 indicators,
but the model did not converge. In light of this, we inspected the modification indices,
which suggested that one indicator of perceived understandability could relate to
other factors better than to its designated factor. In particular, the indicator measured
a slightly different facet: decision-making with the information provided. This
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Table 4.1 : Confirmatory factor analysis

Construct Item Factor Loading

Perceived quality
(AVE=0.62, CR=0.86)

The app provided good recommendations. 0.894
I liked the recommendations provided by the app. 0.865
The recommended peers matched my preferences. 0.710
I did not like any of the recommended peers. 0.649

Perceived diversity
The peers that were recommended to me are diverse.
All the recommended peers were similar to each other.
The list of recommendations contained a lot of variety.

Perceived
understandability

The provided information was sufficient for me to make a
good decision.
The app explained why the peers were recommended to
me.
I understood why the peers were recommended to me.

Perceived effectiveness
(AVE=0.54, CR=0.77)

I would recommend the app to others. 0.911
I can find better peers without the help of the app. 0.511
The app is useful. 0.736

Perceived trust
(AVE=0.54, CR=0.82)

I am convinced of the peers recommended to me. 0.818
I am confident I will like the peers recommended to me. 0.716
The app made me more confident about my selection/de-
cision.

0.747

The app can be trusted. 0.637

Factor loadings are standardized. Grayed-out items, i.e., without a factor loading, were excluded from
further analyses. AVE: Average variance extracted. CR: Composite reliability.

convergence of theoretical and statistical evidence against loading the problematic
indicator onto perceived understandability strengthened our case for removing it,
even at the expense of discarding the construct, as only two indicators remained
post-removal.

Table 4.1 shows the results of the final joint measurement model with three factors.
This model converged successfully.

Structural Model

We modeled the relationships between the three constructs with each other and
with the experimental conditions in a structural model. Since there were multiple
user experience (EXP) constructs, we hypothesized that trust beliefs influenced the
perceived system effectiveness (Lankton et al., 2015).

In line with Knĳnenburg and Willemsen (2015), we initially built a saturated path
model and then iteratively pruned it from non-significant effects. We added two
dummy variables to represent the experimental conditions, with the baseline as
the reference group. The resulting structural model, shown in Figure 4.2, had an
adequate fit: 𝜒2(52) = 88.609, 𝑝 = .001, CFI = 0.948, TLI = 0.934, RMSEA = 0.078
with 90% CI = [0.049, 0.105], and SRMR = 0.056 (Hooper et al., 2008; Hu and
Bentler, 1999).
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BASE_CONT
(versus BASE)

OSA

perceived
quality

(𝑅2 = 0.026)
SSA

perceived
trust

(𝑅2 = 0.815)
EXP

perceived
effectiveness

(𝑅2 = 0.676)
EXP

HETG_CONT
(versus BASE)

OSA

0.163 (0.088)**

0.903 (0.127)*** 0.822 (0.186)***

Figure 4.2 : Structural equation model. The numbers on top of each arrow (a regression path) represent
the effect’s standardized coefficient and standard error (in parentheses). Significance levels: *** 𝑝 < .001,
** 𝑝 < .01, * 𝑝 < 0.05. 𝑅2 indicates the proportion of variance explained by the model. OSA: Objective
system aspect. SSA: Subjective system aspect. EXP: User experience.

In the model in Figure 4.2, the path coefficients are standardized. These coefficients
represent the expected change in a variable (in standard deviation units) due to a
one-standard-deviation increase in another variable; when the OSAs act as predictors,
the coefficients indicate the effect of moving from the non-controllable, baseline
condition to a user-controllable condition. The number in parentheses indicates the
standard error of the estimated coefficient, and the asterisk(s) next to the parentheses
denote the level of statistical significance.

Based on the regression paths observed for the structural model in Figure 4.2, we
explain below the subjective user experience related to peer recommendations.

Perceived Quality The left-hand side of the structural equation model in Figure
4.2 shows the direct effect of the experimental conditions on perceived quality. These
results suggest that user-controllable peer recommendations based on a wide range
of similarities were associated with a small (𝛽 = 0.163, 𝑆𝐸 = 0.088) but statistically
significant (𝑝 = .007) increase in perceived quality compared to non-controllable
recommendations based solely on clinical similarity.

When the recommendation algorithm remained unchanged between conditions,
the perceived quality for the user-controllable condition was rated slightly higher
than for the non-controllable condition (see Figure 4.3a). However, this difference in
rating was not statistically significant. Hence, a regression pathway originating from
“BASE_CONT” is absent in Figure 4.2.

Perceived Trust Perceived recommendation quality was strongly associated with
trust (𝛽 = 0.903, 𝑆𝐸 = 0.127, 𝑝 < .001). Higher perceived quality co-occurred with
higher perceived trust in the system and the recommendations.

The experimental condition did not have a direct effect on perceived trust but
was associated with trust indirectly via perceived quality. In other words, giving
users control over the importance of demographic, clinical, and lifestyle factors in
recommendation generation was associated with higher perceived trust through
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Figure 4.3 : Marginal effects of the three experimental conditions on (a) perceived quality, (b) perceived
trust, and (c) perceived effectiveness. Error bars reflect ±1 standard error.

its association with perceived quality. This standardized indirect effect is small
(𝛽 = 0.147, 𝑆𝐸 = 0.076) but statistically significant (𝑝 = .014).

Perceived Effectiveness Perceived trust was strongly associated with perceived
effectiveness (𝛽 = 0.822, 𝑆𝐸 = 0.186, 𝑝 < .001). Higher levels of trust corresponded
to higher perceived effectiveness.

There was no direct effect of perceived recommendation quality on perceived
effectiveness in the model. Instead, perceived trust was modeled as mediating that
relationship (𝛽 = 0.742, 𝑆𝐸 = 0.135, 𝑝 < .001). High-quality recommendations were
associated with greater trust, and higher trust was associated with greater perceived
effectiveness.

Finally, the total indirect effect of the experimental condition on perceived effec-
tiveness through both perceived recommendation quality and perceived trust is
small (𝛽 = 0.121, 𝑆𝐸 = 0.059, 𝑝 = .006). In the SEM, user-controllable peer recom-
mendations based on a wide range of similarities were associated with a modest
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but statistically significant increase in perceived effectiveness; this association op-
erated through the modeled chain: condition → perceived quality → trust →
perceived effectiveness.

4.5.3 Comparing Algorithms in User Control Conditions

In addition to the structural equation modeling, we conducted paired-samples
t-tests with Benjamini/Hochberg FDR correction to compare the two user control
conditions. This analysis aimed to determine whether recommendations based on
a broader range of similarities (“HETG_CONT”) were found to be more beneficial
than those based solely on clinical similarity (“BASE_CONT”).

Figure 4.3 shows that perceived quality, perceived trust, and perceived effectiveness
were consistently higher for “HETG_CONT” than for “BASE_CONT”. Nevertheless,
the only significant difference was in perceived quality. Participants reported higher
perceived recommendation quality when they could control the importance of
demographic, clinical, and lifestyle factors in recommendation generation (HETG_-
CONT: 𝑀 = 1.295, 𝑆𝐷 = 0.691) compared to when they controlled for purely clinical
aspects (BASE_CONT: 𝑀 = 1.103, 𝑆𝐷 = 0.769); 𝑡(38) = 2.379, 𝑝 = .034.

4.6 Discussion

Enabling users to tailor peer recommendations by weighing the importance of
demographics, clinical profiles, and lifestyles was associated with a more positive
overall user experience. This observation aligns with prior research, which shows
that patients in online health communities prefer connecting with peers of the same
gender who have similar lifestyles (Cerón-Guzmán et al., 2025; Fang and Zhu, 2022;
Hartzler et al., 2016a). However, our study distinguishes itself by conducting a
user-centered evaluation of a functional peer recommendation system in a domain
where such evaluations are scarce (see De Croon et al., 2021). This approach enabled
us to explore how user-controllable peer recommendations relate to nuanced aspects
of the user experience.

While no prior work, to our knowledge, has conducted such an investigation, a large
body of research exists on the user experience of recommendation systems in other
contexts. We draw upon this literature to contextualize the findings from our study
below.
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4.6.1 User Control: Diversity Matters, Too

It was unsurprising that participants tended to favor user-controllable peer recom-
mendations over non-controllable recommendations. Prior work has shown that user
control is often associated with higher satisfaction (He et al., 2016). However, one
finding caught our attention: Controllability was not associated with improvements
in overall user experience when recommendations were based solely on clinical
aspects. This may be because participants assigned equal importance to conditions,
symptoms, and treatments nearly every time, resulting in recommendations virtually
identical to those in the baseline.

In light of this, we suggest that the benefits of user control may be contingent on
the diversity and complexity of the controllable factors. To illustrate, controlling
demographic, clinical, and lifestyle preferences may be more intuitive than weighing
conditions, symptoms, and treatments separately. The complexity, homogeneity,
and granularity of clinical factors could encourage users to assign uniform weights,
thereby reducing the potential benefits of user control. This interpretation remains
tentative and warrants further investigation.

We observed that when participants could control the importance of demographic,
clinical, and lifestyle factors in the generation of recommendations, their perceived
recommendation quality was higher than when they controlled solely clinical aspects.
One possible explanation is that similarity scores were consistently higher when
demographic and lifestyle factors came into play. Often, shared age, gender, or
lifestyle converged interpersonal similarities to a moderate level, where they were
low based solely on each other’s clinical profiles. Therefore, we cannot rule out
the possibility that these similarity scores, rather than the controllability alone,
contributed to the observed differences in perceived quality.

Design Implications. We recommend designing peer-matching systems that take
into account demographics (e.g., age and gender), clinical aspects (e.g., conditions,
symptoms, and treatments), and lifestyles (e.g., smoking status and activity level) to
facilitate peer connections. Furthermore, users should be able to adjust the relative
importance of these matching criteria through an intuitive Likert-type scale. Figure
4.1b illustrates our design recommendations.

4.6.2 Trust and the Dual Role of User Control

Our findings indicate a strong association between perceived trust and beliefs about
recommendation effectiveness. This pattern underscores the relevance of design
interventions that support trust. Prior work suggests that explanations can contribute
to trust by increasing transparency (He et al., 2016; Knĳnenburg and Willemsen,
2015). Although on-demand explanations were available under all experimental
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conditions, user control was associated with higher levels of trust in our study (see
Figure 4.3b).

Having participants tailor recommendations to their preferences was associated with
higher trust, potentially mediated by improvements in perceived recommendation
quality. It is also plausible that the system’s initial request for user preferences made
the source of the recommendations more apparent, thereby fostering trust. The fact
that participants rarely adjusted their preferences under user control conditions
supports the hypothesis that the initial request for preferences increased trust.

Design Implications. We suggest that peer recommendation systems include an
onboarding process in which users can actively participate by setting their preferences
for generating recommendations from their initial interaction. This can help them
understand how the system works and increase their trust in the recommendations.

4.6.3 Limitations

Systemic modeling of user experience. We acknowledge that SEM typically requires
large samples to estimate measurement and structural components reliably and
to produce stable standard errors. Given our modest sample size (𝑁 = 39), the
complexity of SEM imposes limitations. We chose SEM because it treats user
experience as an integrated system, enabling simultaneous modeling of how latent
constructs form and interact. This yields richer, more actionable design insights than
treating latent constructs as isolated “silos” (for example, with separate ANOVAs on
scale means). Consequently, our SEM findings should be viewed as provisionally
informative: they identify promising relationships and mediating mechanisms for
designers to prioritize, but they require replication in larger samples before definitive
causal claims are made.

Power analysis and sample size. Our sample size was constrained by the vulnerability
of the participant population (older adults with cardiovascular disease) and the
high-effort study protocol (one-on-one facilitation and creation of personalized
profiles). To improve sensitivity, we adopted a within-subjects design. An a priori
G*Power calculation for repeated-measures ANOVA guided recruitment, but we
acknowledge that this mean-comparison power analysis is not equivalent to a formal
SEM power analysis. Given the exploratory aims of our systemic modeling, the
G*Power estimate provided a practical feasibility baseline.

Repeated measures and effective sample size. Our dataset comprises 117 observa-
tions from 39 participants. Because repeated measures from the same person are
likely correlated, we used cluster-robust MLR estimation to adjust standard errors
for intra-subject dependence. The reliability of cluster-robust estimators depends
on the number of independent clusters —here, participants— and a modest cluster
count can reduce estimate stability. We mitigated this risk through a parsimonious
modeling strategy. Specifically, we analyzed latent constructs separately to assess
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convergent validity, conducted pairwise model comparisons for discriminant validity,
and fitted a reduced joint measurement model with fewer latent constructs. These
steps helped keep the ratio of clusters to estimated parameters within common
heuristics (Nicolaou and Masoner, 2013). Nevertheless, we encourage replications
with larger samples to confirm the systemic relationships reported here.

Empirical overlap between latent constructs. In the structural model (see Figure 4.2),
the constructs share more variance with each other (as indicated by squared stan-
dardized paths) than they share with their own indicators (see AVE values in Table
4.1). Under the Fornell-Larcker criterion, this pattern signals limited discriminant va-
lidity (Hair et al., 2017). In practice, participants who reported high recommendation
quality almost invariably reported high trust and perceived effectiveness. Rather than
merging or dropping constructs, we retained them as separate entities for theoretical
and empirical reasons: the constructs are conceptually distinct, and pairwise chi-
square comparisons indicate they remain statistically distinguishable despite high
shared variance. We note, however, that this overlap can inflate mediation estimates
(indirect effects); therefore, interpretations of the quality → trust → effectiveness
mediation should be cautious. Future work with larger samples and refined item
wording may better dissociate these constructs.

Construct selection. We measured five constructs adapted from established frame-
works for the user-centric evaluation of recommender systems (Knĳnenburg et al.,
2012; Pu et al., 2011) to capture both subjective system aspects (SSAs) and downstream
user-experience (EXP) outcomes. This theory-driven selection supports construct-
level generalizability and design relevance but has trade-offs: some constructs (e.g.,
perceived diversity) may be less sensitive to our specific manipulation and thus
exhibit limited variance. Future work should prioritize constructs more closely
aligned with the manipulated objective system aspects (OSAs).

Sampling, measurement, and ecological validity. We recruited a purposive online
sample of individuals who self-reported a diagnosis of cardiovascular disease to
conduct single-session, lab-style evaluations of a peer recommendation system.
While this methodology streamlined data collection under resource constraints, it
introduces limitations regarding generalizability and ecological validity. Specifically,
we could not independently verify medical diagnoses, and the researcher-facilitated,
single-session protocol may not reflect longitudinal, real-world usage. Future work
should triangulate self-reports with objective interaction logs, recruit larger and clini-
cally verified samples (e.g., via healthcare providers), and evaluate the recommender
in field deployments to assess sustained, in-situ behavior.
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4.7 Conclusion

When users could adjust the importance of demographic, clinical, and lifestyle
factors in peer finding, they reported higher perceived recommendation quality. This
higher perceived quality was associated with greater trust and with higher perceived
effectiveness. Notably, allowing control over highly interrelated factors may diminish
the practical benefits of user control. We suggest that offering user-controllable peer
recommendations based on demographic, clinical, and lifestyle factors may help
people find relevant peers in online health communities.

4.8 Reflection on Research Directions

The research presented in this chapter corroborates and extends the findings of
Chapter 3. Peer recommendations that leveraged lifestyle attributes, alongside
demographic data, were associated with a more positive user experience than those
based solely on clinical characteristics. This observation —albeit indirect and limited
in scope— provides further empirical support for the influence of lifestyle in peer
discovery.

These findings directly inform the algorithmic approach to calculating user similarity
in Chapter 5. In that subsequent work, we quantify the similarity between users
as the arithmetic mean of three distinct similarity measures: demographic, clinical,
and lifestyle. While we do not further pursue algorithmic peer matching in this
dissertation, we suggest two directions for future work in Chapter 6.
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4.9 Appendix

Below, we list the user tasks assigned to participants in the study described here.
The “Treatment Evaluation” task served as a hands-on tutorial, so it was always the
first one we assigned to participants. The rest were assigned randomly.

4.9.1 Treatment Evaluation

You have been taking [medication] to treat your condition. At a recent medical
consultation, your physician suggested keeping a record of how you respond to
this medication. Use the app to record your experience with [medication]. Let the
researcher know when you are done.

4.9.2 Newcomer

You just joined the community and have no connections so far. But that’s about to
change. Send connection requests to eight community members to start learning,
sharing, and growing together. Please pay attention to why you are making each
decision so that, when you’re done, you can share your reasons for choosing them.

4.9.3 Sense-Making

Lately, you feel that what you once liked or were interested in no longer interests
you. You wonder if other people have gone through this, too. What’s more, you’d
like to learn how to regain a sense of normality. That’s why you’ve set out to locate
others in a similar situation.

In this activity, find eight community members whose experiences you would like to
learn about. Send them requests to connect. You’ll be asked to briefly explain your
selection when you’re done. So pay attention to why you’re making each choice.

4.9.4 Lifestyle

Your physician recently emphasized the importance of exercise for good health.
However, you can’t do the physical activities you used to enjoy, and your doctor
even advised against them. So, what can you do instead? You think only people in a
similar situation would have the answer.

In this activity, find eight community members who could offer tips on how to stay
physically active. Then, send them a connection request. Later, you’ll be asked to
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share your reasons for choosing them. So pay attention to why you’re making each
choice.
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5 A Recommender for Everyday
Self-Care

Peer-shared disease management strategies may help those aspiring to a new
normal after health disruptions. Locating these strategies and other forms
of patient expertise within online health communities can be challenging,
particularly given the continuous influx of user-generated content and a lack of
adequate search tools. This chapter introduces personalized recommendations
for everyday self-care, addressing the challenge of finding relevant information
amidst vast volumes of online discussions. Our research began with a survey
of self-care strategies that individuals with cardiovascular disease employ in
their daily lives. Using data from this survey, we simulated an online health
community and implemented a collaborative filtering recommender system.
Following a user-centered approach, we compared the user experience with
personalized recommendations to non-personalized recommendations. Our
findings suggest that user perceptions of recommendation quality were slightly
higher for non-personalized recommendations and were associated with higher
cognitive trust. Understanding the recommendation generation process was
associated with cognitive trust to an extent comparable to perceived quality.
This work has implications for design practice.
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5.1 Introduction

Aspiring to lead a normal life, individuals with chronic illnesses may turn to their
peers for advice (Cerón-Guzmán et al., 2025; O’Kane et al., 2016). Their aspiration
is not necessarily focused on life before health disruptions (no-illness normal), but
rather on constructing a new normality (Genuis and Bronstein, 2017). On the one
hand, this may imply accepting that certain things can no longer be done. On the
other, it may involve identifying alternatives or different ways of fitting them into
life (Cerón-Guzmán et al., 2025).

Individuals who have faced similar situations may be well placed to offer advice.
Their lived experience in managing personal health issues makes them experts in
this domain (Castro et al., 2019). For example, their experiential know-how and
disease management strategies reflect their expertise (Hartzler and Pratt, 2011).

The exchange of illness experiences within peer support groups can lead to benefits
for self-care, including a greater understanding of one’s illness and learning new
approaches to managing health (Campbell et al., 2004, as cited in Hartzler and Pratt,
2011).

With the rise of Internet-enabled technologies, opportunities abound for sharing
experiences with virtually anyone, regardless of location. Notably, online health com-
munities facilitate spaces to provide and obtain information and advice, ultimately
supporting the exchange of patient expertise (Gatos et al., 2021; Hartzler and Pratt,
2011).

Online health communities are typically designed as discussion forums where
individuals engage in various health-related discussions. However, the continuous
influx of user-generated content can make it challenging to retrieve the rich and
diverse experiences, perspectives, and self-care ideas shared previously (Young and
Miller, 2019). Consequently, locating patient expertise poses a significant challenge,
especially for new or less engaged members of the community (Mamykina et al.,
2015a).

Paradoxically, the information search tools available on these platforms could
unintentionally worsen the problem they are designed to address. To illustrate, users
are required to use keywords to conduct searches. However, they may not know
which keywords to use (Pang et al., 2015). Similarly, users may find themselves in
a situation where they do not even know what information they are seeking (see
Wildemuth and Freund, 2012).

To address these limitations of information search tools, we propose personalized
recommendations for everyday self-care, without the burden of explicit query
formulation. Specifically, this approach aggregates and synthesizes multiple opinions
and experiences and pursues a twofold goal: making patient expertise explicit and
accessible (Hartzler and Pratt, 2011). Explicit, in this context, means operationalizing
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patient expertise through coping techniques. Our focus on everyday self-care
strategies stems from their potential to help individuals realize their aspirations for
a sense of normality (Cerón-Guzmán et al., 2025). Accessible in that our approach
centralizes this expertise, making it readily available in one place.

This chapter presents a collaborative filtering recommender system that suggests
everyday self-care strategies based on experiences shared by similar users. We
evaluate this system from a user-centered perspective, comparing its personalized
recommendations with non-personalized self-care strategies. Thus, we seek to answer
the research question:

RQ How do users’ perceptions of everyday self-care recommendations differ when
they are derived from similar community members (personalized) versus the
same set of strategies for everyone (non-personalized)?

We began our investigation with a survey to collect self-care strategies employed
by individuals with cardiovascular disease in their daily lives. Using data from this
survey, we simulated an online health community and implemented a collaborative
filtering recommendation system. Subsequently, we evaluated the system from a
user-centered perspective, using non-personalized recommendations as a baseline.

5.2 Background

5.2.1 Repositories of Self-Care Strategies

Motivations for engaging in online health communities can vary significantly
depending on the specific health condition. For instance, Huh and Ackerman (2012)
suggest individuals with diabetes may seek medication and diet strategies to manage
their blood glucose levels. Conversely, individuals with cardiovascular disease may
be interested in learning how to fit their condition into the life they want to lead
(Cerón-Guzmán et al., 2025). This emphasis on integrating the condition into one’s
life, rather than solely on improving health outcomes, aligns with the findings of
Young and Miller (2019), who observed that women with vulvodynia join online
health communities to achieve personal goals, including a tolerable level of pain.

In view of the above, Cerón-Guzmán et al. (2025) propose a new entity (from a
database systems perspective), holding equal prominence with conditions, symptoms,
and treatments: everyday self-care strategies. To populate this entity, they suggest
asking all community members, for example, how they stay physically active, how
they maintain their emotional well-being, what leisure activities they engage in,
and how they nurture and strengthen their social relationships. Cerón-Guzmán
et al.’s proposal extends the principles of Kuosmanen et al.’s (2023) work to the
context of online health communities. The latter research reports on a repository
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of crowdsourced self-care techniques specifically designed for individuals with
Parkinson’s disease.

We created a repository of crowdsourced self-care strategies for coping with cardio-
vascular disease, which served as the foundation for our user study. Leveraging this
data, we simulated an online health community and generated recommendations
for everyday self-care.

While repositories of disease management strategies can make patient expertise
explicit and accessible, their generality poses significant limitations that can hinder
user experience. In particular, this one-size-fits-all approach overlooks the com-
plexities of individual health situations. Consequently, users must independently
navigate and identify the most appropriate strategies. We address this limitation by
introducing personalized recommendations.

Our collection of crowdsourced self-care strategies was inspired by Kuosmanen
et al.’s (2023) categorization of self-care techniques, albeit with one key difference.
Specifically, we intentionally did not request medication-related strategies, as research
suggests that individuals with cardiovascular disease tend to show less interest
in this aspect of self-care (Cerón-Guzmán et al., 2025). This decision was further
supported by the understanding that the unique value of patient expertise often
lies more in personal and experiential knowledge than in strictly clinical knowledge
(Hartzler and Pratt, 2011).

5.2.2 Collaborative Filtering With Feature-Based User Similarity

Our algorithmic approach to generating personalized recommendations was inspired
by user-based collaborative filtering, albeit with a non-traditional user similarity
metric. This method first identifies the users that are most similar to a target user,
forming a peer group. Then, it generates recommendations based on the preferences
of that group (Aggarwal, 2016).

Collaborative filtering is widely used in recommendation systems on popular e-
commerce or streaming platforms. The common phrase “people who bought/watched
this also bought/watched” clearly alludes to this method. Notably, such phrases
tend to increase individuals’ trust in recommendations (Liao et al., 2022). This is
partly because collaborative filtering often invokes the bandwagon heuristic: if others
perceive something as good, one tends to adopt a similar belief (Sundar, 2008, as
cited in Liao et al., 2022).

Traditionally, recommendation systems calculate user similarity based on user-item
interaction or rating matrices (Aggarwal, 2016). Thus, the peer group comprises
users who have exhibited interaction or rating behaviors similar to those of the target
user. However, a key question arises: What should be recommended to new users
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or those with limited interaction data? This challenge is known as the cold start
problem in recommendation systems (Aggarwal, 2016).

We utilized the personal characteristics of individuals to calculate the similarity
between users. This non-traditional approach can alleviate the cold start problem
frequently encountered with behavioral data. Following the traditional approach in
collaborative filtering, we then aggregated the ratings from the most similar users
(i.e., the peer group) to generate recommendations.

In online health communities, individuals often favor connections with same-
gender contemporaries who share similar lifestyles (Cerón-Guzmán et al., 2025;
Fang and Zhu, 2022; Hartzler et al., 2016a). Consistent with this, we calculated
user similarity based on demographic factors (age and gender), clinical factors
(conditions, symptoms, and treatments), and lifestyle factors (activity level and
smoking status).

5.2.3 User-Centered Evaluation Framework

This chapter adopts a user-centered approach for evaluating our recommender, as
we seek to inform how researchers and practitioners might design recommendations
for everyday self-care within online health communities.

Knĳnenburg et al.’s (2012) evaluation framework informed our user-centered evalua-
tion of recommendations for everyday self-care. Within this framework, objective
system aspects (OSAs) often indirectly influence user experience (EXP) through
subjective system aspects (SSAs). In this work, the experimental conditions (person-
alized versus non-personalized recommendations) represent these OSAs, as they
are system aspects under evaluation. Perceived quality, perceived diversity, and
perceived understandability correspond to user perceptions of the OSAs, thus repre-
senting SSAs. Cognitive trust and perceived system effectiveness, in turn, represent
the multifaceted EXP. These five constructs (three SSAs and two EXP), measured via
survey items, are commonly employed in the HCI literature on recommendation
systems (e.g., Guo et al., 2022; Knĳnenburg et al., 2012; Liao et al., 2022; Pu et al.,
2011; Tsai and Brusilovsky, 2021). OSA, SSA, and EXP follow Knĳnenburg et al.’s
(2012) original notation.

5.3 Crowdsourcing Everyday Self-Care Strategies: A
Survey Study

We surveyed individuals with self-reported cardiovascular disease to gather their
strategies for daily self-care. The ethics committee at our university approved the
survey study described in this section (reference code: ERB2023ID424).
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5.3.1 Methods

Participants

Participants were recruited through Prolific and required to be anglophone, aged 18
years or older, and diagnosed with either coronary artery disease or heart failure,
two common types of cardiovascular disease (Tsao et al., 2023).

Participants were selected based on three criteria: sex (female or male), diagnosis
(coronary artery disease or heart failure), and age range (younger than 55 or 55
and older). We aimed to recruit three participants for each unique combination of
these criteria to ensure a heterogeneous sample that captured a broad spectrum of
personal health issues and everyday self-care strategies.

Procedure

We invited participants to share how they dealt with their personal health issues in
their daily lives. From Prolific, we directed them to an online survey on Qualtrics
XM. There, they were further informed of the study and asked for their consent.
Immediately afterwards, we asked them the same pre-screening question: a diagnosis
of coronary artery disease or heart failure. Participants whose answers did not match
their initial responses were excluded.

Participants who confirmed their diagnosis were then asked several health-related
questions. These included: what other conditions they had been diagnosed with,
what symptoms they experienced in their physical or mental health, and what
treatments helped them manage their condition(s). Following this, participants
were asked about their lifestyles. Specifically, they indicated their activity level on
a typical day (sedentary or lightly, moderately, or very active) and their smoking
status (never smoked or former, somedays, or everyday smoker). The first part of the
survey concluded with questions about their gender identity, age, education level,
and country of residence.

The second part of the survey focused on everyday self-care strategies and comprised
two sections. In the first, participants evaluated strategies shared by previous
respondents, and in the second, they contributed their own.

We formed four sequential groups of participants, each evaluating the contributions
from the immediately preceding group. The initial group assessed five strategies
we developed based on information from the British Heart Foundation (bhf.org.uk,
accessed on 11 June 2025), the European Society of Cardiology (escardio.org, accessed
on 11 June 2025) and the American Heart Association (heart.org, accessed on 11
June 2025): meditation, walking, breathing exercises, blood pressure monitoring,
and journal writing. The first two groups had four participants, while the third and
fourth groups had eight to nine participants.

https://www.bhf.org.uk/
https://www.escardio.org/
https://www.heart.org/
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Participants chose five strategies to assess from a list of up to 15 items randomly
selected from the preceding group’s contributions. They then evaluated these
chosen strategies across seven criteria: general effectiveness, side effects, affordability,
difficulty, familiarity, purpose, and advice (Hosio et al., 2018; Kuosmanen et al.,
2023). The first five criteria used five-point Likert responses and were mandatory;
the last two, purpose and advice, were open-ended and optional.

In the final section, participants were asked to contribute at least three self-care
strategies, ensuring these spanned two or more of the categories listed in Table 5.1
(adapted from Kuosmanen et al., 2023). Four of these categories were randomly
presented for each participant, with an additional “Other” category at the end to
capture any other strategies. Participants were instructed to bypass any categories
for which they had no strategies and provide descriptive, concise titles along with
succinct descriptions for their contributions.

Table 5.1 : Self-care categories

Category Description

Physical Activity and
Exercise

What people like you use, do, or engage in to stay physically active.

Well-Being How to care for one’s emotional, psychological, and social well-being.
Equipment, Aids, and
Re-Organizing

Equipment or aids that could help you carry out self-care or everyday activities.

Leisure and Hobbies What to do in one’s spare time.
Diet and Nutrition Everything related to diets and nutrition.
Social Interaction What you could do to maintain or even strengthen social interactions.

We preprocessed participant contributions to ensure that titles and descriptions
were grammatically correct, including typos, punctuation, and capitalization. Our
goal was to preserve the writing style of the participants throughout. In cases of
duplicate-titled strategies, we selected the most descriptive version. This was how
we prepared the contributions for subsequent evaluation.

On average, the participants spent 41 minutes completing the survey (𝑆𝐷 = 21.6). We
manually reviewed their data, including their evaluations and contributed strategies,
and approved the submissions. Each participant received a compensation of 15
GBP.

5.3.2 Results

25 individuals participated in our survey study. The gender distribution was fairly
balanced, with 13 females and 12 males. Participants had an average age of 60.5 years
(𝑆𝐷 = 8.6). Regarding education, the majority held higher education degrees: 11
with a bachelor’s degree and four with a master’s degree, while the remainder had
completed high school. Geographically, the sample included 17 participants from
Europe (specifically Germany, Hungary, the Netherlands, Norway, Portugal, and the
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Figure 5.1 : (a) Cumulative count of strategies by minimum assessment threshold. (b) Number of
strategies per self-care category.

United Kingdom), four from South Africa, and four from North America (Canada
and the United States).

Participants contributed 149 self-care strategies, an average of 5.96 per participant
(𝑆𝐷 = 3.23). During data cleaning, we removed seven strategies that were deemed
non-sensical (e.g., Internet, communications, and social media). We also removed 30
duplicate-titled records to ensure no redundancy within the collection.

We manually annotated the remaining 112 strategies based on their titles and
descriptions. This involved assigning each strategy a self-care category or, where
applicable, a parent strategy or an “alias for” label. For example, “brisk walking”
was labeled as a child of “walking”. Similarly, “walks” and “walking exercise” were
labeled as aliases for “walking”.

With the “alias for” label, we sought to mitigate the fragmentation in the evaluations of
related strategies. Consequently, when performing aggregations for a given strategy,
such as its average general effectiveness, we used its own evaluations and those of
its aliases. In contrast, the “parent” label served solely for indexing purposes. The
original strategy, as submitted by the participant, was kept in the participant-strategy
relationship (the link between each participant and their submitted strategies).

Figure 5.1a shows the cumulative count of strategies by minimum assessment
threshold. Notably, the histogram indicates fewer than 100 distinct strategies, whereas
we report a total of 112. This discrepancy arises because 13 strategies were labeled as
aliases. 28 strategies were multi-assessed, meaning they were evaluated two or more
times. Only two had 10 assessments, the maximum number per strategy.

Of the net total of 99 participant-contributed strategies, two-thirds were about hobbies
(26), nutrition (20), and well-being (19). However, the distribution of categories
changed when we filtered strategies with two or more evaluations. Specifically, only
one hobby remained, while the categories with the most multi-assessed strategies
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were well-being (nine) and nutrition (seven). Figure 5.1b visually compares the
distribution of all and multi-assessed strategies across self-care categories.

5.4 Design of the Recommender System

This section describes the recommender system that we implemented to address the
research question: How do users’ perceptions of everyday self-care recommenda-
tions differ when they are derived from similar community members (personalized)
versus the same set of strategies for everyone (non-personalized)? First, we explain
the user interface layout for both personalized and non-personalized recommenda-
tions. Next, we elaborate on our algorithmic approach to generating personalized
recommendations from similar community members’ expertise, as reflected in their
strategy assessments.

5.4.1 User Interface Layout

Figure 5.2a shows the user interface for non-personalized recommendations, where
strategies are sorted by the number of assessments, from highest to lowest. Two ele-
ments precede the list of strategies. The first is a text explaining the recommendation
source; in this case, the experiences of all members of the community. The second is a
drop-down list that allows users to filter strategies by one or more self-care categories.
A button below the list of strategies serves pagination purposes: it displays the next
five strategies, and so forth, until all strategies are loaded.

The user interface for personalized recommendations introduces a number of
changes compared to non-personalized recommendations. First, the explanation
element indicates that these recommendations are based on the experiences of
community members with similar characteristics. Table 5.2 presents the full text of
the explanations for each recommendation approach.

Table 5.2 : Explanation of the recommendation source

Recommendation
approach

Explanation

Non-personalized Learn how to deal with illness in everyday life from the experiences of all people
in the community.

Personalized Learn how to deal with illness in everyday life from the experiences of people
like you in the community.

How does it work? It looks for people who share similar characteristics with
you, like age, gender, health conditions, treatments, and lifestyle habits. Then, it
identifies the strategies these people found most effective, doable, and affordable
to manage their illness in everyday life.
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(a) (b)

Figure 5.2 : The user interface for everyday self-care strategies. (a) Non-personalized recommendations.
(b) Personalized recommendations derived from community members with similar profiles, highlighting
what they found effective, doable, and affordable.

Second, the recommendations are organized into three sections, presented as tabs:
effective, doable, and affordable. Within each section, a drop-down list allows users
to filter the strategies by self-care categories. Strategies within each section are sorted
in descending order on the basis of that section’s criterion. A progress bar visually
indicates the extent to which each strategy meets the respective criterion for that
section. Below the list, a button loads the next five strategies. Figure 5.2b shows the
user interface for personalized recommendations.

5.4.2 Recommendation Algorithm

Next, we explain our approach to calculating user similarity. Subsequently, we
discuss the recommendation generation process.

Similarity Computation

Formally, we quantify the similarity between any two users as follows:
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overallsim(𝑝, 𝑝′) = 1
3

(
demosim(𝑝, 𝑝′) + clinsim(𝑝, 𝑝′) + lifesim(𝑝, 𝑝′)

)
demosim, clinsim, and lifesim represent the demographic, clinical, and lifestyle similar-
ities between users 𝑝 and 𝑝′, respectively. overallsim represents an overall similarity
score, calculated as the arithmetic mean of these three similarities.

We used word embeddings to calculate clinical similarity. In natural language
processing, word embeddings are representations of words in the form of dense,
low-dimensional vectors (Goldberg, 2017). These vectors are pre-trained on large
textual datasets by predicting words from their contexts or contexts from given
words, thereby capturing semantic relationships. This process operationalizes a
principle known as the distributional hypothesis, which posits that words that
co-occur in similar contexts tend to have similar meanings (Harris, 1954, as cited in
Goldberg, 2017). Consequently, words with similar meanings are often close to each
other in the vector space (Goldberg, 2017).

Current approaches to pre-training word embeddings use self-attention (Vaswani
et al., 2017) to create more context-aware representations. Therefore, a single word
can have different representations depending on its context. Self-attention is a
central component of transformer-based language models (Kalyan et al., 2022).
PubMedBERT is an illustrative example of transformer-based language models
specifically tailored to the biomedical domain. By pre-training solely on the PubMed
(article abstracts) and PubMed Central (full-text articles), PubMedBERT learns a rich
and specialized biomedical vocabulary (Gu et al., 2021). This pre-training approach
enabled PubMedBERT to achieve state-of-the-art performance in domain-specific
natural language processing tasks (Kalyan et al., 2022).

We first represented the clinical terms (conditions, symptoms, and treatments)
associated with each user as 768-dimensional vectors obtained from PubMedBERT’s
pooled outputs. Using the cosine similarity, we then calculated the similarity between
the vectors of the corresponding clinical terms for each pair of users. This process
resulted in three similarity scores: one for conditions, one for symptoms, and one for
treatments. We calculated the arithmetic mean of these three scores to produce a
single clinical similarity score. The following equation formally describes this.

clinsim(𝑝, 𝑝′) = 1
3

(
condsim(𝑝, 𝑝′) + sympsim(𝑝, 𝑝′) + treatsim(𝑝, 𝑝′)

)
where,

𝑥sim(𝑝, 𝑝′) = 1
𝑚 × 𝑛

𝑚∑
𝑖=1

𝑛∑
𝑗=1

cos
(
®𝑝𝑥𝑖 , ®𝑝 ′

𝑥 𝑗

)
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For each clinical aspect 𝑥 ∈ {cond, symp, treat}, we calculated the similarity 𝑥sim
between users 𝑝 and 𝑝′ as follows: we calculated all pairwise cosine similarities by
comparing each vector associated with 𝑝 for aspect 𝑥 with each corresponding vector
from 𝑝′. 𝑥sim is the arithmetic mean of all these cosine similarities. The subscript 𝑥𝑖 in
®𝑝𝑥𝑖 refers to the i-th condition, symptom, or treatment (depending on 𝑥) associated
with the user 𝑝. The vector ®𝑝𝑥𝑖 represents the embedding of that particular condition,
symptom, or treatment.

Calculating demographic and lifestyle similarities was more straightforward. For
demographics, we compared gender and age. For lifestyle, we compared smoking
status and activity level. Except for age, all attributes were categorical. For gender,
smoking status, and activity level, a similarity score of 1 was assigned if the values
for two people were the same; 0, otherwise. Next, the arithmetic mean of similarities
within a group of attributes (demographic or lifestyle) represented the overall
similarity of that group. For age, we used the following function:

agesim(𝑝age , 𝑝
′
age) = 1 −

∥𝑝age − 𝑝 ′
age∥

max(𝑝age , 𝑝
′
age)

Recommendation Generation

We identified the k users most similar to the target user and subsequently generated
recommendations based on the ratings of this peer group. The process involved
applying our non-traditional similarity metric between the target user and all other
users to identify the top-k peer group.

We filtered for the top-k most similar users based on the assumption that their
experiences, as reflected in their ratings, would be more relevant to the target user
than those of dissimilar users. In this regard, Cerón-Guzmán et al. (2025) argue that,
in their quest to lead as normal a life as possible, people with cardiovascular disease
may be more receptive to suggestions from peers with similar lifestyles, an aspect
we captured through our non-traditional user similarity metric.

To predict the target user’s rating for an item on a specific criterion, we then calculated
a weighted average of the peer ratings for that same item. In formal terms, we define
the prediction function as follows:

𝑟𝑝,𝑖,𝑐 =

∑
𝑝′∈𝑁𝑘 (𝑝,𝑖,𝑐) overallsim(𝑝, 𝑝′) · 𝑟𝑝′ ,𝑖 ,𝑐∑

𝑝′∈𝑁𝑘 (𝑝,𝑖,𝑐) overallsim(𝑝, 𝑝′)

where,

𝑁𝑘(𝑝, 𝑖, 𝑐) = {𝑝′ ∈ 𝑁𝑘(𝑝) | 𝑟𝑝′ ,𝑖 ,𝑐 exists}
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𝑟𝑝,𝑖,𝑐 represents the predicted rating for the target user 𝑝 for item 𝑖 on criterion 𝑐.
This predicted rating is calculated as a weighted average of peer ratings, where the
weights are determined by user similarity. 𝑁𝑘(𝑝) denotes the set of the k users most
similar to the target user 𝑝, as determined by the similarity function overallsim(𝑝, 𝑝′).
Furthermore, 𝑁𝑘(𝑝, 𝑖, 𝑐) represents the subset of 𝑁𝑘(𝑝) that specifically includes
those users who rated item 𝑖 according to the criterion 𝑐. Finally, 𝑟𝑝′ ,𝑖 ,𝑐 represents
the rating that user 𝑝′ assigned to item 𝑖 according to the criterion 𝑐.

We discarded items (strategies) for which fewer than two users in the top-k peer
group provided ratings. This is because, with only one rating, there would be no
variety of opinions. In other words, multiple views on the same item reinforce the
collaborative aspect of our recommendation approach.

Finally, we only recommended items with predicted ratings of 3 or higher (on a scale
of 1 to 5) to ensure they aligned with the intended criterion. The recommendations
were ranked in descending order, prioritizing items with the highest predicted
ratings.

5.5 User-Centered Evaluation of Everyday Self-Care
Recommendations: Study Design and Procedure

This section describes the methodology of a user-centered evaluation of everyday self-
care recommendations. Our university’s ethics committee granted ethical approval
for this evaluation (reference code: ERB2024ID452), and participants received
compensation of 30 GBP each.

5.5.1 Experimental Design

We sought to understand how users’ perceptions of personalized recommendations
for everyday self-care would differ from those of non-personalized recommendations.
To investigate this, we designed a within-subjects user study in which participants
interacted with both personalized and non-personalized recommendations.

5.5.2 Participants

Participants met the same eligibility criteria as in the survey study: Anglophone
adults diagnosed with coronary artery disease or heart failure. Participants were
recruited through Prolific following a purposive sampling strategy, with age, sex,
and diagnosis as key factors for a diverse sample. Notably, we excluded participants
from the survey study to ensure that no one had seen or contributed to the collection
of everyday self-care strategies.
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An a priori power analysis using G*Power (Faul et al., 2007; Prajapati et al., 2010)
informed our recruitment. We targeted a paired comparison of mean user-experience
responses between the two within-subject conditions (personalized versus non-
personalized). Specifying a two-tailed test with 𝛼 = .05 and a medium standardized
effect (Cohen’s 𝑑𝑧 = 0.5), the analysis indicated a required sample size of 34 to
achieve 80% power. We note that this calculation does not constitute a formal power
analysis for the subsequent structural equation modeling (see Limitations).

5.5.3 Dataset and Hyperparameter Optimization

Based on the data from our survey, we simulated an online health community by
creating individual community members from the study participants. For strategy
evaluations, we transformed the five-point Likert-type response categories into
numerical values, assigning 1 to the negative anchor (e.g., “not effective at all”) and
5 to the positive anchor (e.g., “extremely effective”). This numerical transformation
enabled subsequent aggregations.

A key factor in generating personalized recommendations was the k hyperparameter,
which represents the size of the peer group. Our aim was to maximize the number of
recommendations while minimizing the computational cost associated with larger
peer groups. We used leave-one-out cross-validation to estimate an optimal value
for k, generating recommendations for the 25 participants in the survey study based
on the effectiveness criterion. We tested values for k ranging from 5 to 15, evaluating
the average number of recommended strategies. Our analysis revealed that 𝑘 = 12
provided the best balance, with an average of 12.44 recommended strategies per
person (𝑆𝐷 = 1.85). This value ensured a relatively broad set of recommendations
without significantly increasing the computational cost or including overly dissimilar
users in the peer group.

5.5.4 Research Apparatus

We developed an app for a simulated community. The web-deployed app displayed
data retrieved from a RESTful API, which managed user authentication and served
both personalized and non-personalized self-care recommendations. Technically,
the app was developed using React Native, while the API was built on Python-based
FastAPI (fastapi.tiangolo.com, accessed on 11 June 2025).

The app consisted of four main screens, with the home screen featuring a typical
feed that displays updates from community members.

The user profile screen was organized into five tabs: profile, conditions, symptoms,
treatments, and strategies. The profile tab displayed the user’s age, gender, activity
level, and smoking status. The conditions, symptoms, and treatments tabs listed

https://fastapi.tiangolo.com/
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diagnosed conditions, experienced symptoms, and treatments, respectively. The
strategies tab displayed self-care strategies. Additionally, the screen header displayed
the user’s location and number of connections.

The Community screen recommended other members for users to connect with.
We used the similarity metric discussed in Section 5.4.2 —based on demographic,
clinical, and lifestyle factors— to calculate an overall similarity score between users.
Peer recommendations were sorted in descending order by similarity, with the most
similar users at the top.

The Strategies screen displayed recommendations for everyday self-care. Section
5.4.1 describes the user interface layout for personalized and non-personalized
recommendations, and Figure 5.2 accompanies this description with screenshots.
Upon tapping on any strategy, the app navigated users to a screen with the strategy’s
aggregated evaluations, presented as histograms for effectiveness, difficulty, and
affordability, and individual assessments, displayed as a list of users with their
ratings. The header of this screen included the strategy description, as submitted by
the contributing participant, and a button to bookmark it.

5.5.5 Procedure

Data were collected in two stages: a pre-evaluation survey and an app test session.
We describe each stage separately below.

Pre-evaluation Survey

Participants were invited to try an app for an online health community that provided
recommendations for everyday self-care from other community members. From
Prolific, they were directed to SurveyHero (surveyhero.com, accessed on 11 June
2025), where they received information about the study and gave their consent to
participate through an online survey. The survey structure closely resembled the
preliminary study’s, albeit with some changes.

First, we included a reliability check in which we asked the participants if they had
been diagnosed with a fabricated condition (Hays et al., 2023). Those who indicated
they had “syndomitis” or “chekalism”, or those who did not have a diagnosis of
coronary artery disease or heart failure, were excluded from the study.

Second, we asked participants to select a convenient time for an app test session.
They received instructions on when and how to join the session via the Prolific
messaging system.

For the rest, we collected the following data from participants to create user profiles
within the simulated community: conditions, symptoms, treatments, activity level,

https://www.surveyhero.com/
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smoking status, age, gender, location, and education level. The latter was collected
solely to describe the study’s participant sample.

App Test Session

Participants joined the app test sessions through Microsoft Teams. They were
informed that they would be using an app for an online health community and sharing
their feedback on it. This feedback included completing surveys and participating in
brief semi-structured interviews. They were asked for their consent to video record
the session for subsequent analysis. The doctoral candidate facilitated all sessions.

We explained the evaluation procedure, which involved interaction with the app
through four activities. We asked participants to share their screens, and the link to
the app, along with the login credentials, was sent through the session chat.

The first activity involved evaluating a treatment provided in the pre-evaluation
survey. The second activity required participants to send connection requests to
six community members of their choice. The last two activities, although worded
differently, asked them to choose six everyday self-care strategies and explain their
choices. Section 5.10 (Appendix) describes the four activities.

A brief semi-structured interview followed each activity. Participants were asked
what they thought of the activity, what they liked or disliked, and what they found the
easiest or most challenging. At the end of the third and fourth activities, participants
completed a short survey to collect quantitative feedback on their perceptions of the
recommendations for everyday self-care. The questionnaire items in that survey are
described in the following section on Measurements.

Different app versions were used to introduce the experimental conditions (personal-
ized versus non-personalized recommendations). The app versions were presented
to participants randomly to counteract any potential order effects. Following the last
activity, the participants were also asked to compare the app versions and choose
which one they would use in real life.

5.5.6 Measurements

We adapted items from five constructs to fit the specific context of everyday self-
care recommendations in online health communities. Specifically, we assessed
participants’ perceptions of recommendation quality, recommendation diversity,
recommendation understandability, system effectiveness, and cognitive trust (Guo
et al., 2022; Knĳnenburg et al., 2012; Madsen and Gregor, 2000; Pu et al., 2011). In
total, there were 21 items, which were rated on a seven-point Likert scale ranging
from “strongly disagree” to “strongly agree”. Table 5.3 lists the five constructs and
their corresponding items.
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5.6 Results

5.6.1 Participant Characteristics

We recruited 35 participants, of whom 19 identified themselves as male and 16 as
female. Their ages ranged from 50 to 78, with an average of 61.3 (𝑆𝐷 = 6.6). 25
participants held a higher education degree: 15 with bachelor’s degrees, seven with
master’s degrees, and three with doctorates. The remaining 10 participants had
completed their education at the high school level. Geographically, the participants
lived in France (1), Portugal (1), the United Kingdom (16), and the United States
(17).

5.6.2 Structural Equation Modeling

We employed structural equation modeling (SEM) to investigate how participants
formed a user experience with recommendations for everyday self-care. This frame-
work offers two key advantages over univariate analyses (such as paired t-tests).
First, SEM allows us to model user experience as an integrated system where
perceptions of quality, diversity, understandability, effectiveness, and trust are inter-
connected. Unlike univariate tests, which treat constructs as isolated outcomes, this
systemic approach enables the simultaneous testing of direct and indirect (mediated)
relationships.

Second, SEM provides a more rigorous treatment of measurement error. By modeling
constructs as latent variables (factors derived from multiple indicators) rather than
simple averages, SEM accounts for the inherent ‘noise’ in subjective survey responses,
producing more accurate estimates of inter-construct relationships.

Our analysis followed a two-step process. First, we conducted confirmatory factor
analysis (CFA) to assess the internal consistency reliability as well as the convergent
and discriminant validity of all constructs. Second, we defined a structural model
to examine the multivariate relationships between these latent constructs and the
experimental conditions. We describe these steps in detail in the following sections.

Measurement Model

Because observations from the same participant are likely to be correlated, all
measurement and structural models were estimated in lavaan (version 0.6-19; Rosseel,
2012) using maximum likelihood with robust standard errors (MLR). We specified the
participant identifier as a cluster variable to ensure standard errors and parameter
estimates were corrected for this within-participant dependence (Muthén and
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Muthén, 1998–2017). These cluster-robust corrections adjust inference to reflect
clustering but do not increase the number of independent sampling units.

With 35 independent clusters, we acknowledge that a modest cluster count can
increase risks of model non-convergence and unstable estimates. To mitigate these
risks, we adopted a parsimonious modeling strategy: rather than estimating a single,
highly complex measurement model featuring five constructs and 21 indicators
simultaneously, we evaluated the model in stages. This involved assessing the
convergent validity of individual constructs separately and conducting pairwise
comparisons to establish discriminant validity. Finally, we treated Likert responses
as continuous variables (see Li, 2021) by transforming the seven-point scales into a
range from -3 (“strongly disagree”) to 3 (“strongly agree”).

During convergent validity and internal consistency reliability, we discarded one
indicator of perceived effectiveness because its standardized factor loading was well
below the suggested threshold of 0.5 (Hair et al., 2017). We also excluded perceived
diversity from further analyses, as two of its indicators had standardized factor
loadings below 0.5. This left the construct with only two indicators, fewer than the
recommended minimum of three (Knĳnenburg and Willemsen, 2015). The remaining
four factors —perceived quality, perceived understandability, perceived effectiveness,
and cognitive trust— exhibited satisfactory convergent validity. Their indicators
all had standardized factor loadings greater than 0.5, and their average variance
extracted (AVE) values and composite reliability (CR) scores exceeded the suggested
thresholds of 0.5 and 0.7, respectively (Cheung et al., 2024; Hair et al., 2017).

We then assessed the discriminant validity of the four remaining constructs through
pairwise comparisons using two model comparison approaches: the constrained
model and the merged construct approach (Cheung et al., 2024; Rönkkö and Cho,
2022). In the constrained model approach, we compared an unconstrained two-factor
model with a constrained version where the correlation between the factors was set
to one. In the merged construct approach, we compared the same unconstrained two-
factor model with a single-factor model where all indicators of both constructs loaded
onto a single factor. A significant chi-square difference between the unconstrained
model and either the constrained or single-factor model was considered empirical
evidence that the unconstrained two-factor model fit the data better, thus supporting
the discriminant validity of the constructs under comparison (Cheung et al., 2024).

The results of the two model comparison approaches for discriminant validity did
not show complete concordance. Specifically, the chi-square tests for all six pairwise
comparisons under the merged construct approach were statistically significant. In
contrast, the constrained model approach yielded statistically significant results
for only three pairwise comparisons. In particular, the three comparisons that
involved cognitive trust were significant in both approaches. This consistent evidence
supported the empirical distinctiveness of cognitive trust. However, the absence of
statistically significant differences in the constrained model approach indicated that
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we could not empirically distinguish perceived effectiveness, perceived quality, and
perceived understandability from each other.

We further examined the constructs with discriminant validity issues following the
Fornell-Larcker criterion. This criterion suggests discriminant validity between a
pair of constructs if the square root of each construct’s AVE value is greater than
their correlation (Hair et al., 2017; Knĳnenburg and Willemsen, 2015). As a result, we
discarded perceived effectiveness, as it did not satisfy the Fornell-Larcker criterion.
We established discriminant validity between perceived quality and perceived
understandability based on the same criterion.

Next, we attempted to fit a single joint measurement model with the three remaining
factors and their 12 indicators, but the model did not converge. Consequently,
we examined the modification indices (MI), prioritizing indicators that could be
contributing to model misfit. This analysis led to the removal of one indicator of
perceived understandability due to a high MI (above 10) and conceptual overlap
with another indicator within the same factor. We also discarded an indicator of
perceived quality due to content redundancy, as it essentially reiterated the likability
of the recommended strategies.

Table 5.3 shows the results of the final joint measurement model with three factors
and 10 indicators. This model converged successfully.

Structural Model

We created a structural model to explore multivariate relationships between the three
constructs and the experimental conditions. We drew upon the evaluation framework
of Knĳnenburg et al. (2012) to guide our specification of these relationships (i.e.,
identifying predictors and predicted variables). Because there were multiple SSA
constructs, we hypothesized that the perceived understanding of recommenda-
tions by users would positively influence their perceptions of the quality of the
recommendations (Tsai and Brusilovsky, 2021).

In line with Knĳnenburg and Willemsen (2015), we first specified a saturated path
model in which the four main variables of this study —one OSA, two SSAs, and one
EXP— could influence each other based on the proposed order: OSA → SSA → EXP.
The experimental conditions were represented by a single dummy variable, with
non-personalized recommendations as the reference category. We then pruned the
model by removing non-significant paths, albeit with one exception. Specifically, we
retained the regression path between perceived understandability and cognitive
trust, as it exhibited a medium-sized and borderline significant effect (𝑝 = .084) that
we felt was worth exploring further due to its potential practical implications. The
resulting path model, depicted in Figure 5.3, fit the data adequately: 𝜒2(41) = 38.99,
𝑝 = .56, CFI = 1.00, TLI = 1.00, RMSEA = 0.00 with a 90% CI = [0.00, 0.076] and
SRMR = 0.042 (Hooper et al., 2008; Hu and Bentler, 1999).
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Table 5.3 : Confirmatory factor analysis

Construct Item Factor loading

Perceived quality
(AVE=0.65, CR=0.85)

I liked the strategies recommended by the app. 0.803
The recommended strategies fitted my preference. 0.975
The recommended strategies were relevant. 0.605
I didn’t like any of the recommended strategies.

Perceived diversity

The strategies that were recommended to me are diverse.
All the recommended strategies were similar to each other.
Most strategies were of the same type.
The list of recommendations included strategies of many
different types.

Perceived
understandability
(AVE=0.64, CR=0.84)

I understood how the app came up with the recommen-
dations.
The app explained the reasoning behind the recommen-
dations.

0.796

I am unsure how the recommendations were generated. 0.707
The recommendation process was clear to me. 0.893

Perceived effectiveness

I would recommend the app to others.
Using the app is a pleasant experience.
I make better choices with the app.
The app is useful.
I can find better strategies without the help of the app.

Cognitive trust
(AVE=0.54, CR=0.82)

The app performs reliably. 0.729
The app uses appropriate methods to reach decisions. 0.874
The app has sound knowledge about how to recommend
strategies.

0.912

The app correctly uses the information I enter. 0.714

Factor loadings are standardized. Grayed-out items, i.e., without a factor loading, were excluded from
further analyses. AVE: Average variance extracted. CR: Composite reliability.

personalized
recommendations

(versus non-personalized)
OSA

perceived
quality

(𝑅2 = 0.429)
SSA

cognitive
trust

(𝑅2 = 0.674)
EXP

perceived
understandability

SSA

-0.164 (0.104)∗ 0.446 (0.140)∗

0.634 (0.117)∗∗

0.462 (0.098)𝑛𝑠

Figure 5.3 : Structural equation model. The numbers on top of each arrow (a regression path) represent
the effect’s standardized coefficient and standard error (in parentheses). Significance levels: ∗∗ 𝑝 < .01,
∗ 𝑝 < 0.05, 𝑛𝑠 non-significant. 𝑅2 indicates the proportion of variance explained by the model. OSA:
Objective system aspect. SSA: Subjective system aspect. EXP: User experience.

In the presented path model, all regression coefficients are standardized. This
standardization indicates the expected positive or negative change, measured in
standard deviation units, in the predicted variable resulting from an increase of
one standard deviation in the predictor. When the predictor is the dummy variable
representing the experimental conditions, the regression coefficient reveals the effect
of moving from non-personalized to personalized recommendations. The standard
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error of each regression coefficient is shown in parentheses, while the superscript
denotes the level of statistical significance.

In what follows, we explain the user experience with the recommendation system,
based on the regression paths in the structural model shown in Figure 5.3. Given
the modest cluster count and the within-subjects design, these results should be
interpreted as associative and exploratory rather than definitive evidence of causal
effects.

Perceived Quality Perceived understandability was positively associated with
perceived quality (𝛽 = 0.634, SE = 0.117, 𝑝 = .005). This significant association
suggests that participants who reported higher understandability also tended to
report higher perceived quality.

The experimental condition was negatively associated with perceived quality
(𝛽 = −0.164, SE = 0.104, 𝑝 = .018), indicating that personalized recommenda-
tions were associated with slightly lower perceived quality than non-personalized
recommendations.

Cognitive Trust Perceived quality was positively associated with cognitive trust
(𝛽 = 0.446, SE = 0.140, 𝑝 = .024). Recommendations rated higher in perceived
quality were associated with greater cognitive trust in the system. This statistically
significant, moderate association indicates that while perceived quality is relevant,
other factors also contribute to cognitive trust.

Perceived understandability was positively associated with trust, but this effect was
only marginally significant (𝛽 = 0.462, SE = 0.098, 𝑝 = .084). The point estimate is
similar in magnitude to that of quality on trust, but the evidence for a direct effect of
understandability is weaker and should be interpreted cautiously.

Perceived understandability also showed a statistically significant indirect association
with trust via perceived quality (𝛽 = 0.283, SE = 0.034, 𝑝 = .002), consistent with
the pattern that greater understandability relates to higher perceived quality, which
in turn relates to greater trust.

The experimental condition also had a modest, marginally significant indirect
association with trust via perceived quality (𝛽 = −0.073, SE = 0.044, 𝑝 = .078),
indicating a small negative indirect association of personalization with trust that
warrants cautious interpretation.

5.6.3 Thematic Analysis of Qualitative Feedback

After evaluating both app versions (representing our experimental conditions), we
asked the participants to compare them, choose their preferred version, and explain
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their choice. We analyzed this qualitative feedback using reflexive thematic analysis,
drawing upon Braun and Clarke’s (2006; 2013) method to identify and interpret
patterns of meaning. This process aimed to enhance our understanding of the user
experience with personalized versus non-personalized recommendations.

We began the thematic analysis by familiarizing ourselves with the dataset, which
involved revising the interview transcripts generated by Microsoft Teams and
thoroughly reading these revised transcripts. Next, we proceeded to annotate (or
code, in thematic analysis terminology) excerpts from the transcripts in relation to
our research question. For instance, we assigned the code “information overload”
to the following excerpt: “It was overwhelming. . . . This one is even more detailed
because it breaks it down by [categories]. There’s just so much more to explore and
absorb.”

Subsequently, we formed themes by clustering individual codes if they were coher-
ently related. Immediately afterwards, we developed concept maps to organize the
relationships between the codes within each theme and, as a whole, to construct
a narrative of our findings. The final step involved assigning a title that concisely
described the essence of each theme.

The themes we present below are the result of this thematic analysis.

Organizing Recommendations

This theme explores the participants’ perceptions of the logic behind grouping
recommendations. Specifically, it examines their views, sometimes contradictory,
on each recommendation criterion and draws parallels with the lack of grouping in
non-personalized recommendations.

Participants generally responded positively to the grouping of recommendations
into effective, affordable, and doable for several reasons. First, this logic facilitated
their choice of strategies, as illustrated in the following excerpts: “The strategies
were set out in a more logical manner” compared to a single set of strategies (P11,
male, 58); and, “[looking at] how doable and how affordable [the strategies] were . . .
enabled your choice better” (P32, male, 58). Furthermore, participants found the
breakdown of recommendations particularly useful when considering the adoption
of new behaviors.

“I love this little kind of breakdown [into] effectiveness, you know, the
difficulty, [and] affordability. So, I love that kind of rating of [inaudible]
because, to me, those are things that you do think about, you know,
when you’re trying to start a new habit or something. So, I thought that
was good.” (P13, female, 61.)
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Among the recommendation categories, effectiveness sparked the most discussion.
It served as the primary criterion the participants used to filter the strategies. For
instance, P10 (male, 56) stated that he “wouldn’t have dug any deeper” if the
strategies were ineffective. Conversely, even moderate effectiveness would prompt
him to explore individual evaluations from similar users to better inform his decision-
making. Similarly, P33 (male, 65) filtered strategies that were very or moderately
effective, reasoning: “The effectiveness . . . horns you into where you should be
putting your effort because everybody has time constraints. . . . You’re trying to get
. . . which one’s going to give me the greatest benefit for the least amount of effort.”

However, a participant questioned whether effectiveness might overshadow other
criteria, arguing that in the context of health, people tend to prioritize this criterion
above all else. This aligns with the inherent expectation that recommended strategies
should show a certain level of effectiveness; otherwise, their recommendation would
be questionable. This point is captured in the following excerpt:

“I wonder whether you might just get everyone clicking on the effective
because if this is about health, people are, first and foremost, interested
in how effective it is over and above everything else. The doable and
affordable would be secondary classifications or categorizations. You
wouldn’t be expecting any recommendation that wasn’t effective; at least,
I wouldn’t. I would presume that whatever is being recommended would
at least have some level of efficacy or would be known to be effective.
You know, you wouldn’t recommend starting smoking, something like
that. So, it self-fulfills it: we know it’s going to be effective.” (P34, male,
64.)

In a similar vein, P02 (male, 53) questioned the inherent value of the “effectiveness”
label itself, arguing that the success of any strategy is ultimately contingent on
individual effort. He explained: “The three options [doable, effective, and affordable]
. . . don’t really seem to make sense to me because they’re all effective to some extent.
. . . Depending on . . . how much time and effort you put into them, you’ll get back
out of them.” Another participant concurred with this view and further rejected the
notion that an app can definitely determine what is effective, asserting that this is a
matter of personal judgment.

“Doable and effective are things that I would prefer to choose for myself,
so I don’t want them. . . . I don’t want them because, whether it’s doable,
it is about whether it’s doable for me, not whether it’s doable for a wider
community. And [about] effectiveness, I sort of know what’s effective in
terms of, can I do it? Will I do it? And will I keep doing it? So, it might
be effective for somebody else, but it might not necessarily be effective
for me. So, I would prefer to make those choices myself.” (P35, male, 64.)
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Another important consideration is that strategies, even if effective in general, may
not be relevant to an individual’s specific situation. For example, when asked to select
six strategies that would help them feel normal again (see Section 5.10 — Appendix
for details), one participant noted:

“There were a lot of activities that were effective but seemed really
irrelevant to what I was searching for. Of course, you would only want
to work with effective things. . . . But if they were effective for a problem
I don’t have, they’re clogging up my list and making me read things that
aren’t that useful.” (P06, male, 69.)

Affordability was another factor that influenced the choice of strategies, although
perhaps to a lesser extent than effectiveness. Several participants favored activities
that did not require unnecessary expenses. For example, P11 stated: “I wouldn’t want
to . . . select strategies that would involve buying subscriptions, joining, organising
fees, buying equipment, etc. . . . It’s good that the strategies that were affordable
were listed, which is why I selected them and then chose everything from that.”
In contrast, P31 (female, 61) found the organization of strategies by cost to be less
relevant, noting that, “for a lot of the things there, . . . there isn’t really that much
cost involved. So, it’s not that relevant. So, there wasn’t a real need to sort by that.”

Finally, some participants felt that breaking down the recommendations into effective,
affordable, and doable made choosing strategies more complex than selecting from
a single list. This complexity was exacerbated by the smaller number of items
available in the personalized recommendations compared to the non-personalized
recommendations. The following statement illustrates this point.

“It was a little confusing when I was going back and looking at, you
know, what’s effective, what’s doable, and what’s affordable. I was trying
to understand the breakdown of those three. . . . That’s why I kept going
back and forth, thinking, OK, what are they trying to explain here? . . . I
was kinda bouncing around there. Was there less or was it just I didn’t
need that? Like, were there [fewer] choices in that? . . . I just thought
it made it a little too complex that I need personally. . . . So, give me
options of whatever that was, a dozen, and I’ll pick from that and leave
it as that. I don’t need to make it more complex.” (P17, male, 63.)

Recommendation Set: Size Does Matter

Personalized recommendations were designed to offer relevant content to the target
user, where relevance was determined by the effectiveness, affordability, and difficulty
reported by similar users. Consequently, this filtering process resulted in a set of
recommendations inherently smaller than the pool of unfiltered content in the
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non-personalized condition. This context leads us to explore the meaning of the size
of the recommendation set for participants.

Several participants concurred that the breakdown of recommendations into three
distinct categories enriched their decision-making process. Crucially, for some, this
was the main reason why they preferred personalized recommendations over non-
personalized recommendations: “I think . . . [this] version had more alternatives, . . .
[which is why] I would choose it” (P08, female, 71); and, “I like having those three
choices versus the one on the old one” (P26, female, 70). Conversely, this breakdown
also created an expectation that was not always met: With more categories, some
anticipated more recommendations. The statement by P21 (male, 58) illustrates this:
“I was hoping for a whole bunch of new strategies, and they weren’t. They were the
same ones, I think.”

This unmet expectation regarding the number of recommendations highlights the
importance of the size of the recommendation set. For instance, P04 (male, 59), even
without having evaluated non-personalized recommendations, already felt that the
number of personalized recommendations should be higher, stating: “The only thing
[would be] more to choose from. I liked what it did have there, but maybe a little
bit more.” In contrast, P17, with no other reference to compare it to, highlighted the
adequacy of the non-personalized recommendations: “It gives you a lot of choices,
so if it didn’t give you that many choices, that would be in my dislike. But it gives
you enough things.”

In a side-by-side comparison, the size of the recommendation set was often the most
salient factor, even above the organization and presentation of recommendations,
which might be presumed to be the most readily noticeable aspects across our
experimental conditions. For example, a participant stated that size was the most
important factor for her, noting:

“I don’t really see whether they’re presented in a different way. Possibly.
But I like the fact that there was [sic] a lot more of them. . . . So, I liked
this one [referring to non-personalized recommendations] . . . better by
quite a bit because it has more stuff.” (P29, female, 62.)

The above quote suggests that participants sometimes opted for non-personalized
recommendations simply because they were consistently more numerous than
personalized recommendations. The following excerpts further corroborate this.

“I would probably choose the second one [referring to non-personalized
recommendations]. And it’s because it seems it has a little more and
different things. Some are similar, but it had a few different ones that the
first one didn’t. I think that’ll make [it] like a little different and give you
a few more choices.” (P23, female, 51.)
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“This version seemed like it had more choices, different strategies that I
could pick. I liked that.” (P30, female, 59.)

Presenting Recommendations

This theme reports on how the UI layout of recommendations, both personalized
and non-personalized, influenced the user experience.

The UI layout of personalized recommendations frequently streamlined the strategy
selection process. For example, one participant noted that it saved her from having
to browse through strategies individually to get a sense of their suitability, as was
the case with non-personalized recommendations.

“What I like about it is that it’s a quicker way to see the recommendations
and see how the recommendations rank. Whereas with the other version,
I had to scroll, I had to select [the recommendation] and then scroll here,
scroll there, scroll there. . . . With this one, I could quickly go to that
category [doable], this category [effective], or that category [affordable]
and quickly see how they rank and how they’re evaluated. So, I like this
one better because of the efficiency of it all. . . . This layout seems much
more efficient for the user.” (P13)

Several participants felt the progress bar effectively conveyed how strategies were
ranked based on a recommendation criterion. In P32’s words, “this red line . . .
highlighted the extent of how doable and affordable [the strategies] were.” For P25
(male, 61), with that “visual clue, . . . you can see a lot quicker what people are
recommending.”

Generally, participants perceived the personalized recommendations as having a
more professional look and feel, closer to a finished product. For instance, P24 (female,
67) noted: “It just seems like the set-up [is] more professional. . . . It looks more
polished.” Similarly, P12 (male, 50) described the personalized version as “further
along, like closer to a finished product,” contrasting with the non-personalized
recommendations, which “kinda had a prototype feel.”

However, some participants felt that the breakdown of recommendations into
categories led to information overload. To illustrate, P20 (female, 67) stated: “There’s
just so much more to explore and absorb.” This sentiment was echoed by P31, who
found processing the categorized information challenging: “There’s quite a lot of
information with the kind of categories of effectiveness, ease, and affordability. . . . It
seemed again quite a lot to compare and quite difficult, I think.”

Consequently, participants such as P02 praised the simplicity of a single list of
recommendations. P18 (female, 59) explained that the fact that the list “got it all
together” made it “very quick and easy to look at.”
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5.7 Discussion

In this chapter, we address the following research question: How do users’ percep-
tions of everyday self-care recommendations differ when they are derived from
similar community members (personalized) versus the same set of strategies for
everyone (non-personalized)? We found that non-personalized recommendations
had slightly higher perceived quality compared to personalized recommendations.
This slight increase in perceived quality was associated with higher cognitive trust.
Understanding the recommendation generation process was associated with cogni-
tive trust to an extent comparable to perceived quality. We analyze these findings
and detail their implications for design practice.

Note that personalization was implemented together with specific presentation and
selection choices (see Limitations); observed effects should therefore be read as
arising from this combined package.

5.7.1 Disentangling Preferences for Non-personalized
Recommendations: Implications for Enhancing Perceptions of
Recommendation Quality

Our algorithmic approach to generating personalized recommendations prioritized
relevance over breadth of content, with the aim of narrowing the search range
for strategies. Therefore, we expected that the set of recommendations would be
consistently smaller than the unfiltered collection of self-care strategies. However,
the size of the personalized recommendation set may not have been optimal.
According to participants, the range of options available was limited, making
it difficult to select strategies. This presumably caused the perceived quality of
personalized recommendations to be slightly lower than that of non-personalized
recommendations.

Participants’ preference for non-personalized recommendations over personalized
recommendations was contrary to our expectations. Prior research indicates that
personalization often enhances the user experience. For example, Knĳnenburg et al.
(2010) show that personalized recommendations increase users’ choice satisfaction
and perceived system effectiveness compared to a non-personalized, randomly made
list. However, highly literate individuals may be reluctant to accept personalization
due to concerns about privacy or algorithmic fairness (Starke et al., 2024). Based on
qualitative feedback from participants, we do not believe that this was the case.

Data-scarce settings may be favorable for non-personalized recommendations. With
limited interaction data, collaborative filtering recommender systems may offer
inaccurate suggestions (Aggarwal, 2016). In contrast, non-personalized content, such
as popular recommendations, may better meet user expectations and result in greater
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satisfaction (Lim et al., 2025). We believe that this better explains why participants
in our study preferred non-personalized recommendations. With fewer options
available, personalized recommendations may become less useful, as manually
navigating the search space may be manageable. Only when the search space
becomes large enough and users perceive it can personalized recommendations
serve their purpose better.

Moreover, overly narrow or repetitive recommendations can reduce user satisfaction,
even if they are accurate (Knĳnenburg et al., 2010). This issue was particularly
relevant in our study, as a single strategy could often meet multiple recommendation
criteria (effective, doable, and affordable), leading to repetitive recommendations.

In view of the above, we explore two approaches that could contribute to expand-
ing the range of choices in personalized recommendations and enhancing users’
perception of quality.

The first approach involves engaging community members to assess self-care strate-
gies, considering quantity and diversity. This aims to expand the recommendation
space and ensure a broader range of options. In collaborative filtering, the more
items with ratings and the greater the number of ratings per item, the larger the
recommendation space (Aggarwal, 2016). Gamification elements, such as points,
badges, and leaderboards, could incentivize strategy assessments.

Similarly, knowing that their ratings, evaluations, or reviews help others navigate
health complexities could foster a strong sense of purpose and encourage community
members to contribute more actively. Wu et al. (2023) show that intrinsic benefits,
such as self-esteem or satisfaction, lead to sharing knowledge in online health
communities. In non-health contexts, the sense of helping others is an incentive for
users to post reviews online (Yu and Hsu, 2022).

Design Implications. Including gamification mechanics could incentivize strategy
assessment. To illustrate, community members could earn points for each assessment
or unlock badges after completing a specific number of evaluations. Informing
users about how their contributions impact the community could encourage them to
contribute more actively. For example: “Your feedback provides valuable information
to other members considering this strategy.”

The second approach to improving perceptions of recommendation quality refers
to user control. Previous research shows that involving people in the generation or
refinement of recommendations enhances their perception of quality and, ultimately,
their overall user experience (He et al., 2016; Tsai and Brusilovsky, 2021). However,
attention to how much control users should have is crucial, as controllability can
impose a cognitive burden (Jin et al., 2018).

Design Implications. In the context at hand, we identify two ways to implement
controllability. The first is to let users choose the source of recommendations: the
entire community or the top-k most similar members. The second involves asking
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users how important it is that the recommended strategies match their preferences
for effectiveness, affordability, and difficulty.

Of particular note is that user control can play a dual role, as discussed in the
previous chapter. In addition to enhancing perceived recommendation quality, it
could make recommendation generation more evident, facilitating understanding of
the generation itself. Therefore, controllability can be considered a dual intervention
targeting perceived quality and perceived understandability.

Design Implications. We suggest involving the user from the first recommendation
generation through an onboarding-like process. The system’s initial request for user
preferences may make the generation process more apparent than, for example,
adjusting the system’s default recommendation criteria. Additionally, a Likert-type
scale could make setting and adjusting user preferences feel intuitive (Cerón-Guzmán
et al., 2025).

5.7.2 Trust and the Role of Perceived Recommendation Quality

Our findings indicate that perceptions of the quality of recommendations may play
an important role in building user trust. If we assume that perceived quality is
a proxy for system performance, our findings would be consistent with those of
Liao et al. (2022), according to which system performance influences cognitive trust.
However, we also observe contradictory results. Before detailing these, we provide a
brief context for Liao et al.’s work.

They investigated user trust in different types of recommendation systems: content-
based, collaborative filtering, and demographic filtering. Following a Wizard of Oz
methodology, they evaluated a recommendation system that consistently presented
five movies, alternating between movies rated as definitely good or bad according to
IMDB (imdb.com, accessed on 12 June 2025). Consequently, Liao et al. (2022) found
that users exhibited greater trust in collaborative filtering, regardless of the system’s
performance. This suggests that collaborative signals used in the generation of
recommendations can counteract deficiencies in the recommendations themselves.

In contrast, we found that system performance could indirectly influence user trust.
This is based on our hypothesis that perceived quality serves as a proxy for system
performance. Unlike Liao et al.’s work, ours recreates conditions closer to reality,
where different approaches to recommendation generation produce different outputs.
Therefore, we suggest that users may be reluctant to accept collaborative filtering
if they perceive the recommendations as being of low quality, even at the cost of
having to browse on their own to identify relevant content.

https://www.imdb.com/
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5.7.3 UI Layout of Recommendations

The last aspect we want to discuss is the organization and presentation of recommen-
dations. Filtering self-care strategies based on their effectiveness, affordability, and
difficulty resonated with the participants. However, presenting recommendations
in separate sections could lead to information overload. One participant suggested
merging the three recommendation criteria into one, noting: “you could have a little
bar [chart] that compares effectiveness, doability, and affordability together” (P34).

Kuosmanen et al. (2023) model self-care strategies as multidimensional vectors in
Euclidean space, where each evaluation criterion represents a dimension. They then
ask users to filter the strategies using slider-controlled criteria, thus defining an ideal
strategy. Consequently, strategies are ranked according to a goodness-of-fit measure:
the Euclidean distance between the corresponding vectors of the ideal strategy and
the actual strategies.

Design Implications. We recommend presenting strategies in a single recommenda-
tion list, sorted by a match value. Kuosmanen et al.’s (2023) goodness-of-fit metric
could be a starting point for devising how to merge multiple recommendation
criteria into one metric.

5.7.4 Limitations

SEM Stability. While SEM provides a richer, more nuanced understanding of user
experience than isolated univariate tests, complex structural models typically require
larger samples to ensure stability. Given our modest sample size, there is an increased
risk of unstable parameter estimates and standard errors. Consequently, our SEM
results should be viewed as exploratory insights into the structural nature of user
experience, serving as a foundation for future large-scale validation.

Power and Sample Size Considerations. Our evaluation was a priori powered
to detect within-subject differences between experimental conditions; a paired-
comparison power calculation indicated a required sample of 34 participants,
which guided our recruitment. We recognize that this does not substitute for a
sample size calculation tailored specifically to SEM. While structural modeling
generally requires larger samples, recruitment was constrained by the logistical
demands of our protocol—including the creation of personalized profiles, one-on-one
researcher-led sessions, and the challenges of reaching an older, clinical population.
Consequently, we prioritized a within-subjects design to maximize statistical power.
Given these constraints, our SEM results are presented as an exploratory step toward
understanding the structural relationships of user experience.

Data Dependencies and Model Stability. While our dataset contains 70 observations,
we treated the 35 participants as independent clusters to account for the inherent
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correlation in repeated measures. Although our analysis adjusts for this within-
participant dependence, we recognize that SEM can produce unstable parameter
estimates and standard errors when applied to modest sample sizes. To mitigate this
risk, we adopted a parsimonious modeling strategy: we verified the convergent and
discriminant validity of constructs independently or in small groups before testing
the structural paths.

Construct Selection and Scope. We selected constructs that were both theoretically
grounded and established in the HCI literature on recommender systems. Because
our user study sought a multi-dimensional evaluation of user experience, our
selection was intentionally inclusive. We recognize, however, that certain constructs
may be less sensitive to our specific experimental manipulation, potentially resulting
in restricted variance. Future work should prioritize constructs most proximal to
the objective system aspects being tested to maximize the likelihood of detecting
nuanced effects.

Compound Manipulation. The two system versions differed in more ways than the
underlying recommendation logic. While the non-personalized version displayed a
single, unthresholded list of self-care strategies, the personalized version employed
a tabbed interface (categorized by effectiveness, affordability, and difficulty) and
applied a minimum predicted rating threshold (weighted average ≥ 3). This com-
pound manipulation was a deliberate choice to evaluate personalization as a holistic
system experience. However, this design prevents attributing observed differences
in user perceptions exclusively to the recommendation algorithm, as personalization
is confounded with list size and presentation format. Consequently, our findings
reflect the combined effect of both algorithmic and interface-level decisions.

Sampling and Ecological Validity. We recruited a purposive convenience sample
via Prolific of individuals with cardiovascular disease; medical diagnoses were
self-reported and not independently verified. Furthermore, our evaluation relied
on one-off, researcher-facilitated sessions, which capture first impressions rather
than long-term, real-world usage. This focus on short-term subjective responses —
combined with the potential for social desirability bias in the presence of a researcher—
imposes limitations on the ecological validity and generalizability of the findings.
Future work should combine more rigorous sampling (e.g., recruiting through clinical
partnerships) with in-situ deployments to capture objective behavioral measures
over extended periods.

5.8 Conclusion

When presented with a collection of self-care strategies that were the same for
everyone, participants reported higher perceived recommendation quality. This
greater perceived quality, potentially due to a broader range of options available in
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the non-personalized list, was associated with higher cognitive trust. Notably, our
structural model suggests that interventions improving perceived understandability
may foster cognitive trust at a magnitude comparable to perceived quality. Based
on these associations, we propose design directions —including gamification, sup-
porting intrinsic motivation, and providing user control— to enhance perceptions of
both quality and understandability.

5.9 Reflection on Research Directions

With this final work, we have addressed all aspects of the design approach described
in Chapter 1. In particular, this chapter focuses on surfacing community expertise
by making it explicit through peer-shared coping techniques. Our emphasis on
everyday self-care strategies was driven by their potential to help individuals achieve
an aspiration for normality—a core theme first discussed in Chapter 3.

We operationalized this community expertise by aggregating and synthesizing the
experiences of similar members, as reflected in their evaluations of various self-care
strategies. To quantify this similarity, we drew directly on our previous findings:
Chapter 3 suggested that individuals may find peer insights more helpful when they
share similar lifestyles, while Chapter 4 provided empirical support for the role of
lifestyle in peer discovery. Consequently, our algorithmic approach to calculating
user similarity incorporated activity level and smoking status as key proxies for an
individual’s lifestyle.
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5.10 Appendix

Below, we list the user tasks assigned to participants in the user-centered evaluation
described here. The “Treatment Evaluation” and “Newcomer” user tasks below were
always the first two activities we assigned to participants, in that specific order. The
remaining two were assigned randomly.

5.10.1 Treatment Evaluation

You have been taking [medication] to treat your condition. At a recent medical
consultation, your physician suggested keeping a record of how you respond to
this medication. Use the app to record your experience with [medication]. Let the
researcher know when you are done.

5.10.2 Newcomer

You just joined the community and have no connections so far. But that’s about
to change. Send connection requests to six community members to start learning,
sharing, and growing together. Please pay attention to why you are making each
decision so that, when you’re done, you can share your reasons for choosing them.

5.10.3 Normalcy

You’ve lost interest in things you used to enjoy. You wonder if other people have
gone through the same thing. You want to feel normal again. In this activity, choose
six strategies that might help. Save them to your list. Later, you’ll need to explain
why you chose them. So, think carefully about your choices.

5.10.4 Exploratory

See what other people in the community do to deal with similar situations. In this
process, pick six strategies that stand out to you. Save them to your list. Pay attention
to why you choose each one. You’ll be asked to explain your choices later.
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6.1 Reflective Introduction

This dissertation presents a series of studies investigating user-centered approaches
to recommending patient expertise in online health communities. Our incremental
approach —where findings from earlier studies influenced subsequent research—
partly explains why the dissertation does not hinge on a single, overarching research
question. Before describing the complete rationale, a clarification regarding the
authorial voice is warranted. In this concluding chapter, I will share some personal
reflections. The use of the pronoun “we” and the adjective “our” throughout this
dissertation reflects its collaborative nature, a joint effort with my supervisory team.
However, to unequivocally distinguish my reflections, I will use the pronoun “I”.

My conception of research also explains the absence of an overarching research
question. Specifically, I believe that (design) research is often best guided by serendip-
itous discoveries, unexpected ideas, and emerging directions. For instance, our first
question explored how people with cardiovascular disease conceptualize peer data
sharing. This initial focus emerged from the parent project of this dissertation, which
aimed to leverage self-tracking technologies to prevent and diagnose heart disease.
We initially investigated the sharing of personal health data among peers, viewing
it as an exciting topic. However, we discovered that individuals value each other’s
experiences, not their physiological data. This finding was instrumental in defining
the direction of our subsequent research.

The principle of collaborative filtering —inferring an individual’s preferences based
on those of like-minded people— later proved pivotal. This principle informed our
work in Chapter 3, which focused on recommending ‘people like me’ and their
approaches to self-care. Our findings revealed that individuals’ lifestyle profiles play
a preponderant role in locating and choosing peers. Building upon this, Chapter
4 further examines the influence of lifestyle, alongside demographic and clinical
profiles, through user-controllable peer recommendations. A second direction
emerging from the research in Chapter 3 was the collection of everyday self-care
strategies for coping with cardiovascular disease and the offering of personalized
recommendations for these strategies. This research direction is presented in Chapter
5.

In addition to sharing my vision of research and how it manifests in our incremental
approach, a few words about the target population are in order. In this dissertation,
our research focused on people with cardiovascular disease. We deliberately avoided
referring to them as patients for the following reason. When planning our first study,
we attempted to recruit participants in a hospital setting. However, this proved
infeasible, as other research projects took priority. We also approached a heart
patient organization in the Netherlands, but our research did not align with their
interests. In light of these limitations and the imperative to make progress within
the timeframe of doctoral research, we opted to turn to a proxy population: people
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with a self-reported diagnosis of cardiovascular disease. I do not consider this a
limitation, except for the fact that we could not formally confirm our participants’
diagnoses. On the contrary, I believe this recruitment strategy was beneficial for
several reasons.

First, our recruitment strategy streamlined the research process. Recruiting par-
ticipants in a hospital setting requires approval from a medical research ethics
committee. This process often takes several months, in addition to the time needed to
recruit the participants themselves. In contrast, recruiting the 39 participants for the
study presented in Chapter 4 took only six to eight weeks. This was a short timeframe
given the study setup —an online, one-on-one app test session— especially compared
to typical survey studies conducted on crowdsourcing platforms such as Prolific.

Second, I believe recruiting participants through Prolific and working with them
in an everyday setting (e.g., via video calls, often from their homes) could have
made them perceive our research as more personal than clinical. Perhaps if this
doctoral dissertation had been conducted in a hospital setting, we might have focused
on the quantified self, predictive diagnostics, or other topics that resonate more
with evidence-based medicine, given the presumable expectations of our potential
stakeholders.

In what follows, we summarize the main findings and contributions from our
research. This chapter also discusses the general limitations of this dissertation and
suggests directions for future work.

6.2 Summary of Main Findings

This section summarizes the main findings from the studies within our dissertation.
Since no research question was addressed by multiple studies, and each study
is presented in its own chapter, the following summary of the dissertation’s core
chapters provides direct answers to the research questions.

6.2.1 Chapter 2 — Conceptualizing Peer Data Sharing

In Chapter 2, we investigated how people with cardiovascular disease conceptualize
sharing personal health data with their peers (RQ1). For this purpose, we designed
a predominantly qualitative survey study consisting of two sections. The first aimed
to evoke relevant experiences by asking participants about their recent collection of
personal health data, their motivations (or lack thereof), and any previous gaps in
their understanding of their health status. In the second, we presented a vignette in
which a fictional character engaged in self-monitoring and data sharing with peers
through a mobile health app. This aimed to elicit participants’ attitudes toward
disclosing personal data to peers, exploring peer data, and engaging in discussions
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about shared data. We also asked participants to sort pieces (represented as cards)
of personal health data based on the likelihood of sharing them with their peers.
Through this sorting activity, we gauged how participants’ conceptualization of peer
data sharing manifested in the data they were likely or unlikely to share.

Our findings indicate that individuals may feel uncertain about the benefits of
sharing data with their peers, which consequently makes them less willing to
engage. For instance, they question the practical value of exploring their peers’
“numbers” (body weight, blood pressure, or heart rate, to name a few), arguing
that these metrics only make sense to the owner or treating physician. Conversely,
they argue that sharing experiences about illnesses can benefit self-care, as this can
lead to learning approaches to managing their health. Notably, they demonstrated
awareness of the difference between holding experiential knowledge and being
medically versed. Finally, individuals would prefer to share limited data, focusing
primarily on information that would enable them to connect with one another and
make the sharing meaningful.

6.2.2 Chapter 3 — Designing for Peer Discovery and Learning
Self-Care Ideas

The findings described in Chapter 2 were instrumental for subsequent research.
Specifically, we investigated how to design to facilitate locating peers and learning
self-care ideas from them in online health communities (RQ2). We framed our
research in Chapter 3 within an exploratory search context, where the individual
may be uncertain as to what or whom to seek. This chapter presents a low-fidelity
prototype of a mobile app for an existing community. The app recommended other
community members for users to connect with, without the burden of explicit
query formulation, a common challenge seen in online health communities. In
addition, the app suggested disease management ideas based on these members’
approaches to self-care. We invited individuals with cardiovascular disease and
clinicians experienced in treating this condition to evaluate the prototype. The
evaluation used a cognitive walkthrough with a concurrent think-aloud protocol.

We found that individuals prioritize lifestyle characteristics when locating and
choosing their peers. While the preference for shared lifestyle in peer support
settings is not unknown, our findings suggest a previously unexplored specific role
for lifestyle in peer finding. Specifically, as individuals seek to fit their condition
into the life they want to lead, they may find suggestions from peers with similar
activity levels and habits (attributes that operationalize an individual’s lifestyle)
more helpful in their quest. On the one hand, these findings imply that, to facilitate
peer connections, designers of online health communities should leverage attributes
that describe people’s ways of living. On the other hand, recommending peer-shared
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disease management strategies may help individuals realize their aspiration for
normality after health-related life disruptions.

6.2.3 Chapter 4 — User-Controllable Peer Recommendations

Chapter 4 further examines the influence of lifestyle, along with demographic
and clinical characteristics, on locating and choosing peers within online health
communities. For this purpose, we developed a functional web-deployed peer
recommendation system that enabled users to set and adjust their preferences for
discovering peers like themselves across these three categories of characteristics.
39 individuals evaluated the recommendation system from the user’s perspective.
Specifically, participants interacted with three versions of the system —two that
offered user control and one that was non-controllable and served as a baseline—
and were asked to share their perceptions of each version across criteria such
as recommendation quality, trust, and system effectiveness. This user-centered
evaluation sought to understand how participants formed a user experience with
user-controllable peer recommendations based on demographic, clinical, and lifestyle
factors (RQ3), and how the user experience differed from recommendations based
solely on clinical characteristics, with and without user control (RQ3a).

Our findings are consistent with previous research in several respects. First, tailoring
peer recommendations by specifying the importance of demographic, clinical, and
lifestyle factors is associated with a more positive overall user experience. This aligns
with prior studies on peer support preferences, which indicate that individuals favor
connections with peers of the same gender, age group, and with similar lifestyles
in online health communities (Cerón-Guzmán et al., 2025; Fang and Zhu, 2022;
Hartzler et al., 2016a). Second, controllability is associated with improvements in user
experience. However, we found that when participants could control the importance
of demographic, clinical, and lifestyle factors, their perception of recommendation
quality was higher compared to when they controlled solely for clinical aspects. This
may imply that for certain recommendation contexts, where controllable factors
are highly interrelated and homogeneous, they may undermine the perceived
benefits of user control. Furthermore, our findings indicate that controllability could
be a dual intervention targeting the perceived quality and understandability of
recommendations.

6.2.4 Chapter 5 — A Recommender for Everyday Self-Care

In Chapter 3, we discussed how individuals can turn to their peers to gain a sense
of a new normal after health disruptions. We posited that peer-shared disease
management strategies could facilitate this. Building upon this, Chapter 5 presents a
survey study of self-care strategies employed by people with cardiovascular disease
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to manage their personal health issues in daily life. This process resulted in a
repository of self-care strategies, operationalizing patient expertise through coping
techniques and making this expertise readily accessible. However, the generic nature
of this repository may hinder the user experience, as users are left to navigate and
identify the most appropriate strategies independently. To address this limitation,
we proposed personalized recommendations for everyday self-care. Using data from
the survey study, Chapter 5 presents a collaborative filtering recommender system
that suggests everyday self-care strategies based on experiences shared by similar
members within a simulated community. From a user-centered perspective, this
chapter addresses the following research question (RQ4): How do users’ perceptions
of everyday self-care recommendations differ when they are derived from similar
community members (personalized) versus the same set of strategies for everyone
(non-personalized)?

We found that non-personalized recommendations were associated with higher
perceived quality compared to personalized recommendations. Higher perceived
quality, in turn, was associated with greater cognitive trust in the recommendation
system. Notably, understanding how recommendations were generated showed an
association with trust of comparable magnitude to that of perceived quality. Several
aspects may explain users’ preference for non-personalized recommendations. First,
the set of personalized recommendations was consistently smaller than the unfiltered
collection of self-care strategies. Since manual navigation through this collection
was manageable, participants may have perceived personalization as less useful
in this data-scarce setting. Second, personalized recommendations were broken
down into effective, doable, and affordable. This created an unmet expectation: with
more categories compared to a single list in the non-personalized condition, some
participants anticipated more recommendations than were provided. Third, this
breakdown of personalized recommendations may also have led to information
overload.

6.3 Summary of Contributions

This section positions our main findings in relation to previous research. We assess
our contributions to the HCI community by highlighting how this dissertation
confirms, expands upon, contrasts with, or specializes prior findings. We have
structured these contributions into two key areas —facilitating peer discovery and
everyday self-care recommendations— in line with our design approach from
Chapter 1 for recommending singular expertise and the community’s expertise.
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Table 6.1 : A Guzdial diagram summarizing the contributions of this dissertation

Contribution Investigation Methods Participants Relevant Data Used

Facilitating Peer Discovery

Revealing the preponderance and the specific
role of the lifestyle profile in peer discovery.

Formative study using a low-
fidelity prototype of a mobile
health application.

Think-aloud protocol and semi-
structured interviews

10 people with CVD
Three clinicians Transcripts of inter-

views

Demonstrating that allowing users to tailor
peer recommendations by weighing the im-
portance of demographic, clinical, and lifestyle
factors is associated with a more positive over-
all experience.

Controlled experiment with a
peer recommendation system

Within-subjects comparison of rec-
ommendation algorithms and user-
controllable vs. non-controllable rec-
ommendations.

39 people with CVD Post-task question-
naires

Leveraging an LLM to build a peer recom-
mender system based on semantic relatedness.

Everyday Self-Care Recommendations

Proposing “everyday self-care strategies” as a
new entity in online health communities to help
individuals in their quest for a new normal.

Formative study using a low-
fidelity prototype of a mobile
health application.

Think-aloud protocol and semi-
structured interviews

10 people with CVD
Three clinicians Transcripts of inter-

views

Introducing personalized recommendations
for everyday self-care.

Controlled experiment with
a recommender for everyday
self-care

Within-subjects comparison of per-
sonalized vs. non-personalized rec-
ommendations, and semi-structured
interviews.

35 people with CVD Post-task question-
naires and transcripts
of interviewsProviding further empirical evidence that non-

personalized recommendations may be appro-
priate in data-scarce settings.

CVD: Cardiovascular disease. LLM: Large language model.
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6.3.1 Facilitating Peer Discovery

Facilitating peer discovery involves understanding peer support needs and how they
are manifested in peer choice. Our work makes several contributions in this area.
First, we addressed the specific peer support needs of people with cardiovascular
disease, a condition that has received limited attention in HCI research on online
health communities (see Gatos et al., 2021). This is particularly relevant given the
unique challenges associated with managing this group of heart or blood vessel
conditions.

The context of peer support is also a critical factor. Researchers often induce the
expectations of this mutual support, which can significantly influence peer choice.
For example, Hartzler et al. (2016a) found that community posts from mentor
candidates were the most valuable element for people with cancer when choosing
peers. These posts served as an indication of the affinity between the mentor and
mentee. In a related study, Fang and Zhu (2022) highlighted the crucial role of
demographic attributes, which can help bridge potential generational gaps that may
hinder support-seeking and support-providing processes in online mental health
communities.

However, a lack of formal roles or expectations is common in peer relationships
(Simoni et al., 2011, as cited in Levonian et al., 2025). Hence, we framed our research
in the context of exploratory search, in which the seeker may not have a clear idea
of what or whom they are looking for (see White and Roth, 2009; Wildemuth and
Freund, 2012). In light of this, we designed user-controllable peer recommendations
to understand what people with cardiovascular disease value in exploratory peer
search and why.

This dissertation reveals the preponderance of the lifestyle profile in peer discovery.
While the preference for lifestyle in peer support is not entirely new, previous studies
on peer matching have rarely leveraged attributes that describe an individual’s way
of life (see Levonian et al., 2025). The rationale for this focus is that mutual support
is often more helpful when people share similar lifestyles (Dunn et al., 1999, as cited
in Hartzler and Pratt, 2011). However, the specific role of lifestyle in the peer-finding
process was less known. The participants in the study in Chapter 3 were seeking
adjustments they could make to fit their condition into the life they wanted to lead.
Therefore, we argue that the most helpful suggestions in this quest may come from
peers with similar habits and activity levels, attributes that operationalize lifestyle.

Online health communities offer numerous opportunities for individuals to connect
with others in similar health situations. To facilitate this, researchers have built
algorithmic peer-matching systems that are often based on measures of clinical
similarity (e.g., Jiang and Yang, 2017; Narducci et al., 2017; Zaman and Li, 2014).
However, individuals may prefer connecting with peers who share non-clinical
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similarities, such as gender, age, or lifestyle (Cerón-Guzmán et al., 2025; Fang and
Zhu, 2022; Hartzler et al., 2016a).

Despite this, it remained unclear whether a broader range of similarities would be
more beneficial from the user’s perspective. Although related work has proposed
allowing users to tailor peer matching to their individual preferences (e.g., Hartzler
et al., 2016a), we cannot assume that users will effectively control the matching or
appreciate the effort required. Furthermore, the perceived burden of user control
may lead to disengagement.

To address these topics of inquiry, we implemented a peer recommender system
and conducted a user-centered evaluation to understand how users formed their
experience with it. Our work in Chapter 4 fills a key research gap by reporting on
the effects of algorithmic peer matching, a topic that has received limited empirical
investigation (see De Croon et al., 2021). The results of our user evaluation corroborate
findings of this dissertation and previous research (e.g., Cerón-Guzmán et al., 2025;
Fang and Zhu, 2022; Hartzler et al., 2016a). Specifically, we found that allowing
users to weigh the importance of demographic, clinical, and lifestyle factors in
generating recommendations was associated with a more positive overall experience.
Notably, user control was not related to improvements in user experience when
recommendations were based solely on clinical aspects. This suggests that the
benefits of user control are not without limits, and that the diversity and complexity
of controllable factors can be decisive in determining those benefits.

Another contribution of this dissertation is the application of large language models
to build a peer recommender system based on semantic relatedness. Unlike the
work of Jiang and Yang (2017), Narducci et al. (2017), and Zaman and Li (2014), who
relied on ontologies to calculate user similarity in terms of conditions, symptoms,
and treatments, we used word embeddings to represent these clinical terms as
dense, low-dimensional vectors. Using cosine similarity, we calculated the similarity
between any pair of users from their word vectors. This approach leverages the
distributional hypothesis, which posits that words co-occurring in similar contexts
tend to have similar meanings (Harris, 1954, as cited in Goldberg, 2017).

6.3.2 Everyday Self-Care Recommendations

Hartzler and Pratt (2011) proposed using collaborative filtering to facilitate the
sharing of patient expertise through ratings or assessments. In Chapter 3, we argued
that operationalizing these systems within online health communities was a question
worthy of further investigation. This dissertation offers several contributions in this
regard.

Our first contribution concerns what to recommend. While motivations for engaging
in online health communities may vary depending on the specific health condition, it
was unclear what people with cardiovascular disease wanted to learn about self-care
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from their peers. Our research in Chapter 3 suggests that people with this condition
aspire to lead normal lives and that peer-shared disease management strategies can
help them realize this aspiration. Therefore, we propose a new entity —everyday
self-care strategies— to be given the same prominence as conditions, symptoms, and
treatments. This proposal extends the principles of Kuosmanen et al.’s (2023) to the
context of online health communities.

The second contribution involves forming a peer group from which to derive
recommendations. In typical collaborative filtering use cases, the peer group is
formed from users who have engaged with the same movies, songs, or purchased
items (Aggarwal, 2016). This traditional approach to calculating user similarity
relies heavily on rich interaction data, which poses a significant challenge for
making recommendations to new users or those with limited data. In Chapter 5, we
propose a non-traditional approach to alleviate this challenge by leveraging people’s
demographic, clinical, and lifestyle characteristics, rather than relying on user-item
interaction or rating matrices to calculate user similarity.

Kuosmanen et al. (2023) drew on the wisdom of the crowd to create a repository of
self-care techniques for people with Parkinson’s disease. This aligns with Hartzler and
Pratt’s (2011) call to make patient expertise both explicit and accessible. In this context,
“explicit” means operationalizing expertise as coping techniques, while “accessible”
means centralizing it in a single, readily available location. However, the general
nature of such repositories poses a significant limitation for the user experience, as
users must independently identify the most relevant techniques. To address this, our
dissertation introduces a new contribution: personalized recommendations for daily
self-care derived from the experiences of the most similar users in the community.

In Chapter 5, we compared the user experience of personalized recommendations
versus non-personalized recommendations. Although participants’ preference for
non-personalized recommendations was contrary to our expectations, this finding
yielded important insights.

First, our work provides further empirical evidence that non-personalized recom-
mendations may be appropriate in data-scarce settings (e.g., Lim et al., 2025). In
our specific case, with few options available, personalized recommendations may
have been less useful because manual navigation through the search space was
manageable.

Second, we found that system performance can influence user trust, albeit indirectly.
In a related study, Liao et al. (2022) showed that, among content-based, collaborative,
and demographic filtering, users exhibit greater trust in collaborative filtering,
regardless of system performance. Although we did not directly measure system
performance in our work in Chapter 5, we hypothesize that perceived quality
serves as a proxy for it. In light of this, we argue that users may be reluctant toward
collaborative filtering if they perceive the recommendations as being of low quality.
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6.4 Limitations and Future Work

Turning to a proxy population and recruiting through Prolific streamlined our
research process, allowing us to progress within the timeframe of doctoral research.
However, this also introduced some limitations regarding our participant samples.
First, we cannot ascertain whether participants met the eligibility criteria. We took
several measures to detect fraudulent participants, such as asking the same pre-
screening question (a diagnosis of coronary heart disease or heart failure), including
other reliability checks, and manually reviewing participant data. Despite these mea-
sures, we cannot completely rule out the presence of fraudulent responses. Second,
there was a lack of representation of minorities and ethnic diversity. Participants
were predominantly from Western countries and described themselves as either
male or female and white.

The user-centered evaluations described in Chapter 4 and Chapter 5 were conducted
in a laboratory setting, which limits our findings for several reasons. First, participants
evaluated the recommendation systems in brief test sessions. Future work should
aim to gather participants’ feedback after prolonged real-world use. Second, our
presence in these sessions may have influenced the feedback. Participants may have
sometimes been guided by a desire to please us, which could have led to social
desirability bias. Third, the recommendation systems were implemented within a
simulated community. This meant that participants could not seek or provide peer
support, limiting the actual value of recommendations. Partnering with an existing
community could help overcome these limitations and provide a more ecologically
valid context for evaluation.

Structural equation modeling (SEM) analyses are data-intensive. However, our
samples in the studies presented in Chapter 4 and Chapter 5 were limited. Therefore,
we acknowledge that our findings should be interpreted cautiously as preliminary
and not widely generalizable. Working in collaboration with an existing community
can help overcome this limitation, making it possible to reach a larger population
and thus support more robust SEM analyses.

Our SEM analyses would also benefit from the inclusion of interaction data. In
current studies, we only collected participants’ perceptions of subjective system
aspects and some measures of user experience. However, rich interaction data —such
as the user profiles individuals visit, the diversity of strategies they choose, and the
time they spend on these tasks— could contribute to a broader view of the overall
user experience.

We collected everyday self-care strategies and assessments of these strategies in a
structured format, specifically using named input fields and Likert-type response
options. However, peer-shared experiential knowledge is often predominantly
unstructured (e.g., in free text format). Therefore, future work should leverage
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natural language processing (NLP) techniques to mine this valuable unstructured
knowledge effectively.

In this dissertation, we leveraged word embeddings, an NLP technique, to measure
user similarity based on semantic relatedness. However, we were uncertain about
the effectiveness of this approach, especially given the lack of a semantic textual
similarity benchmark tailored explicitly to the biomedical domain. Future work could
involve the development of such a benchmark, potentially based on the International
Statistical Classification of Diseases and Related Health Problems (ICD), where
similar medical terms have similar classifications.

Another suggestion for future work concerns identifying and understanding the
barriers people face due to health issues. These barriers represent the intersection
between lifestyle, illness, and self-care. Therefore, recommending peers who face
the same barriers, or deriving personalized recommendations from them for daily
self-care, can strengthen the relevance and effectiveness of the content presented.
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